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Preface

These are the working notes of the IDAMAP 2002 workshop, which was held during the European
Conference on Artificial Intelligence, ECAI 2002, on 23rd July, 2002, in Lyon, France. The workshop
brought together various theoretical and practical approaches to using data-analysis and machine-
learning approaches tackling biomedical and health-care problems.

The IDAMAP workshop series is devoted to computational methods for data analysis in medicine,
biology and pharmacology that somehow exploit expert knowledge of the problem domain. Such
knowledge may be available at different stages of the data analysis and model-building process.

Nowadays, machine-learning tools provide an effective means to derive understandable diagnostic
and prognostic rules; Bayesian structure and parameter learning methods are capable of capturing
the (in)dependence structure hidden in data and of learning and updating the model’s parameters;
clustering and instance-based learning methods, like case-based reasoning, may represent a crucial
help to physicians in their decision making process; the interpretation of time-ordered data through
the derivation and revision of temporal trends and other types of temporal data abstraction provides a
powerful instrument for event detection and prognosis; data visualisation is increasingly becoming an
essential element in the overall process of knowledge discovery in databases.

In the workshop series, special attention is given to systems that aim at integrating the above
mentioned techniques to promote the construction of effective decision models to support medical
decision making, the discovery of meaningful patterns and structures in biomolecules and bioassays,
the design of new drug compounds, discovery of drugs, etc. In addition, issues related to automated
data collection in modern hospitals, such as analysis of computer-based patient records (CPR), data
warehousing tools, outcomes analysis, intelligent alarming, effective and efficient monitoring, and so
on are covered.

We are grateful to our colleagues who served on the programme committee of the IDAMAP 2002
workshop. They carefully read and reviewed each submission. Each paper was reviewed by at least
two members, and in some cases by three members. It is now up to the reader to judge whether we
succeeded in achieving our aims!

Peter Lucas, Institute for Informatics and Information Science (NIII), University of Nijmegen
Lars Asker, Department of Computer and Systems Sciences, Stockholm University
Silvia Miksch, Institute of Software Technology and Interactive Systems (IFS), Vienna University of
Technology

28th May, 2002
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Learning Bayesian networks from data.
Some applications in biomedicine

Pedro Larrañaga1

In this talk some of the approaches to learning Bayesian networks
from data will be reviewed. We will also present applications of the
previous methodology in some biomedical domains.

We will start the talk introducing Bayesian networks [15, 21] as
one probabilistic graphical model that is based on the conditional
independence concept between triplet of variables. This concept
constitutes the semantic for Bayesian networks and is checked in the
structure (a directed acyclic graph) by means of the u–separation
criterion. The quantitative component of the paradigm (parameters)
will be defined as conditional probabilities between the nodes
(variables) in the directed acyclic graph. Taking into account both
components, a factorization of the joint probability distribution
is obtained. One advantage of this factorization is the reduction
on the number of parameters needed in order to specify the joint
distribution probability. However, the most important feature of this
paradigm is that it can be used to infer in domains with inherent
uncertainty. The reasoning inside the model consists in the propa-
gation of the evidence through the model. This task was proved to
be NP-hard in [4] for multiple connected networks. In the talk we
will review one approximate algorithm to accomplish it, based on a
simulation of the Bayesian network proposed in [13].

Once the Bayesian network is built, it constitutes an efficient
device to perform probabilistic inference. Nevertheless, the problem
of building such a network remains. The structure and conditional
probabilities necessary for characterizing the Bayesian network
can be provided either externally by experts –time consuming and
subject to mistakes– or by automatic learning from a database of
cases. Due to the facility on accessing huge databases in the recent
years has led to the development of a big number of model learning
algorithms. In this talk we will not consider algorithms based on
the detection of conditional independencies, and we will concen-
trate on score+search methods. A a good tutorial on this topic is [12].

In a first step we will present some methods for learning from
complete data, that is when we don’t have any missing values in
the database. The methods can be classified regarding the space
where the search is done (directed acyclic graph, space of orderings,
or space of equivalence classes), but also taking into account the
heuristic used in the search (greedy, simulated annealing, tabu
search, branch and bound, floating, ant colonies, genetic algorithms,
estimation of distribution algorithms, ...). This heuristic approach
for searching for the best structure is justified after [3]. We can also

1 Intelligent System Group, Department of Computer Science and Artificial
Intelligence, University of Basque Country, P.O. Box 649, 20080 Donostia
- San Sebastián, email:ccplamup@si.ehu.es

classify the different methods regarding the score used to measure
the goodness of a structure. We will present in the talk some scores
based on penalized maximum likelihood, Bayesian scores and
information theory–based scores. Other algorithm classification
should be done taking into account the complexity (tree, polytree
or multiple connected network) of the induced structure. In the talk
we will concentrate in searches done in the space of directed acyclic
graphs and in the space of orderings, that use either Bayesian metrics
or penalized maximum likelihood metrics, and that induce multiple
connected networks. We will present briefly the K2 algorithm [5].
Motivated by some of its drawbacks, we will change the greedy
search by a genetic algorithm based one [18]. Taking into account
that K2 needs to be given previously one total ordering between
the variables, we will show in the talk how genetic algorithms can
search for the best ordering [16].

For a more difficult problem such as the learning from incomplete
data we will present one adaptation of the EM algorithm [6] to
Bayesian networks. We will introduce the application of the EM
for parameter learning done by [19] as well as the more general
Bayesian structural expectation-maximization algorithm [8], where
changes in the structure in each iteration of the algorithm are allowed.

In the next point of the talk we will present some approaches for
the induction of Bayesian networks classifiers. The first question
to be taken into account is the possibility of using the percentage
of well classified examples as a score, instead of using Bayesian
metrics, penalized maximum likelihood or information theory–
based scores. Another important question is related to the type of
Bayesian network structures we are interested on. Starting from the
naive-Bayes model [7] we will review some other types of structures
for supervised classification, such as tree-augmented networks [9],
extended naive-Bayes [20] and Markov blanket of the class variable.

Considering the unsupervised classification with Bayesian net-
works as a problem where there is one hidden variable (missing
values for all the examples) that corresponds to the group variable,
we can use any of the structures introduced for supervised classifi-
cation in combination with the Bayesian structural EM algorithm in
order to develop some approaches for data clustering. At this point
we will present one approach based on learning recursive Bayesian
multinets [23] that uses the concept of context-specific conditional
independencies [10].

The first application to be presented in the talk is one related with
the prediction of survival in patients with malignant skin melanoma
[25]. We will show the results obtained with different Bayesian
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network classifiers (naive-Bayes, Markov blanket and multiple
connected networks) in the prediction of survival after one, three or
five years of being diagnosed as having malignant skin melanoma.
The database contains 311 cases diagnosed at the Oncological
Institute of Gipuzkoa (Spain) in the period between 1 January 1988
and 31 December 1995.

The second application corresponds to the use of Bayesian
networks as a bi-level multi-classifier for predicting the survival of
patients at ICU [26]. Bayesian networks will be used for combining
the predictions of different component classifiers. The component
classifiers considered in the application are: ID3, C4.5, NB, NBTree,
IB1, oneR, cn2, Ripper and IB4. The database used in this study
has been obtained from the ICU of the Canary Islands University
Hospital (Spain), and contains information of 1210 patients.

The next application to be introduced in the talk is related to
geographical clustering of cancer incidence [22]. In it starting from
the database containing the Cancer Registry of the Basque Country
(Spain) between 1986 and 1994 (64356 cases of cancer) a tree
augmented network for clustering will be presented.

Selecting accurate genes in DNA microarrays for cancer classifi-
cation [2] by means of a wrapper approach that uses estimation of
distribution algorithms [17] as the heuristic method in combination
with naive Bayes models is the next application to be presented.
The related feature subset selection problem is very close to the one
considered by [14]. We will present some results for the well known
colon database [1] with 62 instances and 2000 variables, and the
leucemia database [11] with 72 instances and 7129 variables.

The last application to be presented will be related with another in-
teresting problem in bioinformatics, known as the prediction of pro-
tein secondary structure. In the talk we will see some results obtained
with different Bayesian network classifiers [24].
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[26] B. Sierra, N. Serrano, P. Larrañaga, E.J. Plasencia, I. Inza, J.J. Jiménez,
P. Revuelta, and M.L. Mora, ‘Using Bayesian networks in the construc-
tion of a bi-level multi-classifier. A case study using intensive care unit
patients data’, Artificial Intelligence in Medicine, 22, 233–248, (2001).

4



Papers

5



6



Using Bayesian Networks to Model the Prognosis 
of Hepatitis C 

 
Jung-Wook Bang1 and Duncan Gillies1 

 
 

Abstract.  Bayesian networks are fast and effective classifiers that 
can be built from data, but they use the assumption that 
unconnected nodes are conditionally independent given the states 
of their parent nodes. Cases where this assumption is not met may 
result from an unknown or unmeasured variable which provides a 
common cause to two dependent nodes. Unknown variables of this 
kind can be included in the network as hidden nodes, and estimated 
statistically. We examined the effect of adding hidden nodes to 
three different Bayesian networks for predicting the progression of 
hepatitis C into cirrhosis. In all cases the hidden nodes improved 
the predictive accuracy of the network. 
 

1    INTRODUCTION 
 
Bayesian Networks utilise both probabilistic reasoning and 
graphical modelling for describing the relationships between 
variables in a given domain based on the assumption of conditional 
independence. [1] Many methods of designing Bayesian networks 
have been proposed in order to find a proper way to represent the 
relationships between variables in a target domain. These include 
naïve Bayesian networks, selective Bayesian networks, the 
Maximum Weighted Spanning Tree (MWST), the QUALQUANT 
methodology, etc. [2] [3] [4] [5]  
     Since Bayesian networks provide a natural way of handling 
reasoning and uncertainty, they became important tools for 
medical applications in early 1990s. [6] Prognostic models have 
become a popular research topic in medicine since they can 
maximise the effectiveness of the therapy and treatment. [7]  
     Bayesian networks represent knowledge in the form of structure 
and parameters for a given data set. A structure of a network for 
medical data, for example, may embed meaning such as causes and 
effects. Parameters of a network imply a statistical relationship 
between any two linked nodes.  However, if there is conditional 
dependence between nodes not joined by arcs, the validity of a 
network can be questioned. Dependencies of this kind can imply 
that there is a common cause between two unlinked nodes, which 
is modelled by an unknown or a hidden variable. Furthermore, in a 
real world application there is typically incomplete data, with 
possible missing variables. [8]  
     Pearl, in response to the dependency problem, proposed a star-
structure methodology for adding a hidden node whenever any two 
nodes have high conditional dependency given a common parent in 
Bayesian networks. [9] [10] Pearl’s idea was to model a common 
cause between two nodes by introducing a hidden node. In general, 
 
1 Department of Computing, Imperial College, London, UK 

there are two ways to add a hidden node into a network. Firstly, a 
domain expert can subjectively add a hidden node by identifying 
the common cause. The subjective approach, however, faces 
problems because we do not have any information on the nature of 
the common cause. Secondly, we could use a systematic objective 
approach to add a hidden node in a network and estimate the 
number of states and the link matrices statistically.  
     Hidden nodes have been widely used to discover symmetries or 
replicated structures in neural networks. In particular, Boltzmann 
machine learning and backward propagation training are known to 
be capable of determining hidden nodes. [11] Kwoh and Gillies 
proposed a method of introducing discrete hidden nodes in 
Bayesian networks. [12] The basic idea was to use gradient descent 
to determine the conditional probabilities of the matrices linking a 
hidden node to its parent’s and children. The method was inspired 
by previous research in machine learning, particularly Boltzman 
machine learning and the EM method. [13] [14] 
    We have used and extended the hidden node methodology to 
examine a medical data set concerning Hepatitis C, collected by 
HENCORE (the Hepatitis C European Network for Co-operative 
Research) [15].   
 

2    HIDDEN NODE METHODOLOGY 
 
A hidden node is added to a network by first identifying a triple 
(A, B, C) where the child nodes have high conditional dependency 
given some states of the parent node (Figure 2.1).  
 

A 
 A 
 

H 
 

C B  
 B C 
 
  Figure 2.1 Adding a hidden node 
 
Once the hidden node is introduced into the network, its states and 
conditional probabilities are set to make B and C conditionally 
independent given H. This requires the use of a representative data 
set with values for A, B and C. 
     Kwoh and Gillies used gradient descent to determine the 
conditional probability matrices. [12] They worked with an error 
function that compares the true value at a node, with the computed 
value derived by propagating data from the other nodes through the 
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hidden node. The conditional probabilities were adjusted to 
minimise this error. They used both backward and forward 
propagation. In backward propagation the child nodes are 
instantiated and the error computed at the root node. In forward 
propagation the root node is instantiated, and the error is computed 
at the child nodes. We also tested diagonal propagation in which 
the root node and one child node is instantiated and the error is 
computed at the other child node. 
 

3    FORMALISATION OF HIDDEN NODE  
      METHDOLOGY  
 
To update the conditional probabilities of matrices linking the 
hidden node to its neighbours, we compute the derivative of an 
error cost function E with respect to each component of the vector 
r

 containing all the conditional probabilities. The vector 
derivative, , is called the gradient of E with respect to 

r
 

and denoted as  
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     Exact gradient descent solutions are only available in linear 
cases. We, therefore, need to expand the equations to derive 
discrete operating equations. The operating equations for gradient 
descent are derived using the chain rule to differentiate the error 
function.  In backward propagation, for example, we instantiate 
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reaches node A. The derivative of the error cost function E  
with respect to the three link matrix elements is as follows.  
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A. 

)|(
)(

tj hbP
pE

∂
∂

∑∑
= 












∂
λ∂

λ∂
λ∂

λ∂
′∂

′∂
∂=

data

A

x tj

t

t

x

x

x

x hbP
h

h
a

a
aP

aP
pE

||

1
)|(

)(
)(
)(

)(
)(

)(
)(  

(10) 

[ ] [
∑

∑

∑



























′⋅′⋅⋅

′−απ⋅′−−

=

=

=

data
C

z
jtzzxt

xx

A

x
xx

bPhcPcPahP

aPaaPaD

||

1

||

1

)()|()()|(

)(1)()()(2 ]
. 

(11) 

)|(
)(

tk hcP
pE

∂
∂  

∑∑
=









∂

λ∂
λ∂
λ∂

λ∂
′∂

′∂
∂=

data

A

x tk

t

t

x

x

x

x hcP
h

h
a

a
aP

aP
pE

||

1
)|(

)(
)(
)(

)(
)(

)(
)(  

(12) 

[ ] [

∑
∑

∑



























′⋅′⋅⋅

′−απ⋅′−−

=

=

=

data
B

y
ktyyxt

xx

A

x
xx

cPhbPbPahP

aPaaPaD

||

1

||

1

)()|()()|(

)(1)()()(2 ]
. 

(13) 

Updating of conditional probabilities of the matrices is achieved by 
substituting equations 8, 11 and 13 into 3.  
 

4    PROGNOSIS OF HEPATITIS C 
 
Hepatitis C is an epidemic viral disease that causes serious liver 
damage known as cirrhosis and eventually leads to hepatocellular 
carcinoma (HCC). The hepatitis C virus (HCV) was first identified 
in 1989 and found to be the most dangerous virus causing hepatitis. 
The diagnosis is difficult because most HCV patients are 
asymptomatic or symptomatic with weakness and anorexia, etc. 
There is no vaccine to prevent it and interferon is known to be the 
only treatment with limited success. Lately, interferon treatments 
with antivirals such as ribavirin and lamivudine have been 
investigated. There are an estimated 4 million infected HCV 
patients in America, and over 200 million in the world.  
    In this experiment, we use real world data collected by a 
European network of experts (the Hepatitis C European Network 
for Co-operative Research; HENCORE). [15] The HENCORE data 
contains more than forty variables that were collected from a 
collaborative survey in eight different European countries. Each 
haematology department contributed about 200 instances for the 
research.  
    In particular, we are interested in the progression of hepatitis C 
into cirrhosis. In general, the prediction of prognosis of a disease is 
more challenging than diagnosis because prognosis involves the 
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prediction of a future outcome, based on facts that are collected in 
the past or current time. Furthermore, a prognosis can be more 
problematic if the predictive ability of candidate variables is 
uncertain. The progression of hepatitis C into cirrhosis is 
problematic since candidate variables do not appear to have any 
strong correlation with each outcome. In addition the relationship 
between the hepatitis C virus and other factors such as the reaction 
of host immune system is not clearly understood. The courses of 
progression of HCV infection into cirrhosis are uncertain and the 
progression mechanism is not fully understood yet. The accuracy 
of prediction of the prognosis is estimated as less than 50% among 
physicians.  
     Few papers have reported successful diagnosis systems for liver 
disease.  HEPAR II is one system that showed relatively high 
performance compared with physicians. Recently, HEPAR II 
achieved around 70% accuracy for the diagnosis of liver disorders, 
compared with physicians who achieved 32.1% [16]  
     As a part of the HENCORE project, several candidate variables 
were selected as the possible indicators of progression of hepatitis 
C into cirrhosis. They are host gender, age at infection, route of 
transmission, alcohol consumption, viral load, viral genotype, and 
host genetic background. A hypothesis variable, study group, was 
suggested to represent the progression of the disease. 
     During our initial study, we found a significant number of 
missing values in the original data. Table 4.1 shows the percentage 
of missing values on each candidate variables.  
 

Table 4.1 Distribution of missing values in HENCORE 
Index Candidate Variables Missing Values 

1 Host Gender 0% 
2 Route of Infection 59.7% 
3 Age at Infection 42.2% 
4 Duration of Infection 55.6% 
5 Alcohol Consumption 10.2% 
6 Host Genotype 25.1% 
7 Viral Load 66.5% 
8 Viral Genotype 28.4% 
 Overall Average 36.96% 

 
Three variables, route of infection, duration of infection, and viral 
load contained 59.7%, 55.6%, and 66.5% of missing values, 
respectively. The exact reason for missing values for route of 
infection and duration of infection were unknown. Viral load, 
however, was different. Some southern European institutes used 
serum that was older than six hours to read viral load. As a result, 
they produced unreliable readings. In general, viral load is 
measured to assess the degree of seriousness of the infection by 
counting the total number of the viruses in a milli-litre of serum 
less than six hours after extraction. 
     Furthermore, viral load can be unreliable for two reasons. First, 
insensitive measuring methods can contribute to unreliable 
readings and sometimes produce zero readings. Secondly, viral 
load can fluctuate due to the characteristics of the RNA based 
virus. The virus evolves fast and frequently mutates during the 
latent infection period. This process involves changes of the 
protein that surrounds the virus and hides it. Therefore, the 
absolute or detected number of these viruses can be limited and 
consequently give a low or zero reading. The number of missing 
values of age at infection could be justified by the earlier 
explanation. Other variables such as host genotype and viral 
genotype contained relatively low percentages of 28.4% and 25.1% 

of missing values, respectively, and host gender had no missing 
ues. val  We analysed the characteristics of individual variables using 

subsets of the original data. While conducting the investigation, we 
subjectively created twelve states of host genotype that were 
retrieved from HMC II test. The reason is that the variables could 
have more than forty states if we consider all the possible 
combinations but not all states are relevant to this investigation. 
We also reduced the states of the study group variable to two 
(progressing or not progressing) from the original ten states with 
subjective analyses by the specialists from HENCORE. The results 
coincide well with other reported cases. 
     Dependency between the variables was calculated using mutual 
information (also known as cross entropy or the Kullback-Liebler 
measure). [17] Dependency information between variable A and B 
was calculated as 

MI(A,B)  = ∑[ P(A,B)log
)()(

),(
BPAP

BAP ].                (14) 

Dependency information was used to analyse the dependency 
relation between variables and also used to construct a maximum 
weighted spanning tree (MWST). 
     Conditional dependency between variables, given the state of 
study group as a condition, is calculated using conditional 
dependency calculation. The formulae was derived from the 
mutual information formulae proposed by Chow and Liu 

)|,( ACBMIc ∑ 







=

CB
acPabP

acbPacbP
,

)|()|(
)|,(log)|,(  (15) 

where a, b and c are the members of A, B and C. [4] The 
conditional mutual information is zero when variables B and C are 
conditionally independent over the parent A and is a positive 
number, otherwise. Results showed that in general we had 
relatively weak conditional dependencies but we found three cases 
of noticeable conditional dependencies being age at infection and 
duration of infection (0.627), route of infection and age at infection 
(0.560), and route of infection and duration of infection (0.292). 
The three high dependencies could be related to the large  
number of missing values among them (refer to Table 4.1). 
 

5    EXPERIMENTS 
 
A naïve Bayesian network was constructed using a training data set 
and evaluated with a test data set both drawn from the HENCORE 
data. The naïve Bayesian network consisted of eight variables 
connected to a root node, study group. Figure 5.1 shows two 
maximum weighted spanning trees (MWST1 and MWST2) 
extracted from different subsets of the data. The node numbers 
refer to the HENCORE variables listed in Table 4.1. Random 
subsets of the data were selected in the range of 50% to 70%, and 
after repeating the process several times, MWST1 and MWST2 
were the ones that appeared most frequently. They were chosen for 
the experiments. Once the original networks were selected, the 
prediction accuracy of the networks was measured in terms of the 
success rate (%) of finding correct answer by comparing calculated 
posterior probability of the networks with desired posterior 
probability in HENCORE. 
     The initial experiments were conducted on three networks: two 
MWSTs and one naïve Bayesian network. We obtained the 
prediction accuracies of the original networks by selecting random 
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sets of training and test data. The process was carried out 1000 
times for each network. The ratio of the training and test data sets 
was 70 to 30. The prediction accuracy of the naïve Bayesian 
network was slightly less than that of both MWST1 and MWST2 
cases: 0.736% and 0.919%, respectively, even though fewer 
variables were used by the spanning trees (refer to Figure5.3). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
     The naïve Bayesian network and Bayesian networks built using 
the Maximum Weight Spanning Tree (MWST) were used as 
frameworks for the deployment of hidden nodes. We investigated a 
number of possible variations of the structure of the naïve 
networks and MWSTs with the hidden node(s) based on 
conditional dependency measures between selected siblings.   
     We conducted a series of tests on 12 sub-networks with one 
hidden node. The results verify the effectiveness of the hidden 
node methodology in producing an improvement in performance. 
Our result confirmed that a conditional dependency measure can 
be used as a respectable barometer for selecting the place to deploy 
a hidden node. On the other hand, it is also true that the degree of 
conditional dependency may not be proportional to that of the 
improvement ratio. 
    Hidden nodes were retained depending on the performance of 
the relevant sub-network and its improvement ratio. We selected 
the optimum combination of hidden nodes for each network  
(Figure 5.2). We were able to add two hidden nodes to the 
spanning trees and three hidden nodes to the naïve Bayesian 
network. The results showed that using hidden node(s) does 
improve the performance of any given network. Initially the naïve 
Bayesian network was the worst performer but its performance 
improved to a level comparable with the spanning trees. As shown 
in Figure 5.3, the naïve Bayesian network with hidden nodes 
yielded a prediction accuracy of 79.4% while MWST1 achieves 
79.7%. The overall improvement ratio, found by adding hidden 
nodes, of the naïve Bayesian network was the highest among three 
networks. It is interesting to note that the node pairs joined by 
hidden nodes were not always the same. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 5.1 Two Bayesian networks built using 
MWST algorithm derived from two data sets        
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Figure 5.2 The structure of the Bayesian networks 
with hidden node added 
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6    CONCLUSION 
We investigated the use of Bayesian networks in predicting the 
progression of hepatitis C into cirrhosis. We studied a naïve 
Bayesian network and a Bayesian network built using the 
Minimum Weight Spanning Tree (MWST) as a framework for the 
place to deploy the hidden node methodology to attempt to 
improve the prediction accuracy by reducing the conditional 
dependency among variables.  
     We selected a naïve Bayesian network and two variations of 
MWSTs that yielded the highest prediction accuracy for candidate 
frames for a hidden node. Over 1000 test runs their prediction 
accuracy yielded 79.710%, 79.103% and 79.417% for the 
MWST1, MWST2 and the naïve Bayesian network respectively.  
Although the improvement was small it should be noted that the 
data set was largely uncorrelated, and so the potential for 
improvement was limited.  
    We briefly conducted some experiments on the influence of 
unknown states of the variables on the performance. We would like 
to know if it is possible to handle such uncertainty by deploying a 
hidden node. If so, can we gain any meaningful improvement or 
just some random statistical result that can’t be accounted for? Our 
results show that counting "unknown" as an independent state 
could improve the performance by increasing the prediction 
accuracy for all three networks. The prediction accuracy was 
slightly increased (approximately overall 2.29%) when including 
unknown states. It is interesting to speculate why this improvement 
comes about, but there is little in the present application that 
suggests an explanation. Further research on this topic is required. 
     In conclusion, we were able to design a respectable prognostic 
expert system for hepatitis C (close to 80% accuracy) using 
Bayesian networks even though the missing values among 
candidate variables were significantly high. In addition, we noticed 
that the uncertainty directly influences the performance of 
Bayesian networks. With the hidden node methodology, we were 
able improve all targeted networks. We also saw the positive 
potential of the hidden node methodology when the naïve Bayesian 
network outperformed the MWST2 after the deployment of the 
hidden node(s). Furthermore the methodology indicates several 
places where possible causal relations could be identified. From 
our experience during the research, we can conclude that Bayesian 
networks can be used for verification of candidate variables, and 
by applying the hidden node methodology provide a reasonable 
prediction even when a given domain has an unknown structure 
and high degree of uncertainty. 
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Abstract. This paper describes a research project that deals 
with the definition of methods and tools for the assessment of 
the clinical performance of a hemodialysis service. While 
simple statistical summaries are computed to assess basic 
outcomes, Intelligent Data Analysis techniques are applied to 
gain insight and to discover knowledge on the causes of 
negative clinical results. In particular, different techniques, 
comprising Temporal Abstractions, association rules and 
confirmation rules induction, are applied on the time series 
that are automatically collected during the monitoring of 
hemodialysis sessions. The paper describes the application 
domain, the basic goals of the project and the methodological 
approach applied for time series data analysis. Some 
clinically interesting results, obtained on data coming from 5 
patients monitored for three months, are also shown.  

1 INTRODUCTION 

Health care institutions routinely collect a large 
quantity of clinical information about patients status, 
physicians actions (therapies, surgeries) and health care 
processes (admissions, discharge, exams request). 
Despite the abundance of this kind of data, their 
practical use is still limited to reimbursement and 
accounting procedures and (sometimes) to 
epidemiological studies. The general claim of 
researchers is that the potentiality of generalization of 
those data, that we will refer to as process data,  is very 
weak, since they are not collected in controlled clinical 
trials. However, the growing interest on knowledge 
management within health care institutions have 
highlighted the crucial role of process data for 
organizational learning [1,2]. One of the aspects of 
organizational learning is represented by the 
assessment of the quality of a hospital service, in 
particular in relationship to certain performance 
indicators [3-5]. Such performance indicators can be 
either related to the efficiency of the hospital 
department or to the efficacy of the treatment delivered. 
The conjunction of efficacy and efficiency is one of the 
most crucial issues of modern health care, and the 
capability of assessing the quality of a service is a 
major problem of health care stakeholders, namely the 
health care providers, national and regional authorities, 
insurance companies and finally patients. 

In this paper we are interested in the use of data mining 
tools for assessing the efficacy of treatment delivered 
by a Hospital Hemodialysis Department (HHD) on the 
basis of the process data routinely collected during  
hemodialysis sessions. HHD manage chronic patients 
that undergo blood depuration through an extra-
corporal circuit three times a week for four hours. The 
data accumulated over time for each patient contains 
the set of variables that are monitored during each 
dialysis session. In other words, the data collected are 
time series (inter-session data) of multidimensional 
time series (intra-session data). Those process data are 
typically neglected during clinical treatment, since they 
are synthesized by few clinical indicators observed at 
the beginning and at the end of each treatment session. 
Such clinical indicators are usually related to the well-
being of patients, and do not contain detailed 
information about the quality of the treatment, in terms, 
for example, of dialysis efficiency or nurse 
interventions during the dialysis itself.  The goal of a 
system for quality assessment is therefore to fully 
exploit the process data that may be automatically 
collected in order to: i) Assess the performance of the 
overall HHD; ii) Assess the performance achieved for 
each patient; iii) Understand the reasons of failures, 
through the analysis of temporal patterns, both between 
and  within sessions. 

The design and implementation of this system requires 
the use of methodological tools to perform two 
different temporal data mining tasks: a) the discovery 
of relationships between the time patterns of 
monitoring variables and the outcomes; b) the retrieval 
of similar time series, in order to assess the frequency 
of a certain critical pattern in the patients’ database, 
either within each patient data or between different 
patients. In this paper, we will mainly concentrate on 
the first task, and we will describe a system that have 
been implemented and preliminary evaluated on the 
data coming from five patients managed by the Unit of 
Nephrology and dialysis of the Hospital of Vigevano, 
Italy. In particular, the paper describes the application 
domain, the basic goals of the project and the 
methodological approach applied for time series data 
analysis. 
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2 END STAGE RENAL FAILURE AND 
HEMODIALYSIS  

End stage renal disease (ESRD) is a severe chronic 
condition that corresponds to the final stage of kidney 
failure. In ESRD, kidneys are not anymore able to clear 
blood from metabolites and to eliminate water from the 
body. Without medical intervention, ESRD leads to 
death.  The incidence in 1999 of chronic renal failures 
was of 317 per million in the US [6] and 130 per 
million in Italy  [7]; the majority of cases are related to 
diabetes mellitus, hypertension, Glomerulonephritis 
and cystic kidney [6]. The elective treatment of ESRD 
is kidney transplant. Blood-filtering dialysis treatment 
is provided as a suitable alternative to transplant for 
people in waiting list or for people that cannot be 
transplanted at all, such as elderly people. Two main 
classes of dialysis treatments are nowadays available: 
hemodialysis (HD) and peritoneal dialysis. More than 
80% of the ESRD patients are treated with HD. In the 
HD treatment the blood passes through an extra-
corporal circuit where metabolites (e.g. urea) are 
eliminated, the acid-base equilibrium is re-established 
and the water in excess is removed. Typically, HD is 
performed by exchanging solutes through a semi-
permeable membrane (dialysis) and by removing water 
through a negative pressure gradient (ultrafiltration); a 
device called hemodialyzer regulates the overall 
procedure. In general, HD patients are treated for four 
hours three times a week. The dialysis treatment has 
very high costs and it is extremely demanding from an 
organizational viewpoint [8]. A medium size center 
may manage up to 60 HD patients per day. This 
process requires highly specialized personnel, day 
hospital beds, and at least 30 hemodialyzers plus the 
disposable material. Rather interestingly, a potential 
solution to improve the efficiency of dialysis services 
is represented by Information Technology, as reported 
in the literature [9-13]. In this paper we are interested 
in the exploitation of the recent advances in the 
implementation of hemodialyzers, that allow for an 
automated monitoring of dialysis sessions [11]. For 
example, the INTEGRA HOSPAL dialyzers are able 
to monitor up to 50 variables, with sampling time equal 
or higher to 1 sec.  Although full monitoring of dialysis 
sessions has been conceived as a way to intervene 
during or immediately after each session, the use of 
those kind of data are often routinely neglected. 
Emergencies are managed by the nurses in charge of 
the dialysis session, and the personnel do not have time 
even to visually inspect each session. 

It is therefore necessary to rely on tools able to 
automatically extract meaningful patterns from the 
data, that may be useful for assessing the dialysis 
sessions from an organizational learning perspective, 
i.e. for periodically evaluating the HDD performance, 
either for what concerns all patients or for what 
concerns each patient. This goal can been reached by 
developing an auditing system, designed to summarize 
the dialysis sessions from a clinical quality viewpoint.  
 

3 A SYSTEM FOR QUALITY ASSESSMENT 
OF HEMODIALYSIS CENTERS  

The main principle underlying our proposed system is 
that the assessment of a hemodialysis session can be 
performed on the basis of a predefined set of 
measurable outcomes, listed as follows: 1: Efficiency of 
the removal of protein catabolism products (urea, 
creatinine); this outcome is indirectly evaluated by 
measuring the blood flow in the extracorporeal circuit 
(QB), the body weight loss (WL) and  the dialysis time 
(T).  2: Efficiency of the extra-corporeal circuit of the 
dialyzer; this outcome is evaluated by measuring the 
pressure of the circuit  before (arterial pressure, AP) 
and after (venous pressure VP) the dialyzer, that is the 
chamber where the exchange of water and solutes is 
performed. 3: Body water reduction and hypotension 
episodes. The monitoring of body water and of patients 
arterial pressure is performed by measuring the body 
weight (BW), systolic and diastolic pressures (SP, DP), 
the cardiac frequency (CF), and the hemoglobin 
concentration (Hb), that is an indirect measure of 
plasma volume. All the parameters described above are 
monitored during each session. If we consider a two 
months time as a typical period for reviewing the 
performance of a HDD center, around 40 dialysis 
sessions are collected for each patient; each session 
usually lasts for about 4 hours.  

 
3.1 Data summaries for quality assessment.  
 
A typical step that is performed in mining temporal 
data is to summarize (or to derive signatures) the time 
series for an efficient assessment, comparison and 
retrieval. In our case, the type of data compression may 
be naturally derived from the nature of the problem: 
each session can be synthesized through some 
sufficient statistics indexes, such as the median and the 
10th and 90th percentiles of each monitored variable.  
The first step of our project was therefore to design 
quality assessment system of the overall dialysis 
service based on median levels of the parameters in 
each dialysis session. Six variables have been 
considered for each dialysis: 
i) the median levels of QB, VP, AP, ii) the time 
difference between the prescribed dialysis time and the 
effective one (∆time), iii) the weight loss difference (in 
percentage) between the prescribed loss (PWL) and the 
real loss at the end of the dialysis (RWL) (∆weight = 
|RWL –PWL|/PWL ) and iv) the presence of a nurse 
intervention during each dialysis session. 
The median levels were calculated for each session 
from the original time-series. Each value was 
compared with a reference value, to obtain a quality 
index of the overall dialysis, and the reasons of 
unsuccessful treatments. A general index of success 
has been derived by judging as positive a treatment in 
which all (AND) the logic conditions of Table 1 are 
satisfied:  
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Table 1. Outcome parameters and the corresponding logical 
conditions for their assessment  
 

Parameters Condition 

QB Greater or equal to the prescribed QB 
PV Less or equal to 350 mmHg 
PA Greater or equal to –250 mg 

∆time Less then 15 min 
∆weight Less or equal to 1.1%  

 
In an audit session, that is typically performed 
monthly, the physician is therefore allowed to calculate 
the percentage of failures at the center or at the patient 
level.  
 
3.2 Looking for temporal patterns and 
knowledge discovery 
 
The current version of HEMOSTAT provides only a 
general assessment of the HDD center performance.  
The final goal of the project will be to develop a 
system for gaining a more deep insight in the HD 
temporal patterns, in order to i) discover the reasons of 
failures, ii) derive associations between monitoring 
variable and iii) understand if it is possible to derive 
predictive models of failures. We have therefore 
defined a strategy to analyze the data based on the time 
series of the median values of each dialysis session. 
Such strategy is based on the following steps: A) pre-
processing of the median time series through temporal 
abstractions; B) extraction of a feature matrix, 
containing, for each session, the temporal abstractions 
results; C) application of Machine Learning techniques 
on the feature matrix in order to derive association 
rules and predictive models of failures, based on 
confirmation rules; D) post-processing of the time 
series for deriving complex abstractions, to be used in 
following analyses.  The remaining part of the paper 
will describe in detail each step. 
 
3.2.1 Pre-processing using Temporal Abstractions 

Temporal Abstractions (TA) are techniques useful to 
extract patterns from temporal data; such patterns 
should represent a meaningful summary of the data, 
and should be conveniently used to derive features that 
characterize the dynamics of the system under 
observation [14,15]. We assume that all the data 
coming from the monitoring process are time-stamped 
events, while TAs, which are intervals, represent 
situations that occur and evolve during specific time 
periods. Two TA categories are used in our approach: 
Basic and Complex TAs. Basic TAs allow extracting 
simple patterns from numeric and symbolic uni-
dimensional time series. In particular, we defined 
Trend abstractions (increase, decrease or stationary 
episodes) in a numerical time series, and State 
abstractions to extract qualitative patterns (low, high, 
normal values) from numerical or symbolic time series. 
Complex TAs allow detecting patterns of complex 
shapes in uni-dimensional  or multi-dimensional time 
series, starting from other TAs. The inputs of a 
Complex TA are two series of intervals and the result 

is given by a set of intervals that correspond to a 
certain temporal relationship between the inputs. The 
relationships investigated by Complex TAs include all 
the temporal operators defined in the Allen algebra 
[16]. In the hemodialysis problem, we used Basic 
Temporal Abstractions to pre-process the time series of 
the median levels of each dialysis session (inter-
dialysis analysis), in order to derive a feature set that 
summarizes the dynamics of each variable during each 
session.   
More formally, given a certain patient, if we consider 
the j-th variable, vj(t), monitored during N dialysis 
sessions, we obtain a vector of time series Vj=[V1j, …, 
VNj]

t, where Vij =[ v ij(ts), vij(2ts), vij(3ts), …] and ts is the 
sampling time. From the vector Vj we can easily obtain 
a new vector V*

j=[v*
1j, …, v*Nj]

 t, where v*
ij  is the 

median value of Vij. Then, we compute over V*
j  state 

and trend TAs; as a result we obtain a new vector AV*
j 

with elements AV*
ij =[vs*

ij, vt* ij],  that contain the values 
of the state (vs) and trend (vt) TAs computed on the j-
th variable, that are true in the i-th session of a certain 
patient. Let us note that in our study, vs*

ij assumes 
values in the set {low, normal, high}, while vt* ij 
assumes values in the set {decreasing, steady, 
increasing}. If we consider all variables, we may easily 
derive a matrix M of features, where the columns 
represents either the state or the trend value of each 
variable and each row represents a dialysis session.  
The matrix M is completed with the patient number, 
and the different values of the outcomes of each 
dialysis session, calculated accordingly to Table 2. The 
final format of each row of the matrix M is the 
following: 
 
Mi=[AV *

i1 ,…,AV*
im, Outi, Patient_id] 

 
Where m is the number of variables, and Outi is a row 
vector containing the 5 outcomes results.  
 
3.2.2 Learning on the M matrix 

The matrix M can be used to investigate the 
relationships between the outcomes and the dynamic 
behavior  of the monitored variables. However, such an 
investigation must take into account the fact that the 
rows of M are not independent from each other. In 
particular, two kinds of dependencies are present: the 
data may belong either to one patient or to different 
patients and the values of consecutive abstracted values 
may be related to each other, since they belong to the 
same episodes. However, since we are interested in 
highlighting the presence of multivariate patterns, or 
co-occurrences of Temporal Abstractions, a careful 
application of Machine Learning techniques may be 
helpful to derive information from the data sets. In 
particular, we have applied two techniques that seem 
particularly interesting in our case: association rules 
and confirmation rules learning.  
Association rule learning. Association rules [17] are 
used to highlight the relationships between the 
variables. They may be used to derive the relationships 
between the causes of failures; moreover, they can 
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suggest the existence of complex abstractions, i.e. 
multivariate patterns that may include state or trends. 
Association rules are of particular interest when the 
matrix M is reduced to a matrix of failures MF, i.e. a 
matrix that contains only the outcomes. 
Confirmation rules learning. Confirmation rules have 
been recently introduced in the Machine Learning 
community by Gamberger and Lavrac [18]; their use 
seems particularly useful in medicine: given a certain 
value of the class variable, that we refer to as target 
class, a confirmation rule is a classification rule that 
covers only examples of the target class. A 
confirmation rule  is usually generated when it covers a 
sufficient number of examples, called minimal support 
level. In our case, confirmation rules are used to derive 
rules that characterize failures. In this way, we can 
obtain information about the relationships between the 
failures and the target values, having also the 
confirmation that certain multivariate pattern do not 
occur when the dialysis sessions have a good outcome.  
 
3.2.3 Post-processing 

As mentioned in the previous sections, the analysis of 
the results obtained on the M matrix must be 
performed cautiously.  The main problem is to identify 
when a certain rule is supported by consecutive cases. 
This allows to better understand the generalizability of 
the results. Moreover, it is obviously interesting to 
understand what kind of rules are generated by pooling 
all patients together and what kind of rules can be 
obtained for each patient. 
After having post-processed the results, it is therefore 
possible to show the derived rules with their support, 
the consecutive cases, and the cases per patient 
underlying each rule. Moreover,  it will be also 
possible to automatically compute complex 
abstractions that correspond to the patterns discovered 
by association rules and/or by confirmation rules. 
Finally, once a certain complex abstraction is accepted 
by the physician, its definition can be made available 
for future computations.  
Although this paper deals with the quality assessment 
of dialysis sessions and with the discovery of 
interesting patterns, our project is also facing with the 
problem of exploring temporal patterns. In this area, 
we are considering the implementation of techniques 
for retrieval of time patterns, given a certain query 
pattern, as well as the usability of clustering techniques 
[19]. 

4 PRELIMINARY RESULTS 

 The HEMOSTAT software previously described now 
contains the basic auditing procedures that allow 
physicians in assessing the percentages of success and 
in visualizing both the time series of the median values 
and the time series of each variable in each session.  
Several graphical data navigation procedures have been 
implemented, based on simple plots, histograms and 
tables. The software is under testing in the limited 
assistance centre located in Mede, Italy, and managed 

by the Unit of Nephrology and dialysis of the Hospital 
of Vigevano, Italy. 
The potentiality of Temporal Abstractions and 
Machine Learning tools have been tested off-line using 
ad-hoc software programs written in Matlab, the 
software tool  Weka, from the Waikato University, NZ 
(http://www.cs.waikato.ac.nz/~ml/weka/),  and the 
Data Mining Server from the Rudjer Boskovic 
Institute, Croatia (http://dms.irb.hr/) [21]. 
In detail, we have tested the methodology presented 
above on the data set coming from 5 patients 
monitored for about nine months, for a total of  419 
dialysis sessions. Each of the monitored variables was 
sampled with ts=1 min.  Table 2 shows a synthesis of 
the dialysis centre performance, in terms of success of 
the different outcomes considered.  
 
Table 2. Outcomes assessment 
 

Parameters Failures  Successes 

PV 2  417  
QB 75  347  
PA 0  419 

∆time 11  408 
∆weight 280  139  
Overall 304  115  

 
Auditing cases with a strict control on the weight loss 
results in a largely unsatisfactory performance, since 
73% of dialysis sessions was out of target; in the 
majority of the cases the failure was due to the 
insufficient weight loss at the end of the session (67% 
of the sessions, 92% of the failures). Several times 
multiple failures occurs, as shown in the matrix of 
failure co-occurrences shown below: 
 
 PV  QB PA ∆weight ∆time 
PV 2 2 0 1 0 
QB 2 75 0 51 2 
PA 0 0 0 0 0 
∆weight 1 51 0 280 11 
∆time 0 2 0 11 11 

 
It is interesting to note that the situation would change 
dramatically by relaxing the constraint on the weight 
loss, moving the condition on ∆weight from 1.1% 
(about 40 g in a typical dialysis) to 10% (about 400 g): 
in this case the 67% of sessions should have a positive 
outcome, although the weight loss would still the major 
cause of failure (21% of the sessions, 60% of failures).  
We have performed the overall analysis in the more 
restrictive case (i.e. 1.1% threshold). To perform the 
time series analysis previously described, the trend 
TAs have been calculated after i) normalization, i.e. 
mean removal and division by three times the standard 
deviation, and ii) smoothing, through a moving average 
(FIR) filter. 
After having created the matrixes M and MF, we have 
performed an analysis of association rules between the 
outcomes,  relying on the implementation of the 
APRIORI algorithm available in the Weka software. 
We have therefore derived the following set of rules 
with confidence equal to one, that confirms a 
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dependency of the ∆time outcome parameter from QB 
and ∆weight. 
 
1. QB=success ∆weight =success (115 cases) ==> 
∆time =success 115    conf:(1) 
2. ∆weight =success (139 cases) ==> ∆time=success 
(139  cases)    conf:(1) 
 
More interesting results have been obtained on the 
matrix M by using the confirmation rule extraction tool 
provided by the Data Mining Server. 
We have performed the induction of the confirmation 
rules after having considered a different M matrix for 
each patient, and taken as target attribute the ∆weight 
failures. As output, we have obtained a set of three 
confirmation rules for each patient, that were judged 
interesting by the expert physician and are now under 
revision. One of those set of rules, derived from 71 
failure cases and 27 success cases, is shown below: 
 
C-Rule 1. (support 35.4% and confidence level 100%)  
DP  is equal to Low and  SP is not equal to Normal  
 C-Rule 2. (support 33.8% and confidence level 92.9%)  
 FC is equal to High and SPT not equal to Decreasing 
C-Rule 3. (support 41.5% and confidence level 92.9%)  
SP is equal to Low  
 
C-Rules 1, 2, 3 express the fact that the desired weight 
loss is not achieved when there is an instability of the 
systemic pressure. 
 
A crucial aspect of the approach that we are testing is 
the post-processing of the derived rules. From the 
confirmation rules derived above, it is possible to 
formulate the following temporal abstractions as 
potential predictors of session failure: 
 
T1. DP Low OVERLAPS SP Low or High 
T2. FC High OVERLAPS SP-Trend Not Decreasing 
T3. SP Low  
 
The final step is to check the temporal extensions of 
the abstractions T1-T3.  For example, from this detailed 
analysis it is possible to note that the abstraction T1 
can be decomposed into two different complex 
abstractions: 
 
T1.1: DP Low  OVERLAPS SP Low 
T1.2: DP Low  OVERLAPS SP High 
 
Rather interestingly, abstraction T1.1 is found in three 
episodes: the longer one lasted 14 consecutive dialysis. 

5 FUTURE DEVELOPMENTS  

The project described in this paper is still under 
development. The HEMOSTAT software is 
undergoing an on-site clinical evaluation, and the 
evaluation of the different methodological solutions for 
temporal data mining is occurring in parallel. The 
deployment of a new release of the software, equipped 
with data mining techniques, is foreseen by July 2002.   

As a future development, we plan to apply Temporal 
Abstractions also to highlight the temporal 
relationships between variables within a single dialysis 
session. In particular, we are investigating the search 
for co-occurences or temporal shifts between the 
variables selected after learning from the matrix M. 
Finally, from the application viewpoint, our aim will be 
to identify patients at “risk of failures”, and to provide 
instruments to prevent unsuccessful outcomes and/or to 
re-organize the work inside the dialysis unit. 
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Intelligent cardiac data analysis for diagnosis and
monitoring
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Abstract. We present a novel approach to cardiac data analysis
for monitoring patients in intensive care units. Recorded data are
transfomed into symbolic event streams. Then a chronicle recognizer
attempts to detect, on the fly, interesting temporal patterns called
chronicles on this stream. Chronicles including temporal relation-
ships are high level representations of temporal phenomena. They
can be learnt from example data by relational learning methods such
as Inductive Logic Programming. On the one hand, they are expected
to be more accurate and robust for diagnosis, even in the presence of
a noisy input and, on the other hand, are easier to understand by the
clinical staff. The feasibility of the approach is illustrated on learn-
ing and recognizing cardiac arrhythmias from electrocardiograms.
We hope to use this same approach for characterizing less known
temporal phenomena or for interpreting input from new sensors.

1 Introduction

In medical domains such as cardiology, intensive care units make use
of more and more sophisticated monitoring tools. These tools have
improved the surveillance and care of patients suffering from sig-
nificant disorders. As progress is made in medical knowledge, and in
technology as well, monitoring tools display more and more data that
the clinical staff must interpret in order to make a decision. Though
progress has been made on algorithms used for alarm triggering, they
become more and more complex in order to take into account new
information channels, for instance. But they remain incomplete and
not precise enough. As human lives are concerned, the solution is to
alert the caregiver as soon as some possibly problematic situation is
detected. However many false alarms are generated and a important
stress is put on the physician who must skim amounts of information
in order to assess the severity of the situation and make a decision.

In order to alleviate this problem, so-called intelligent monitor-
ing systems or specialized algorithms have been proposed. However,
from our point of view, these tools rely too much on signal processing
algorithms. There is a gap between the understanding level of clini-
cians and the level of the information displayed by monitoring tools.
To be more informative and explanatory, the system must manipulate
more abstract knowledge such as temporal relationships between in-
teresting events that happen during monitoring. Alarms generated us-
ing such high-level knowledge are more accurate and, consequently,
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the proportion of false alarms is expected to decrease notably. Also,
it is easier for clinician to determine if an alarm is true or false as the
alarm explanation is closer to her/his own knowledge level. Further-
more, noisy data recorded on a particular information channel often
causes false alarms. By analyzing signals at a more abstract level,
several channels can be correlated and noisy events or artefacts can
be eliminated as they are inconsistent with other channels.

Temporal patterns are often used to describe medical knowledge,
for example the course of a disease. A chronicle aims at capturing
such temporal knowledge: it is a high level structure linking a set of
events with temporal constraints. Particular features can also be asso-
ciated with these events. A chronicle describes an interesting tempo-
ral phenomenon, a patient disorder or a plant dysfunction, for exam-
ple. Chronicle recognition aims at skimming a flow of input events
recorded by sensors observing an entity, e.g. a patient or a plant, in
order to detect some pre-stored patterns denoting a strong evidence
that a problem is present. We have proposed in [1, 13] a monitoring
tool architecture for cardiac surveillance that combines signal pro-
cessing and chronicle recognition algorithms. In this approach, the
signal processing algorithms are not devoted to the whole task of an-
alyzing the signal and explaining abnormal results but are used to
identify basic abstract events, such as a particular wave form or a
step in a signal, which will be further processed by a higher-level sit-
uation recognizer. As such, it is easier to detect temporal phenomena
or trends which are so important in a monitoring context.

Monitoring devices are evolving rapidly and new sensors deliver-
ing different signals become available. Devising high-level temporal
patterns, or chronicles, based on these new sensors and information
is not an easy task. We propose to use machine learning techniques
in order to obtain accurate and relevant characterizations of patho-
logical situations from examples of input signals related to differ-
ent disorders. In the domain of cardiology for example, the signals
could be multi-channel electrocardiograms (ECGs) and the situations
to recognize could be cardiac arrhythmias. As temporal relationships
among events are crucial as well as a high-level language to represent
understandable classification rules, we have chosen to use a symbolic
learning technique called inductive logic programming (ILP). ILP is
gaining more and more interest in scientific knowledge discovery and
has produced interesting results in various domains such as molecu-
lar biology, engineering or model-based diagnosis [10]. The strength
of ILP lies mainly in its ability to discover relationships between in-
put object attributes. ILP enables an intensional representation using
quantified variables that can express general and abstract knowledge.

The first section gives an overview of the application domain, that
is electrocardiograms and cardiac arrhythmias, and of temporal ab-
straction. The next section is devoted to learning. After recalling the
foundations of ILP, we show how the learning data and the back-
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Figure 1. Two cycles of a normal ECG (left) and a bigeminy ECG (right).

ground knowledge are represented. Next, we give some learning re-
sults that emphasize the flexibility of ILP. In the fourth section, we
present the basic elements of chronicle recognition. In the final sec-
tion we conclude and give some perspectives to this work.

2 The data: electrocardiograms

We recall, first, some knowledge about electrocardiograms (ECGs)
and cardiac arrhythmias. Then we describe how the ECGs can be
abstracted and coded as examples for learning systems.

2.1 Electrocardiograms

The electrocardiogram provides very important cues for cardiac anal-
ysis and diagnosis. First of all, they can be easily recorded with non
invasive leads that are put at particular locations of the body sur-
face. More accurate but invasive channels may also be used such as
oesophagal or endocardial leads. Second, ECGs can be inspected vi-
sually by physicians in order to analyse the ordering and the shape of
particular waves which can be related directly to the patient’s heart
activity. The most important waves are the � waves and the �����
complexes which are related respectively to the contraction of the
atria and to the contraction of the ventricles. The � wave can also be
used. It is linked to the recovery of the electrical potential that will
enable the next contraction. The ECG presents series of such waves
which are organized in cardiac cycles representing a complete heart
contraction and an electrical potential recovery. The normal cycle is
a succession of: � wave - ����� complex - � wave (see figure 1-left).
The temporal intervals between these waves are commonly used for
diagnosis: ��� is the interval between a � wave and the next �����
complex, ��� denotes the interval between a ����� and the next �
wave and ��� is the interval between two successive ����� com-
plexes. It is often used to give the duration of cardiac cycles.

Cardiac arrhythmias are conduction and/or rhythm disorders origi-
nating in dysfunctioning heart areas. Arrhythmias can be recognized
by specific arrangements of ECG waves satisfying particular tem-
poral constraints. For example, figure 1-left presents a normal ECG
where all heart elements (seem to) work fine. Figure 1-right presents
an ECG related to a cardiac arrhythmia called bigeminy, where one
can note the presence of extra ventricular beats due to an ectopic fo-
cus which acts as an extra pacemaker. Bigeminy is classically defined
by the wave sequence � - ����� - �����
	 - � - ����� - ������	 , where
������	 denotes a ����� having an abnormal shape together with the
temporal constraints normal ��� , short ��� 	 and long � 	 � , where
� 	 denotes the abnormal ����� . This is the kind of temporal patterns
that chronicle recognition algorithms [4] are meant to detect. This is
also the kind of patterns that we will try to learn.

Figure 2. An ECG related to a bigeminy arrhythmia

2.2 From numerical to symbolic
electrocardiograms

Every ECG is first preprocessed by signal processing algorithms and
transformed into a symbolic representation based on � and �����
events. This same module will be used on-line to produce the sym-
bolic input to the chronicle recognizer. It aims: i) at detecting and at
identifying the markers of the cardiac activity: � waves, ����� com-
plexes, ii) at characterizing each wave by a feature vector, and iii) at
classifying waves into the normal or the abnormal class.

The ����� complex detector is based on a classical detector where
a distributed detection is performed in order to improve performance
[6]. The � wave detector, extends our preliminary work [5], by ap-
pending a neural network classifier. Finally, a radial neural network
which is a simple implementation of a Bayesian classifier, is used for
beat classification. This module is not further detailed here, but it is
of major importance since the performance of the “symbolic part” of
the system relies on accurate input data.

Figure 3 illustrates the output of the signal processing module. To
each event is associated its occurence time in the ECG, its type and
a qualification (normal or abnormal) of the related wave shape.

3 Learning arrhythmia characterizations

After a brief presentation of ILP, we give some details about the
learning knowledge and data. Some results are given next.

3.1 Inductive Logic Programming

As other symbolic machine learning methods, the goal of inductive
logic programming is to construct a concept definition from a set of
descriptions that are instances of this concept - the positive exam-
ples - and from descriptions that are known not to represent this con-

time wave shape
651 p normal
836 qrs normal
1357 qrs abnormal
2528 p normal
2686 qrs normal
3203 qrs abnormal
4428 p normal
4577 qrs normal
5086 qrs abnormal
6279 p normal

Figure 3. The events associated to the ECG in figure 2
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cept - the negative examples. The target definition must discriminate
among positive and negative examples. Therefore, it must satisfy two
main properties: every positive example must satisfy the learnt def-
inition whereas no negative example can satisfy the definition. Put
more formally:

Definition 3.1.1 (Inductive Logic Programming)
Given some background knowledge � represented by a logic the-
ory (a set of first-order formulas), a set of grounded formulas ���
representing positive instances of a concept, a set of grounded for-
mulas ��� representing negative instances of concept, a specifica-
tion language ��� representing a subset of first-order logic, induce
a concept definion as a theory 	 that respects sufficiency and strong
consistency.

Sufficiency ��
�	���� �
(all examples in ��� can be logically derived from ��
�	 )

Strong consistency ��
�� ��� ��� and ��
�	 � ��� �
every example from ��� while consistent with � is not implied by
��
�	 .

Typically, ����������� � ��	 are represented as sets of definite
clauses (logic or Prolog programs, see [7] for complete definitions)
thus bringing a versatile high-level representation language for all
components of the problem.

ILP algorithms search the potentially infinite clause set defined by
� � in order to find a satisfying hypothesis. They are instances of
learning as search algorithms [8]. The hypothesis space exploration
often follows a bottom-up or top-down strategy based on a general-
ization relation (e.g. � -subsumption, see [10]) between hypotheses.

3.2 Background knowledge

Generally, the hypothesis space is so large that an exhaustive search
is impossible. Different search heuristics have been proposed in or-
der to prune the search. An interesting feature of ILP systems is to
provide users with declarative means for search heuristics specifica-
tion. Some systems, such as Aleph [12], provide languages for defin-
ing refinement operators which specify how a too general hypothesis
can be modified or refined in order to cover less negative examples,
eventually no negative example at all. Other specifications, such as
the clause length or the number of variables in clauses, may also be
used to restrict the search space further.

1-1:[
len-len:[

p_wave(P1, 1-1:[normal, abnormal], R0),
qrs(R1, 1-1:[normal, abnormal], P1),
0-len:[
rr1(R0, R1, 1-1:[short, normal, long]),
pr1(P1, R1, 1-1:[short, normal, long])]],

len-len:[
p_wave(P1, 1-1:[normal, abnormal], R0),
pp1(P0, P1, 1-1:[short, normal, long])],

len-len:[
qrs(R1, 1-1:[normal, abnormal], R0),
0-len:[
rr1(R0, R1, 1-1:[short, normal, long])]]]

Figure 4. Syntactic specification of a cardiac cycle in DLAB

ICL [11] provides a sophisticated concept specification language
called DLAB. DLAB grammars are preprocessed in order to gener-
ate candidate hypotheses from the most general to the specific ones.
A DLAB grammar consists of rule templates that fix the syntactic
form of clauses defining the target concept. It makes use of operators
i-j: meaning that from i to j elements must be taken from the list
following the operator. The special bound len, which represents the
total length of the list, can also be used. If i ��� , the following list
elements are optional for rule construction. 1-1: means that exactly
one element must be chosen. len-len:means that all elements are
mandatory. Figure 4 gives an excerpt of the learning bias we have
used. The specification states that a cardiac cycle is either a � wave
followed by a ����� , or an isolated � wave, or an isolated ����� . Ad-
ditional constraints on inter-wave temporal intervals ( ����� ��� � ��� )
can be also added. ECGs can be seen as a list of cardiac cycles and
an arrhythmia can be represented by a set of such cardiac cycles with
specific temporal properties.

General knowledge, e.g. predicates for lists manipulation, and do-
main knowledge, e.g. numerical thresholds indicating the bounds of
a normal or abnormal ��� interval, may be represented. This back-
ground knowledge is very useful as it avoids learning from scratch.
It is used during the covering test which determines whether or not a
generated rule covers the examples.

3.3 Encoding examples for ICL

Figure 5 presents an example ECG coded as a set of prolog clauses. It
can be considered as a set of time-stamped events. The Prolog pred-
icate wave was used to encode an event:
wave(Event, Type, Time, Qual, Pre evnt) means
that the object with name Event is related to a wave of type Type
(p wave or qrs), it occurred at time Time, the shape of the related
wave is Qual (normal or abnormal) and Pre evnt is the name
of the event that just precedes Event on the ECG.

We chose to code the structural information (the event sequence)
as the 5th argument of the predicate wave/5. We could have used an
additional relational predicate as well but the chosen representation
is more efficient.

3.4 The learning data set

In order to assess the learning efficiency of ILP systems we have se-
lected a subset of arrhythmias related to different cardiac disorders
which involve different areas of the heart: the atria-ventricular (AV)
node for the Mobitz type II arrhythmia (class mobitz2), the left

begin(model(bigeminy_119_1)).
bigeminy.
wave(p1, p, 651, normal, noPreWave).
wave(r1, qrs, 836, normal, p1).
wave(r2, qrs, 1357, abnormal, r1).
wave(p2, p, 2528, normal, r2).
wave(r3, qrs, 2686, normal, p2).
wave(r4, qrs, 3203, abnormal, r3).
wave(p3, p, 4428, normal, r4).
wave(r5, qrs, 4577, normal, p3).
wave(r6, qrs, 5086, abnormal, r5).
wave(p4, p, 6279, normal, r6).
end(model(bigeminy_119_1)).

Figure 5. An ICL example representing the ECG in figure 2

21



class(bigeminy, [15,0,0,0,0],[5,20,20,20,20]) :-
qrs(R0, abnormal, _),
p_wav(P1, normal, R0), qrs(R1, normal, P1),
qrs(R2, abnormal, R1), rr1(R1, R2, short).

class(bigeminy, [5,0,0,0,0],[15,20,20,20,20]) :-
qrs(R0, normal, _),
p_wav(P1, normal, R0), qrs(R1, abnormal, P1).

class(lbbb, [0,20,0,0,0],[20,0,20,20,20]) :-
qrs(R0, abnormal, _),
p_wav(P1, normal, R0), qrs(R1, abnormal, P1).

class(mobitz2, [0,0,17,0,0],[20,20,3,20,20]) :-
p_wav(P0, normal, _), equal(P0, R0),
p_wav(P1, normal, R0), qrs(R1, normal, P1).

class(mobitz2, [0,0,3,0,0],[20,20,17,20,20]) :-
p_wav(P0, normal, _), equal(P0, R0),
p_wav(P1, normal, R0), qrs(R1, abnormal, P1).

class(normal, [0,0,0,19,4],[20,20,20,1,16]) :-
p_wav(P0, normal, _), qrs(R0, normal, P0),
p_wav(P1, normal, R0), qrs(R1, normal, P1),
p_wav(P2, normal, R1), qrs(R2, normal, P2),
p_wav(P3, normal, R2), qrs(R3, normal, P3).

class(pvc, [0,0,0,0,20],[20,20,20,20,0]) :-
p_wav(P0, normal, _), qrs(R0, normal, P0),
p_wav(P1, normal, R0), qrs(R1, normal, P1),
qrs(R2, abnormal, R1), rr1(R1, R2, normal).

Figure 6. The rules learnt for 5 classes

bundle branch for the left bundle branch block (class lbbb) and the
ventricle for bigeminy (class bigeminy). ECGs related to a normal
heart activity were also added (class normal) in order to discrimi-
nate between healthy and unhealthy states. As these 4 classes are not
difficult to separate and good learning results are expected, we have
included examples of premature ventricular contraction arrhythmia
(class pvc) which is characterized by sparse extra contractions. The
presence of ectopic beats makes this class close to bigeminy. The
fact that ectopic beats are sparse makes this class close to the normal
class as large portions of related PVC ECGs are normal.

We have used excerpts extracted from real ECG examples taken
from the MIT BIH database [9]. 20 ECGs lasting 10 s each were
associated to each class.

3.5 Some learning results

Figure 6 shows the set of rules that were learnt with a learning bias
imposing 1 mandatory and at most 3 optional cardiac cycles. Rules
can be very compact as the lbbb rules which states that such an
arrhythmia can be characterized by the sequence: abnormal ����� ,
normal � -wave, abnormal ����� . At least, two cardiac cycles were
necessary for a definition. The numbers inside the brackets in the
rule head indicate the number of examples that the rule covers in
each class (in the order bigeminy, lbbb, mobitz2, normal and
pvc) and the number of examples that the negation of the rule covers
in the same classes. The lbbb rule discriminates perfectly the lbbb
class from the other classes as every positive example is covered and
no negative example is covered.

Sometimes several rules are necessary to cover all the positive ex-
amples of the class. This is the case for bigeminy, for instance.
The first rule gives a classical definition of bigeminy covering, for
instance, ECGs like the one in figure 2. The second rule reports the
fact that in some examples the ectopic beat triggers just after the � -
wave occurrence. In this case, an enlarged ����� replaces a normal
����� immediately followed by an abnormal ����� . It is interesting
to notice that ILP can detect such phenomena.

class(bigeminy, [20,0,0,0,0],[0,20,20,20,20]) :-
qrs(R0, abnormal, P0, _),
qrs(R1, normal, P1, R0), rr1(R0, R1, normal),
qrs(R2, abnormal, P2, R1), rr1(R1, R2, short).

class(lbbb, [0,20,0,0,0],[20,0,20,20,20]) :-
qrs(R0, abnormal, P0, _),
qrs(R1, abnormal, P1, R0), rr1(R0, R1, normal),
qrs(R2, abnormal, P2, R1),

rr1(R1, R2, normal), rr2(R0, R2, normal).
...

Figure 7. Rules learnt when focusing on �����

Two rules were also necessary to represent accurately mobitz2.
The first rule represents the classical AV-block. The second rule re-
ports the fact that in some examples mobitz2 was associated to a
right bundle branch block (RBBB). Actually, this rule gives a defi-
nition of a multiple arrhythmia associating RBBB to Mobitz type 2.
This kind of definition is not known very well but it is important to
be able to induce it.

Finally, the rule for the normal class is very complex: though it
uses 4 cardiac cycles, it cannot discriminate perfectly between the
normal and pvc classes (4 pvc examples are covered). Additional
cardiac cycles would be necessary for the rule to be totally discrimi-
nant. However, in a monitoring context such a rule is generally use-
less as only abnormal situations are searched for.

As it is easier to detect ����� complexes on the ECG, we expect
to get more robust rules if they rely on ����� only. Figure 7 presents
the learning results that were obtained with a learning bias focus-
ing on ����� . Only one rule was necessary to define bigeminy. It
shows an alternation between normal and abnormal ����� s and tem-
poral constraints whose values alternate between short and nor-
mal. This rule is very close to an expert’s definition. This is also the
case for the rule induced for lbbb. From a general point of view, we
can notice that more temporal constraints must be used as less event
types are available in the hypothesis language.

4 Chronicle recognition

First, we give some elements of the chronicle syntax used by CRS
(Chronicle Rcognition System [3]). Then, we sketch the algorithm
of chronicle recognition.

chronicle bigeminy[]() {
event(qrs[?w0], R0); ?w0 in {abnormal};

occurs(0, 0,qrs[?], (R0+1, R1-1));
event(qrs[?w1], R1); ?w1 in {normal};
R0 < R1; 600 < R1 - R0 < 1200;

occurs(0, 0,qrs[?], (R1+1, R2-1));
event(qrs[?w2], R2); ?w2 in {abnormal};
R1 < R2; R2 - R1 < 600;

nb_cycles2(start, end);
}

Figure 8. A chronicle representing a bigeminy
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4.1 Chronicles

Figure 8 shows the translation of the first rule in figure 7 into a CRS
[3] chronicle model. A CRS chronicle model is a kind of proce-
dure where statements represents events or constraints. For exam-
ple, event(qrs[?w0], R0) refers to a ����� event occuring at
time R0. R0 is a temporal variable whose value will be instanti-
ated at runtime. The value of symbolic variables such as ?w0, can
be constrained to belong to a finite set of values by statements such
as ?w0 in abnormal. Temporal constraints are distinguished for
efficient processing at runtime [4, 2]. The two statements R0<R1 and
600<R1-R0<1200 are constraints which mean that R0 must pre-
cede R1 and the delay between R0 and R1 can vary from 600 ms to
1200 ms. Note that numerical thresholds are used here to represent
the qualitative constraints induced by the learner.

More complex constraints can be used to forbid particular
events during a given temporal interval. For example, the statement
occurs(0, 0, qrs[?], (R0+1, R1-1)) forbids an extra
����� to occur between the two ����� s occurring respectively at
time R0 and at time R1. Generic constraints can also be specified:
nb cycles2(start, end) which will limit the duration of the
chronicle to be less than the maximum allowed for two cardiac cy-
cles (e.g. 4000 ms). All chronicle specifications are compiled by CRS
into data structures that will be used efficiently at runtime.

4.2 Event matching

Each time a new event arrives on its input channel, CRS creates an
instance of every candidate chronicle (chronicle models as well as
partially instantiated chronicles - chronicle instances are copies of
chonicle models where some variables have been instantiated to val-
ues provided by matched events). Then CRS tries to integrate the new
event into those new instances. If some chronicle instance contains
an event of this type and if its integration does not violate constraints,
the chronicle event is instantiated with the date and attribute values
of the input event. If not, the chronicle instance is simply discarded.
The old chronicle instances are also tested to verify that all the tem-
poral constraints are compatible with the new current date associated
to the current event.

We will illustrate the principle of chronicle recognition on the
flow of events given in figure 3. Suppose, for example, that we want
to recognize, among others, the bigeminy arrhythmia specified by
the chronicle in figure 8. When the first event [651 p normal]
arrives a new chronicle instance is created (let’s call this instance
bigeminy1). As it does not contain a � wave this instance is simply
discarded. A new instance of bigeminy (bigeminy2) is created when
the second event, [836 qrs normal], arrives. The first event of
the chronicle instance is of type qrs but it has an abnormal feature
and so it cannot match the input event and the chronicle instance is
also discarded. When [1357 qrs abnormal] is detected, a new
instance of the original chronicle is created (bigeminy3). This time
the first chronicle event can match the input and the related chronicle
variables are instantiated. Then, the event [2528 p normal] is
detected. As before the newly created instances are discarded since
they cannot match the new event. Then, comes the event [2686
qrs normal]. An instance of bigeminy3, let’s call it bigeminy4,
is created. The second event of this new chronicle can match the new
event. As the related constraints are satisfied, the event is accepted
by the chronicle instance and the corresponding variables are instan-
tiated. The old chronicle bigeminy3 is not be kept for further instan-
tiation: all its instances will skip the new event but the first occurs

constraint forbids it. A new instance of bigeminy4, (bigeminy5)), is
created when the event [3203 qrs abnormal] is detected. The
third event of bigeminy5 can match the new input event. Now, all the
chronicle constraints are satisfied, so the chronicle is recognized and
a bigeminy arrhythmia is detected. Note that this event could also be
matched by the first event of an instance of the original chronicle.

5 Conclusion

We have presented a new approach to cardiac monitoring which
is based on the combination of temporal abstraction and chroni-
cle recognition. Temporal abstraction translates ECGs into symbolic
lists of events and is achieved by signal processing algorithms. Tem-
poral pattern matching is achieved by a recognizer which takes ad-
vantage of high-level data structures, the chronicles, and relational
temporal knowledge. This allows a good separation between percep-
tion which is a low-level task and recognition which needs higher-
level knowledge.

As devising chronicles is not so easy and temporal knowledge is
involved, we advocate the use of relational learning. We show that
Inductive Logic Programming can be adequate for this task, bringing
flexibility and versatility for knowledge and concept representation.

Presently, we are investigating multi-channel data analysis, both
from the learning and the recognition viewpoints. Such data represent
partial observations of the same phenomenon. We expect to discover
relevant intra and inter-channel relationships which, we hope, will
lead to better recognition strategies.
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Abstract. The aim of this paper is to present a method of summaris-
ing the differences in the card-sort data for different, but related sub-
ject groups, and further, to describe a method to quantitatively mea-
sure the difference in the ’information’ contained within the card-
sort data for the different subject groups. The card-sorting experi-
ments were performed as a part of the initial phase of a project,called
NEONATE, that has an aim to develop decision support tools for the
neonatal intensive care environment.

1 INTRODUCTION

The work reported in this paper formed part of the initial effort in an
ongoing project, NEONATE, to develop decision support for clinical
staff (doctors and nurses) in a neonatal intensive care environment–
Neonatal Intensive Care Unit (NICU) at the Simpson Maternity Hos-
pital, Edinburgh. The component of this initial phase, which is re-
ported here, focussed on developing a concise lexicon of terms used
by clinical staff during clinical practice, and further, the use of these
lexicons as the basis for card-sorting experiments designed to eluci-
date the way clinical staff mentally organise those terms.

The standard way of analysing card-sort experiments is by per-
forming cluster analysis in order to generate tree-diagrams (or den-
drograms) as a graphical representation of the relationships between
the concepts under study. However, the dendrograms generated by
cluster analysis of card-sort data are often very complex and difficult
to interpret. Even though, a visual analysis of tree-diagrams may pos-
sibly provide useful insight into how people mentally organise con-
cepts, it is tedious and does not provide a quantitative measure of the
complexity or order implicit in the dendrogram. The work reported
here aims to fill this gap by providing a simple graphical summary,
and a quantitative measure of the difference in the information car-
ried by various dendrograms that are being compared. This work is
still under development, but the feasibility of the approach is demon-
strated here.

2 METHODOLOGY

The scope of this section is to outline the methodology employed
in the data gathering, performance and analysis of the card-sorting
experiments.

�

Department of Computing Science, King’s College, University of Ab-
erdeen, Aberdeen, UK�
Department of Psychology, King’s College, University of Aberdeen, Ab-
erdeen, UK�
Neonatal Intensive Care Unit, Simpson Maternity Hospital, Edinburgh, UK

2.1 Card-Sorting Experiments

We elicited lexicons of terms, for patient “descriptors” and clinical
“actions”, from medical and nursing staff, at different levels, in or-
der to delineate their roles in the unit and the vocabularies they use
in clinical practice. The derived actions lexicon contains 51 terms,
while the descriptors lexicon contains 166 terms. We carried out
card-sorting experiments using the two lexicons as the concepts to
be sorted. Card-sorting was used as an elicitation technique because
“Concept Sorting” is a well-known technique, and studies in Cogni-
tive Psychology and related fields[2, 6] have shown it to be effective
and very efficient.

Thirty-two subjects consisting of, 8 junior nurses (JN), 8 senior
nurses (SN), 8 junior doctors (JD) and 8 senior doctors (SD), partic-
ipated in the actions card sorts and thirty-two staff (of similar levels)
participated in separate descriptors card-sorting experiments. There
was considerable overlap4 of staff in the two groups (of 32), but the
actions and descriptors experiments were held several months apart.
At least one week after the initial sessions, the card-sorts were repli-
cated for all staff in the descriptor experiments, and for nurses only
in the actions experiments.

During a session each subject was presented with a physical pile
of cards, each with a term from the appropriate lexicon. These cards
were marked on the back with a unique identifing alpha-numeric bar-
code (3 of 9 code), containing the term on the front of the card. Blank
cards, each with a unique bar-code, were also produced for record-
ing subject generated group names. Each subject was asked to sort
the cards into piles of “similar” cards, without any prompting as to
how many piles to create or what attributes to use to sort the cards.
Once satisfied, the subject was asked to name each group (without re-
striction). The experimenter then entered the names and codes of the
cards, within their sorted groups, into a computer database by means
of a bar-code scanner. This saved considerable time and minimised
errors in data entry. The subject was then asked to sort the cards con-
taining the names of the groups that had just been created into higher
groups; i.e. groups of groups. This process continued until the subject
was happy with the result.

2.2 Analysis of the Card-Sort Experiments

Within the context of the work described in this paper, cluster anal-
ysis calculates the strength (distance) of the perceived relation-

�

Many of the staff who participated in the card-sorts were also involved in
the interviews to establish the lexicons. However, there was several months
gap between the interviews and the card-sorts.
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ships between card-pairs, and displays these relationships graphi-
cally (dendrograms). We performed hierarchical agglomerative clus-
ter analysis of the card-sort data using a free software package called
EZCalc[3], which was designed to be used with its companion soft-
ware, EZSort, that facilitates computer based card-sorting experi-
ments. As we did physical sorts, the data files needed to be formatted5

and pre-processed to allow use by EZCalc. The pre-processing also
checked for consistancy within the card-sort data files. As EZCalc
used arbritrary weighting for second level groups (the highest level
of hierarchical grouping it could handle) in the card-sort, we only
used first level sort data for our analysis. We employed the average
linkage method of cluster analysis, as this provides a good compro-
mise between the extremes of other methods[1].

Using in-house software we carried out further analysis of the
card-sort data. This software produced distance matrices, which
quantified how often all the possible pairs of cards were grouped to-
gether by a group of subjects. Based on the distance matrices further
graphical and analytical measures were produced, and are described
in section 3.2, while the outcomes of applying these measures are
presented in section 4.

3 DEVELOPMENT OF A QUANTITATIVE
INTERPRETATION OF CLUSTER
TREE-DIAGRAMS

In this section we will develop a quantitative measure of the amount
of “information” mismatch, in terms of the entropy (defined by equa-
tion 3 in section 3.1), or amount of structure, displayed by differ-
ent dendrograms under comparison. (In our case the dendrograms
derived from the card-sorts for the different staff categories in the
NICU.)

This section is divided into two parts. In the first section we discuss
a classical information communications system and define key con-
cepts, while in the second section we derive a notional information
system based on the card-sort data, and derive properties analogous
to those we defined for the classical system. Using the information
system analogy is compelling, since we are interested in how the dif-
ferent staff groups use and think about clinical information, and how
they communicate this to each other.

3.1 Information Theoretic Model

We will briefly describe the classical information theoretic model
used to define information transfer in an information channel[8, 7, 5].
Shown in figure 1 is a simple diagram of the basic components of
a communications system. This system consists of an information
source with a symbol set, ������� , (alphabet) containing � symbols
each with a probability of occurrence of �
	�� �� ; an information re-
ceiver or user with a symbol set, ��� � � , containing � symbols each
with a probability of occurrence of �
	���� � ; and an information chan-
nel that represents the interactions between the source and the user.
Note, that �������� �
	�� �������� ���� ��� �
	�� � �! The information chan-
nel, " , is characterised by an �$#%� matrix whose elements rep-
resent the conditional probability of the user receiving (interpreting)
a particular symbol given that a particular symbol was “sent” by the
source; i.e.

" � 	�& � � �!' where & � � � �
	�� ��( � ��!) (1)

The source and user probabilities may be represented as vectors thus:

* �,+ �
	�� �-� �
	��/. �1020!0 �
	�� � �3�4 5 and 6 �7+ �
	�� �-� �
	��8. �90!020 �
	�� � �3�4  :
Into the format generated by EZSort.

Information Source
(card-sort staff class A)

Communications Channel
(card-sort clusters)

Information User
(card-sort staff class B)

Alphabet, N symbols,  A={ ai}
probabilty  of symbol ai = P( ai).

Alphabet, M symbols,  B={ bj}
probabilty  of symbol bj = P( bj).

Channel Matrix Q = [qij]

Figure 1. A Basic Information System

The information system can then be completely described by the
equation[8, 7]:

6 � " *  (2)

The entropy of the source is defined as:

; 	 * ����< �=
����� �
	��/� ��>@?�A �
	���� � 5 (3)

where
; 	 * � quantifies the average amount of information per symbol

obtained by observing a single source output. The units of entropy are
defined in B -ary units, where B is the base of the logarithm used. An
increase in entropy represents an increase in the amount of disorder
or uncertainty in the information, and thus represents an increase in
the average information per symbol (since it is harder for the user to
“guess” its identity). Likewise the entropy of the information user is:

; 	C6 ����< �=
� ��� �
	��

� ��>@?�A �
	�� � �! (4)

The equivocation of * with respect to 6 is the average information
associated with one source symbol, assuming the observation of the
output symbol that resulted from its occurrence. This is defined as:

; 	 * ( 6 ����< �=
�����

�=
� ��� �
	�� �D' �

� ��>@?EA �
	�� � ( � � � 5 (5)

were �
	�� ��' � � � is the probability of � � being “sent” and � � being
“received”(i.e. joint probability of �
� and � � ). The difference between; 	 * � and

; 	 * ( 6 � is called the mutual information of * and 6 and
gives the average rate of information transfer per symbol (in B -ary
units); i.e. F

	 * ' 6 ��� ; 	 * �G< ; 	 * ( 6 �  (6)

Equation 6 can transformed into a form suitable for calculation ofF
	 * ' 6 � , by substituting equation 3 and equation 5 into equation 6 to

produce:

F
	 * ' 6 ��� �=

�����
�=
� ��� �
	���� � &

� � >@?�A & � �
� �H ��� �
	�� H � & � H ) (7)

The minimum value possible for
F
	 * ' 6 � is zero, which occurs

when the input and output symbols are statistically independent (i.e.
�
	�� �D' � � �I� �
	�� �C��0 �
	�� � � ), since

; 	 * �I� ; 	 * ( 6 � . The maximum
value of

F
	 * ' 6 � is called the channel capacity, and is maximised

for a particular source distribution, �E��JLK�M1	�� �N� � , over all possible
choices.

3.2 Development of a Measure of Relative
Information in Dendrograms

We now develop an approach to measure the relative information
associated with particular dendrograms using the basic model dis-
cussed in section 3.1, and by utilising analogies between the two
concepts, which at first sight seem quite different.
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As described in section 2.2, one of the products of the card-sorting
experimental data were distance matrices, which are symmetrical
(about the major diagonal) and the elements have values between
zero and unity. Since the matrices were symmetrical we converted
them to upper triangular matrices.

Since the elements, ��� � , of each distance matrix, � , have values
within the range zero to one, (i.e. ��� �	�
��� ������ � ) they can be
considered as random variables with associated probability values6.
However, since �� �����

������� � � ���� ��� (8)

the elements of the distance matrix as a whole do not represent a
probability distribution. To overcome this difficulty we developed an
analogue to a cumulative probability distribution by the following
means.

Each element � � � of the distance matrix � represents the joint
probability ����� � �! ��" of two cards appearing together in the same
pile7 in a card-sort. We applied a test to each ��� � of:#�$ �&% #'$)( �*��� �,+.-#'$ ��� �,/.-�0 ��� �,12�3� (9)

where - is a monotonically increasing threshold value such that�4�5-&�6� , while - was increased in discrete steps of 7 : 74+8:9<;)= ��>��� = ������ = �? ��� = �@ ���BA ��� �DCE� ?�@ A , and
#�$

is frequency of

the test being passed for each � � � at the F th increment in - .
The

#�$
were normalised to a range ��� �G�IH#'$ ���� � by divid-

ing by
�KJLNM �KO L!P J � � M �QO � PL , the number of possible combinations of

different pairs of cards from a stack of N cards. A stylised plot ofH#�$ is shown in figure 2 (actual plots are shown in section 4.2). This
graph is analagous to the plot of a cumulative probability distribu-
tion ( R ), as the y-axis represents RBST����� � " � ������� �U�V- " (i.e. the
probability that the distance between any card pair is less than some
distance value � � - ), and the x-axis is the distance ( � ). A prop-
erty of any cumulative probability distribution of a discrete random
variable WX1ZY\[]�^�_[ L �^�`�^���![badc is:����[ �e" � R���[ �f" CgR���[ � O �h" � (10)

Figure 2 serves as a summary of a distance matrix, and in fact the
dendrogram(s) produced from it. The straight line graph in depicted
in figure 2 represents the the plot expected when the distance ma-
trix is completely random; i.e. the entropy is maximum. The other
curves in figure 2 represent different degrees of order (entropy) in
two hypothetical distance matrices.

We now wish to draw an analogy with the information system
discussed in section 3.1. Let us consider the information source,i^j , to be a distance matrix of a particular class of clinical staffk 1&Y JN,SN,JD,SD c . A distance matrix holds the information re-
quired to produce graphical illustrations (dendrograms) of the way
clinical staff construct mental schemas related to clinical actions or
patient descriptors, and can be viewed as an encoding of this infor-
mation. The source “symbol” set, in this case, is the set of card pairs
that are identified by the coordinates for the �e� � in � . However, the
symbol probabilities are not simply the � � � since they do not sum to
unity as shown in equation 8. A method to convert the ��� � to prob-
abilities (or analogues thereof) is required. To this end consider the
following.l

The m � � have also been generated from frequency data.n
Deemed similar in some sense by experimental subjects.
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Figure 2. A stylised plot of the proportion of card-pairs (cumulative
probability) that are separated by a distance less than m

Convert the upper triangular distance matrix into a single vector
by concatenating the rows;� �po �q�!r �tsus �q�!r � � L r L s�s � L r � ��v�r vKs�sus�� � r �Qw>x �Gy]z � (11)

where 0 ��{!�e| " �d{}/~| . Let the elements of vector y]z be indexed
as � $ , such that ascending F implies increasing magnitude of � $ ; i.e.
the � $ are ranked.

A method to convert the � $ to probabilities is demonstrated in
figure 2, where a � $ value on the x-axis corresponds, via a specific
curve, to a value of R S ��� $ " . From equation 10, ����� $ " � R S ��� $ " CR]Sd��� $ O � " . Likewise, the properties of an information user, � j , can
be derived in a similar manner, but utilising the distance matrix of
another staff class.

The information source and user symbol probabilities can then be
calculated from the appropriate distance matrices and may be repre-
sented by the vectors:i^� �po � j ��� ��" � j ��� L " s<s<s � j ���T� " w>x r and � � ��o � j �� �N" � j �� L " s<s�s � j �� `� " w>x r
where � � � M �QO � PL , and is the length of a vector produced from
a distance matrix as defined in equation 11. Therefore by analogy
with equation 2, we may write the equation to describe our notional
information system as: � � �G� j i^�u� (12)

We propose to use the mutual information, �b� i ��� " , (see equa-
tion 7) as a metric for the amount of mismatch in the information
that different categories of staff use in structuring the concepts they
use in clinical practice (within the limitations of the card-sorting ex-
periments). Since, once given the card-sorting results, we have fixed
source and user alphabets and probability distributions. For each pair
of staff classes (one source, the other user, defining a channel), there
exists only one value of �b� i �!� " , and that is equivalent to the chan-
nel capacity. This requires that we define a channel matrix, �]� , of
the form shown in equation 1, which would completely determine
the channel capacity according to the system defined by equation 12.
Further, this requires the definition of the conditional probabilities
of � j �� !� " A � j ����� " , which are the elements of the matrix � j in equa-
tion 12, and are analogous to those in equation 1.
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Consider two distance matrices obtained respectively from the
card-sorts of staff category � and staff category � . For a given
value of the distance threshold � , the derived cumulative probabil-
ity distribution (as in figure 2) for � is �����	��
��� and �����	�������
�����	��
 � ���������	��
 �	��� � , where ��
 � is �! (at ��� ), and ��
 �	��� is �! 
(at � �#"%$ ). Similarly for the same � , � has � � �	�'&�(�� and � � �	)+*��,�
� � �	�'&#(��-�.� � �	�'&#( ��� � . Therefore, we can argue that the notional in-
formation source has sent a “message” that the symbol (card pair, �/� )
represents the distance of 01�2�3�'
 � �4��
 �#��� , and has probability
� � �	� � � of occurring. The information receiver “interprets” that mes-
sage to correspond to the symbol )+* , which has probability � � �	)5*6�
of occurring. Hence, the probability of ) * occurring given that ��� has
occurred, � � �	)+*��7 � � �	� � � , is the probability � � �	)5*8� that corresponds
to the same � 
� and � 
�#��� that are associated with symbol � � with
probability � � �	� � � . By this approach all the elements of the matrix9 � can be determined.

The value for the mutual information is obtained by applying
equation 7 in the system defined by equation 12. This in effect mea-
sures the mismatch of information represented by the dendrograms
for the different staff categories.

In the next section, actual data derived from the card-sorting ex-
periments for both action and descriptor words is presented.

4 RESULTS and DISCUSSION

Due to space constraints, only the results of the actions card-sorting
experiments are discussed. This does not limit the intended scope of
this paper, as we are demonstrating the feasibilty of the proposed in-
formation measure, and not interpreting in detail the results of the
card-sorting experiments. Firstly, the results of the cluster analysis
are presented, secondly, the cumulative probability graphs are dis-
played, and finally, the results of the calculations of the information
channel capacities, for the information “channels” between the four
staff classes under consideration, are yielded and discussed.

As indicated in section 2 the card-sorts were replicated for for
nurses in the actions experiments. The initial and replicated vec-
torised distance matrices (see equation 11) were statistically com-
pared using the both Wilcoxon Signed Ranks Test (as a nonparamet-
ric alternative to the t-test, since plots of the data indicated they were
not normally distributed).

The Wilcoxon tests for the actions data show with very high con-
fidence (:<;>=!? =8=6=8=!@ ), for both junior and senior nurse data, that
initial and replicate data come from the same probability distribu-
tion; e.g. the results between separate experiments for the same staff
class are consistent. This is also reinforced by correlation (Pearson)
tests: junior nurses ( AB�C='? D!@ , :E;F=!? =6=8=!@ ), senior nurses ( AB�C='? DHG ,
:E;F=!? =8=6=!@ ).

4.1 Dendrograms

Cluster analysis was performed on the processed card-sorting data
and dendrograms have been produced for the various classes of staff.
This has yielded some interesting results. However, only the major
findings are briefly discussed here as a detailed discussion is beyond
the scope of this paper.

Shown in figure 3 is a section of the dendrogram derived from the
actions card-sorts for senior doctors, as an example of the format of
the dendrograms. It is clear from the dendrograms that the various
groups of staff within the NICU interpret and categorise data differ-
ently. The grouping of data appeared to be associated with particu-
lar professional practice. For example the actions related to artificial

ventilation were, in general, grouped the same for senior and junior
nurses; senior doctors had a similar group but omitted the manage-
ment of the ventilator humidifier - this was grouped with issues of
equipment safety. Like senior doctors, junior doctors similarly clus-
tered actions related to artificial ventilation but in their minds, humid-
ifier management and equipment safety were associated with routine
nursing care. These variations in representation may correspond to
differences in knowledge and or professional role and responsibili-
ties. The dendrograms of the junior nurses and of the senior doctors
displayed the greatest difference of the 4 staff groups.

Figure 3. Section of the “Actions” dendrogram for senior doctors.

4.2 Cumulative Probability Graphs

We produced graphs of the form shown in figure 2 from the distance
matrices derived from the card-sorting experiments. These graphs
provide a summary of the structure of the dendrograms that are
produced from cluster analysis of the card-sort data. As the loci
of the graphs approach a straight line from (0,0) to (1,1), (become
less concave) the associated dendrogram becomes less structured,
and a straight line graph would represent a structureless (maximum
entropy), meaningless ‘dendrogram’. (This was verified experimen-
tally.) Thus the area under the curve is related to the degree of or-
ganisation of the associated dendrogram. Also, the actual shape of a
curve indicates the level of branching of the associated dendrogram
for various distance values; e.g. the trajectory of a curve remaining
shallow and then rapidly increasing after a distance, � , would indi-
cate that most branching (in the associated dendrogram) is ocurring
at a distance greater than � .

Consider figure 4, which shows the graphs of the proportion of
card-pairs with distances greater than values of distance versus that
distance. Visual inspection of the graphs indicate that the degree of
structure in the dendrograms increases for staff class in the order:- ju-
nior nurses, senior nurses, junior doctors, senior doctors, at least for
values of �I;�=!? J . This agrees with what is seen on the actual den-
drograms, and intuitively makes sense in light of the actual roles of
the various staff classes (A deeper discussion of staff roles is beyond
the scope of this paper, and will be discussed further in a forthcom-
ing paper[4].). At this stage we have not calculated any confidence
limits for the graph, and so no definitive quantitative statements can
be made about differences in graph attributes.
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Figure 4. Plot of the cumulative probability that any “Actions” card pair
are separated by a distance less than �

4.3 Information Measures

We have developed an information theoretic model, quantifying the
relationships of the distance matrices for different staff classes, as
outlined in section 3.2, and defined by equation 12. We then im-
plemented equation 7 (logarithm to base � was used), using the pa-
rameters derived from the distance matrices for the different staff
classes, and defining separate information systems, where the source
and user for each system was defined for all the possible combina-
tions of staff classes. This will become clear by inspection of table 1,
which quantifies the mutual information (in Nepers, log base � , per
symbol [card-pair]) for all the possible notional information systems
for the four classes of staff. For example, if we define an informa-
tion system were the source is derived from the junior nurse’s dis-
tance matrix, and the user is dervied from the senior nurse’s distance
matrix, the mutual information is 0.32 information units per symbol
(Neper).

When the source and user are identical, the mutual information is
zero, as there is no ’surprise’ or uncertainty in determining the user
symbol given the source symbol. The larger the number implies a
greater information mismatch between source and user. Perusal of
table 1 indicates that there is the greatest information mismatch be-
tween senior doctors and the other three groups, whereas the infor-
mation mismatch between the junior nurses, senior nurses and junior
doctors is about constant at 0.3 Neper. This reflects what was shown
in the dendrograms and the graphs described earlier. However, a nu-
merical value is given that summarises the information differences in
the dendrograms, and as such may be used by computer algorithms
as a metric of information mismatch.

Table 1. Mutual information measures, as a summary of the difference in
information content of dendrograms for the various staff classes. The units

are Nepers (natural logarithm) per symbol.

Staff Class JN SN JD SD

JN 0.00 0.32 0.31 0.47
SN 0.00 0.29 0.48
JD 0.00 0.43
SD 0.00

5 SUMMARY and CONCLUSION

We have described card-sorting experiments designed to elicit
knowledge, from domain experts in a Neonatal Intensive Care Unit,
about how they mentally map clinical concepts. These experiments
produce data on how the subjects group concepts based on some
notion of similarity. Often, this card-sort data is not processed
further[3], but if processed further, the usual mode of analysis is clus-
ter analysis, which is applied to the data to produce dendrograms.
These dendrograms give useful incite into how people mentally or-
ganise concepts, but are often complex and tedious to analyse, and
are not easily amenable to inclusion in computer algorithms.

We have shown here, the feasibility of using both a graphical
method and a numerical method to summarise the information im-
plicit to dendrograms. The graphical method, which is not fully ex-
plored here, allows direct visual comparison of different (but re-
lated) dendrograms. This facilitates a quick analysis of the differ-
ence in structure of dendrograms under consideration. The numeri-
cal method uses an analogy to an information/communications sys-
tem model to produce measures of the information mismatch reflect-
ing the difference in structure of dendrograms (of the same domain).
These information metrics are suitable for direct use in computer de-
cision algorithms.

Note, this paper has only discussed the feasibility of the ap-
proaches developed within, and further development is needed, in
particular, the analysis of confidence intervals for the methods dis-
cussed.
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Subgroup Visualization: A Method and Application in
Population Screening

Dragan Gamberger
�

and Nada Lavrač
�

and Dietrich Wettschereck
�

Abstract. This paper presents a method for the visualisation of sub-
groups, detected by a subgroup discovery algorithm. The main ad-
vantage and novelty of the method is that the visualized models can
be used to illustrate the distributions of detected groups in terms of
the percentages of true positive and false positive cases covered by
the model. Subgroup visualization is illustrated by graphs obtained
for risk groups discovered in the problem of early detection of patient
groups with risk for atherosclerotic coronary heart disease.

1 INTRODUCTION

A subgroup discovery task can be defined as follows: given a pop-
ulation of individuals and a property of those individuals we are in-
terested in, find population subgroups that are statistically ‘most in-
teresting’, e.g., are as large as possible and have the most unusual
statistical (distributional) characteristics with respect to the property
of interest. An example subgroup discovery system is MIDOS [1].

Some approaches to association rule induction can be used for sub-
group discovery. For instance, the APRIORI-C algorithm [2], adapt-
ing the association rule induction algorithm APRIORI [3] to classi-
fication rule induction, outputs classification rules with guaranteed
high support and confidence. As such, each APRIORI-C rule rep-
resents a ‘chunk’ of knowledge about the problem, which is very
important for knowledge discovery. Similarly, the confirmation rule
concept [4] used as a basis for the subgroup discovery algorithm
whose results are used in this paper, utilizes the minimal support
requirement as a measure which must be satisfied by every rule in
order to be included in the induced confirmation rule set.

In this paper, subgroups were discovered by a new heuristic con-
firmation rule learning algorithm [5], adapting a confirmation rule
learning algorithm [4] to subgroup discovery. One of the basic char-
acteristics of the confirmation rule set induction concept is that sep-
arate rule sets are built for every target class. In a broader sense, the
confirmation rule set concept introduces a decision model in which
different rules can be incorporated: either rules induced by (one or
more) inductive learning algorithms or even human encoded expert
rules. If used for prediction, high predictive accuracy of such a deci-
sion model is expected only if, besides the high predictive accuracy
of each individual rule, the whole set is as diverse as possible. As
opposed to confirmation rules which cover only target class exam-
ples, the property of the heuristic confirmation rule learning algo-
rithm, used for subgroup discovery in this paper, is that it enables
the construction of rules that cover also a limited number of ex-
�
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amples of the non-target class. The actual subgroup discovery algo-
rithm is implemented in the on-line Data Mining Server, available at
http://dms.irb.hr , whose description is out of the scope of this paper.
For details, please refer to [5].

The problem of population screening for early detection of
atherosclerotic coronary heart disease (CHD) risk groups is used to
illustrate the visualization of results obtained by applying our sub-
group discovery methodology. The problem of early CHD detection
is very important because CHD is one of the world’s most frequent
causes of mortality and a common problem in medical practice. The
problem is known as a difficult one. Clinical studies have revealed
plausible biological links between many risk factors and atheroscle-
rosis. In addition, it was detected that coexistence of risk factors in-
creases the disease rate. In many cases with significantly pathological
test values (especially, for example, left ventricular hypertrophy, in-
creased LDL cholesterol, decreased HDL cholesterol, hypertension,
and intolerance glucose) the decision is not difficult. However, the
problem of disease prevention is to decide in cases with slightly ab-
normal values and in cases when combinations of different risk fac-
tors occur. To this end, the application of our subgroup discovery
algorithm resulted in five models of patients with CHD risk which
can be used for population screening.

This paper presents our approach to subgroup visualisation (Sec-
tion 2) and its application to visualise risk groups discovered in the
problem of early detection of patient groups with risk for atheroscle-
rotic coronary heart disease (Section 3). Some related work is out-
lined in Section 4.

2 SUBGROUP VISUALIZATION

The proposed visualization method can be used to visualize the out-
put of any subgroup discovery algorithm, provided that the output
has the form of rules with a target class in their consequent. It can
also be used as a tool for visualizing standard classification rules.

In this section, subgroup visualization is illustrated by graphs ob-
tained for risk groups discovered in the problem of early detection of
patient groups with risk for atherosclerotic coronary heart disease.

Subgroup visualization, as described in this section, allows us to
compare distributions of different subgroups. The approach assumes
the existence of at least one numeric (or ordered discrete) attribute of
expert’s interest for subgroup analysis. The selected attribute is plot-
ted on the � -axis of the diagram. The � -axis usually represents a
class, or more precisely, the number of instances belonging to some
target class. It must be noted that both directions of the � -axis ( �

�

and �
	 ) are used to indicate the number of instances. In Figure 1,
for instance, the � -axis represents ���� , the �

�
-axis denotes class

coronary heart disease (CHD) and � 	 denotes class non-CHD (or
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‘healthy’). Out of four graphs at the �
�

side, three represent in-
duced subgroups ( ��� , ��� and ��� ) of CHD patients, and the fourth
shows the age distribution of the entire population of CHD (all CHD)
patients. The graph at the � 	 side shows only the distribution of non-
CHD (all healthy) patients in the training set. Note that the subgroups
��� , ��� and ��� also cover some non-CHD patients, but the coverage
of negative cases is not displayed for better viewing.

In general, it is not necessary that �
�

and � 	 denote two op-
posite classes. If appropriate, they may denote any two classes, or
even any two different attribute values, which the expert would like
to compare.

3 VISUALIZATION OF CHD RISK GROUPS

In this section, subgroup visualization is illustrated by graphs ob-
tained for risk groups discovered in the problem of early detection
of patient groups with risk for atherosclerotic coronary heart disease.
Some interesting models of groups of CHD patients were constructed
using the described methodology on the available patient data. There
are three typical stages in the risk factor screening process, denoted
by A, B, and C. Our goal was to construct at least one model for
every stage.

Interesting properties of the induced models are presented in Fig-
ures 1–12 with respect to various attributes. For example, Figures 1
and 2 present patient distributions with respect to the patients’ age for
all five models, while Figure 4 uses exercise ST segment depression
(used as a reliable sign of CHD) as the basis for model presentation.
Each figure also shows the distribution of all CHD and healthy cases
(thick lines) with respect to the selected base.

Figure 1. Distribution of CHD patients and healthy subjects with respect
to age in years. Graphs A1, A2, and C1 present corresponding model

properties. Model A1 is for men, model A2 is for women, and model C1
represents patients with left ventricular hypertrophy. About 60% of CHD
patients detected by model C1 are also described by models A1 and A2.
Healthy persons covered by models A1, A2, and C1 are not displayed.

At the first stage of patient examination (stage A, resulting in mod-
els A1 and A2), only anamnestic information and physical examina-
tion results are available. At this stage it was rather difficult to find
models with a relatively small number of false positive predictions.
The reason is a very restricted amount of available information about
the patients. In order to make the problem easier, separate models
were developed for male and female patient groups.
Model A1 for male:
CHD 	 positive family history AND age over 46 years
Main supporting characteristic is psychosocial4 stress, but cigarette



Principal characteristics or risk factors are conditions of rules describing the

Figure 2. Same as Figure 1 but for models B1 and B2. Model B1 are
elderly people with increased total cholesterol values while model B2 are
patients with increased fibrinogen and total cholesterol values. The dashed
line represents healthy people included into model B1. Models B1 and B2

have about 70% of patients in common.

Figure 3. Distribution of CHD patients and healthy subjects with respect
to the body mass index. Similarity in the distributions can be noticed.

Models A2 and B2 have the greatest difference with respect to this risk
factor. Overlapping of these two models is only about 25% .

smoking, hypertension, and overweight are also important. Both
principal risk factors for this model are non-modifiable. The posi-
tive family history is a known important risk factor and it requires at
least careful screening of other risk factors. The selected age margin
in the second factor is rather low but it is in accordance with the ex-
isting medical experience. This low limit is good for prevention and
early disease diagnosis although typical patients in this model are
significantly older (Figure 1). The model has a rather high false pos-
itive rate as illustrated by the A1 healthy graph in the � 	 direction
of Figure 8.
Model A2 for female:
CHD 	 body mass index over 25 ��� 	

�
(typically 29) AND age

over 63 years
This simple model is very good for the female population with a sen-
sitivity of about 50%. Supporting characteristics are positive family
history and hypertension. Women in this risk group typically have
slightly increased LDL cholesterol values and normal but decreased
HDL cholesterol values. Body mass index over 25 (first principal risk
factor) is exactly the generally accepted margin for overweight [6]. It

subgroup. Positive family history and age over 46 years are principal risk
factors for model A1. Supporting characteristics are determined by statis-
tical significance analysis for the target population which consists of CHD
patients correctly included into the model. The reference population are all
the healthy subjects.
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Figure 4. Distribution of CHD patients and healthy subjects with respect
to exercise ECG ST segment depression in millimeters (1mm corresponds to
0.1 mV). Large difference between total healthy and ill populations can be
noticed, but differences among models are very small. Models A1 and C1

are selected as extreme cases.

Figure 5. Distribution of CHD patients and healthy subjects with respect
to total cholesterol value in ����� ��� 	

�
.

is well known that high body mass index strongly and positively cor-
relates with the CHD rate. Typical values of the measured body mass
index detected by CHD patients in this model are significantly over
the margin of 25 (see Figure 3). Figures 6, 9, and 11 show dirtibutions
of this model with respect to total cholesterol, uric acid, and left ven-
tricular ejection fraction values, respectively. Figure 6 demonstrates
in its � 	 part the very small false positive rate of this model.

Stage B includes basic laboratory tests in addition to the anamnes-
tic and physical examination results of stage A. Two different mod-
els were induced for this stage. Potentially interesting is the first one
which includes only total cholesterol (Figure 5) from the laboratory
tests because this risk factor can be easily and inexpensively mea-
sured. The second model is a combination of two risk factors based
on blood tests. It demonstrates that the detection of values close to
the generally accepted normal values for the risk factors may also be
significant for prevention and early CHD diagnosis.
Model B1:
CHD 	 total cholesterol over 6.1 � ���
	�� 	

�
(typically 7.2, normal

3.6 to 5.0)5 AND age over 53 years
This model is characteristic for the older part of the population (Fig-
ure 2), especially for women. The typical age of people in this risk
group is 65 years for females and 61 years for males. The only sup-
porting risk factor is increased triglycerides value which is more of-
ten detected for men. Interesting is also that typical members of this


Normal values between 3.6 and 5.0 are reported in [6].

Figure 6. Distribution of CHD patients and healthy subjects with respect
to trygliceride value in ����� ��� 	

�
.

Figure 7. Distribution of CHD patients and healthy subjects with respect
to high density lipoprotein value in ����� ��� 	

�
.

model do not have problems with overweight and hypertension. The
false positive rate of this model is about 15% and is illustrated in
Figures 2, 9, and 12. Distributions of high density lipoprotein values
(Figure 7) and uric acid values (Figure 9) is similar to other models.
Model B2:
CHD 	 total cholesterol over 5.6 � ����	�� 	

�
(typically 6.6, normal

3.6 to 5.0) AND fibrinogen over 3.7 � ���
	�� 	
�

(typically 4.4, nor-
mal 2.0 to 3.7)
This is a CHD patient model with similar properties for the male
and female population. Typical patients do not have problems with
overweight (Figure 3), hypertension and cigarette smoking but of-
ten have positive family history. Very high body mass index is con-
traindicated for this CHD patient model. Although the main model
properties are similar for both genders, a representative female in
this risk group is about 66 years old while a male is 10 years younger
(Figure 2). This model highly correlates with low density lipoprotein
values (Figure 8). Its sensitivity is good (about 30%) and the false
positive rate is less than 15% as illustrated in Figures 5 and 11.

Level C additionally includes ECG resting test. One of the accept-
able models with a relatively low false positive rate is model C1.
Model C1:
CHD 	 left ventricular hypertrophy
This model is important both for males and females older than 55
(Figure 1). Left ventricular hypertrophy is a well known risk factor
which includes many other known CHD risk factors like hyperten-
sion and obesity. The main supporting risk factor detected for this
model is positive family history. Often the patients in this CHD risk
group have problems with hypertension and diabetes mellitus. Prac-
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Figure 8. Distribution of CHD patients and healthy subjects with respect
to low density lipoprotein value in ����� ��� 	

�
.

Figure 9. Distribution of CHD patients and healthy subjects with respect
to uric acid value in � ��� ��� 	

�
.

tical importance of the model is that it has a relatively low false pos-
itive rate (Figures 4, 7, and 10) and that it does not correlate strongly
with other previously described models (Figures 10 and 12).

4 BACKGROUND ON VISUALIZATION
TECHNIQUES

Data visualization methods have been part of statistics and data anal-
ysis research for many years. This research concentrated primarily on
plotting one or more independent variables against a dependent vari-
able in support of explorative data analysis [10,12]. The visualization
of analysis results, however, gained only recently some attention with
the proliferation of data mining [7,8,9,11]. This recent interest was
spawned by the often overwhelming number and complexity of data
mining results.

The visualization of analysis results primarily serves four pur-
poses:

� better illustrate the model to the end user,� utilize comparison of models,� increase model acceptance, and� enable model editing and support for ”what-if questions”.

Figures 13 and 14 are alternative means for displaying subgroup
models A1, A2, B1, B2, and C1. Both figure types display identical
information: the size of each subgroup, how it compares to the en-
tire population and the distribution of the target values within each
subgroup. Experience gained from working with non-technical end-
users has shown that a pie chart visualization is more appealing to

Figure 10. Distribution of CHD patients and healthy subjects with respect
to fibrinogen value in � � 	

�
.

Figure 11. Distribution of CHD patients and healthy subjects with respect
to left ventricular ejection fraction value in � .

these users because they more closely resemble business charts. Pie
charts, however, often mislead the perception of the user due to dif-
ficulties with relating the size of pie slices to actual values. Hence,
the visualization with boxes (Figure 14) was introduced. While these
figures are more difficult to understand when first encountered, they
allow for better comparison of the different subgroups and clearly
display the size of each subgroup. These visualization techniques can
serve as an entry point to the more in depth visualization technique
presented in this paper.

5 CONCLUSIONS

Subgroup visualization, described in this paper, allows us to compare
distributions of different subgroups in terms of the selected attribute,
plotted on the � -axis of the diagram. In medical domains we typi-
cally use the �

�
side to represent the number of positive cases (CHD

patients, in this paper) in order to reveal properties of induced mod-
els for subgroups of these patients. On the other hand, the � 	 side
is reserved to reveal properties of these same models (or other mod-
els) for the negative cases (patients without CHD). For instance, in
the graph of subgroup � � shown in Figure 2, the dashed line at the
� 	 side represents the distribution of non-CHD subjects in subgroup
� � .

One of the advantages of using �
�

and � 	 as proposed above
is that in binary classification problems the comparison of the area
under the graph of a subgroup and the graph of the entire population
visualizes the fractions of ������
	

� ������
��� at the �

�
side (sensitivity�����

), and
�
������ �

�
��

� ��
� at the � 	 side (false alarm � ��� ), where
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Figure 12. Distribution of CHD patients and healthy subjects with respect
to left ventricular internal diameter value in ��� .

Figure 13. The distribution of CHD patients and healthy subjects for all
studied subjects (top left) and for models A1 through C1. Gray pie chart

slices show the number of patients with CHD. Black slices show the number
of healthy people. Each inner pie shows the distribution of CHD patients and

healthy people within the respective subgroup. The outer frame shows, for
comparison, the distribution within the entire population. The area of the

inner pie is proportional to the relative size of the subgroup.

� ��� and
� � � stand for the numbers of positive and negative cases in

the entire population, respectively. For instance, in the visualization
of subgroup � � in Figure 2 the area under the dashed line on the
� 	 side represents the numbers of misclassified training instances
of subgroup � � .
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stitute for Cardiovascular Prevention Rehabilitation, Zagreb, Croatia
for his involvement in the experiments in the CHD risk domain. The
visualizations presented in Figures 13 and 14 were developed by A.
and G. Andrienko, AIS, FhG, Sankt Augustin, Germany.

REFERENCES

1 S. Wrobel, An algorithm for multi-relational discovery of sub-
groups. Proc. First European Symposium on Principles of Data
Mining and Knowledge Discovery, 78–87, Springer, (1997).

Figure 14. Alternative visualization by box plots. Each subgroup is
represented in one box plot (all studied subjects are also considered one
subgroup and are displayed in the top box). Each box shows the entire

population. The gray area within each box indicates the respective subgroup.
The overlap of the gray area with the hatched area shows the overlap of the

group with the target (CHD). Hence, the farther to the left a gray area
extends, the larger the overlap with the target (coverage). The lesser the gray
area extends to the right of the hatched area, the more specific a subgroup is
(less overlap with the non-target subjects). Finally, the location of the box
along the X-axis indicates the relative share of the target CHD within each
subgroup: the farther to the right a box is placed, the higher is the share of
the target value within this subgroup. The line at 46.6% indicates default
accuracy, i.e. the number of patients with CHD in the entire population.
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5 D. Gamberger and N. Lavrač, Descriptive induction through
subgroup discovery: a case study in a medical domain. In
Proc. of 19th International Conference on Machine Learning
(ICML2002), Morgan Kaufmann, in press.(2002)

6 D. Maron, P.M. Ridker, and A.T. Pearson, Risk factors and the
prevention of coronary heart disease. In A.R. Wayne, R.C. Schlant,
and V. Fuster : HURST’S: The Heart, 1175-1195. McGrawc Hill,
NY, (1998).

7 S.K. Card, J.D. Mackinlay, and B. Shneidermann, Readings in in-
formation visualization. Morgan Kaufmann, (1999).

8 U.M. Fayyad, G.G. Grinstein, and A. Wierse, Information visu-
alization in data mining and knowledge discovery. Morgan Kauf-
mann, (2002).

9 D.A. Keim and H.P. Kriegel, Visualization techniques for mining
large databases: a comparison. In IEEE Transactions on Knowl-
edge and Data Engineering, Vol. 8:6, pp. 923-938, (1996).

10 H.Y. Lee, H.L. Ong, and L.H. Quek, Exploiting visualization in
knowledge discovery. In Proc. of the First Inter. Conference on
Knowledge Discovery and Data Mining, pp. 198-203, (1995).

11 Workshop on visual data mining, PKDD
2001, Freiburg, Germany, (2001). http://www-
staff.it.uts.edu.au/˜simeon/vdm pkdd2001/

12 A. Unwin, Visualisation for data mining, (2000).
http://www1.math.uni-augsburg.de/ unwin/

35



36



Construction and Validation of a Prognostic Model for
Metastatic Breast Cancer Using Bayesian Neural

Network and Regression Tree
Thu Hoang, Quôc Anh Trinh 1 and Bernard Asselain 2

Abstract. We propose a prognostic model for metastatic breast can-
cer derived from survival analysis using Bayesian neural network and
regression tree. We validate this model on the test set .

1 INTRODUCTION

Although substantial progress has been achieved in subpopulations
of patients with metastatic breast cancer, the overall response and
survival rates have not significantly changed over the last 20 years
[10] , confirming results reported in other studies [7, 11]. At the In-
stitut Curie, it was felt that reprocessing available data with statisti-
cal learning tools may help to identify prognostic groups for which
it could be useful to deploy a different treatment strategy. A question
of interest was the identification of long term survivors in patients
with metastatic breast cancer. One usual method to construct a prog-
nostic model builds on survival analysis and the statistical estimation
of relative risks in Cox regression models. The Cox model allows the
estimation of the survival time distribution in the presence of cen-
soring, i.e. missing values for the time to event, for example when
endpoints are not yet observed. This latter important case is the one
we consider. But when dealing with many variables Cox models are
known to be vulnerable to overfitting on the training set, and thus
result in poor prediction for future patients [13].

The recent years have seen an increase in the number of applica-
tions of neural networks in cancer prognosis and concerns have been
raised about the misuses of neural networks in prognostic models, in
particular the lack of proper handling of censored survival [12]. In
this paper we propose the construction and validation of a prognostic
model for survival analysis using a Bayesian neural network trained
by the Hybrid Markov Chain Monte Carlo method (HMCMC) [8, 7,
15] followed by a regression tree [1]. A property of Bayesian learn-
ing is the natural avoidance of overfitting [8] whereas for the clas-
sical multilayer neural network regularization is used to overcome
overfitting for example by weight decay [14].

2 THE METASTATIC BREAST CANCER DATA

A database was constructed including 1477 patients with metastatic
breast cancer from eight randomized trials of anthracycline-based
first-line chemotherapy performed at the Institut Curie from 1977
to 1998. Protocol entry criteria, pretreatment evaluation, assessment

1 Université René Descartes, 45 rue des Saints-Peres, 75006 Paris, France,
email: hoang, trinh@biomedicale.univ-paris5.fr

2 Institut Curie, 8 rue Thuillier, 75005 Paris, France, email:
bernard.asselain@curie.net

of response and statistical methods were the same for the trials. In
the present article, we consider the influence of 14 variables on the
survival time distribution, including

• three patients characteristics as age, menopausal status and the
Karnofsky performance score;

• ten disease characteristics as the disease free interval, previous
X-ray treatment and adjuvant chemotherapy, the extent of nodal
involvement, the number and the sites of metastases (liver, lung,
pleura, bone or skin);

• one chemistry test, the serum lactic dehydrogenase (LDH) rate.

We omit 269 patients with missing values on any of these vari-
ables, thus retaining 1208 patients. To keep the comparability with
previous analyses [10] all variables were dichotomized except LDH.
The two categories of the number of metastatic sites were nbs ≤ 2,
and nbs > 2. For a subset of these data it has been shown that the
disease free interval (dfi) displays a biphasic pattern with high risk
related to short (dfi < 6 months) or long delays (dfi > 24 months)
before the diagnostic of metastases [10]. A preliminary exploratory
analysis of the current data confirmed this nonlinear pattern (see also
[13]). The two categories of the disease free interval were therefore
denoted b if 6≤ dfi≤ 24months or a otherwise, as they are referred
to in Fig. 2 (b). The continuous variable LDH was standardized to
have mean 0 and unit variance. Survival was computed as the time in
months from randomization until death or the last day of follow-up.
In the latter case or in the case of a death by other risk, the survival
time is censored.

3 BAYESIAN LEARNING FOR NEURAL
NETWORK SURVIVAL ANALYSIS

The survival time of patient with covariates vector x is a nonneg-
ative random variable T and the hazard function is h(t | x) =
lim4t→0 P (t ≤ T < t + 4t | T ≥ t,x) . A neural network
with weights x defines a mapping from the inputs x to a predicted
log instantaneous hazard ŷ = log h(t | x,w).

For Bayesian learning construct the posterior probability distribu-
tion of the network weights w given the data D = {x(i), y(i)}i=1,n

and predict a new case by

ŷnew = ∫ log h(xnew,w)P (w | D)dw (1)

where P (ynew | x,D) = ∫ P (ynew | xnew,w)P (w | D)dw . A
prior distribution of the weights w is specified so that the posterior
distribution in (1) is P (w | D) ∝ P (w)Πn

c=1P (yc | xc,w).
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Following Neal [8, 9] to make the model more flexible we use
hyperparameters to express the prior P (w) = ∫ P (α | wP (α)dα),
where the two levels priors are gamma distributions. A proportional
hazards model is defined by log h(t,x) = log h0(t) + log h1(x) ,
and the corresponding neural network is of the type shown in Figure
1, with time t and covariates x as inputs.

For a patient i with covariates x(i), the likelihood factor is

exp(−
ti

∫
0

h(u,x(i)du)h(t,x(i))

if she died at time ti , and

exp(−
ti

∫
0

h(u,x(i)du)

if she is known only to have survived to time ti (censored case).
The Hybrid Monte Carlo Markov Chain technique is used to ap-

proximate the posterior P (w | D) [8]. Assuming piecewise constant
hazard, the neural network gives an estimate of h(t,x)for a given x.

4 BUILDING AND VALIDATING THE
PROGNOSTIC MODEL

The choice of the prognostic model builds on results we obtained in
previous work comparing the Cox model to neural networks trained
by backpropagation [14] and both these models to Bayesian neural
networks on simulated data and the current real data set [15]. For
simplicity the term neural network without other specification refers
to a network trained by backpropagation.

To assess the predictive accuracy of prognostic models a com-
monly used summary is the plot of the predictor sensitivity versus
its specificity known as the receiver characteristic curve (ROC), and
the surface under this curve. The c-index suggested by Harrell et al.
[5] is an extension to censored data, and as such it is commonly used
when analyzing data of the type we are considering. The c-index is
the proportion of predictions that are concordant out of all pairs of
patients for which ordering of the survival times can be determined.
Values of the c-index near 0.5 mean that the model is not predictive
while values of c-index near 1 indicate that the model is highly pre-
dictive. Although there are indications that the c-index is robust to
censoring, its distribution remains to be established.

We found that the Bayesian neural network has comparable or
higher predictive accuracy than the two competitors [14, 16] as
reflected for example by the c-index shown in Table 1 for simulated
data and a subset of the current metastatic breast cancer data. To
compute the two intervals of c-index in Table 1 (a) we have applied
100 replicated random splits of 985 cases into training sets of 500
cases each, and we have tested the trained neural networks models
on the remaining sets of 485 cases each [14]. For this subset of the
current data and one less variable, the 1-hidden node neural network
was found to have the highest c-index among all 1-hidden layer neu-
ral networks with n hidden nodes, n = 1, 2 or 3 [14]. Faraggi and
Simon also found the 1-hidden node neural network to be usually
adequate for this type of data [2]. The Cox model is associated with
lower c-index and higher standard error, while the Bayesian neural
network, chosen under rules that will be made explicit, has a c-index
(0.673) in the variability range displayed by the 1-hidden node neu-
ral network (0.682± 0.011). On the other hand the Bayesian neural
networks display higher c-index than their counterparts trained by
backpropagation, for simulated data and n = 1, 4 hidden nodes [16].

A preliminary test of proportional hazards has not been rejected;
Therefore survival curves for different prognostic groups should be

well separated. This interpretability issue has been considered in [13,
14]. To this end each neural network has been subject to the follow-
ing steps (i) Its output was partitioned by a given set of q quantiles
into q + 1 groups (q = 3 or 5, for practical prognosis); (ii) The sur-
vival curves of the q + 1 groups were plotted using nonparametric
Kaplan-Meier estimates and examined for eventual patterns of cross-
ings which would indicate overfitting.

It turned out that the 5-10 Bayesian neural network with two hid-
den layers, the first consisting of 5 nodes and the second 10 nodes,
is among those networks that have yielded distinguishable survival
curves for quantile groups on the real data, and also values of c-index
among the highest.

4.1 Choosing a Bayesian neural network for
survival analysis

The choice of a Bayesian neural network was motivated by the fact
that it has comparable or higher c-index. Since it allows one to draw
well-separated survival Kaplan-Meier curves for the resulting quan-
tile groups, we elected the 5-10 architecture. We chose this architec-
ture to be of the proportional hazard type, and consisting of 5 nodes
for the first part and 10 for the second part of the hidden layer (see
Figure 1).

As in [14, 16] we randomly split the data into a training set of 608
cases and we test the trained Bayesian neural network on the set of
600 remaining cases.

We checked for no significant differences in the distributions of
the variables in the two sets. The c-index we obtained on the test set
is 0.71. To our knowledge, documented values of c-index for other
cancer data of smaller or comparable size analyzed with neural net-
works using different sets of variables are in the range 0.59 to 0.66
with no known assessment of variability unlike results shown in Ta-
ble 1 (c = 0.66 for 475 patients and 4 variables [2], c = 0.585 for
1763 patients and 7 variables, [6]).

4.2 Defining three prognostic groups by
application of a regression tree

The predictions ŷ were analyzed by a regression tree [1] to help inter-
preting which of the 14 variables or combinations of variables are as-
sociated with larger or smaller predicted values. The regression tree
recursively partitions the ŷ’s into groups and the corresponding pre-
dictor space into regions. Cross-validation is used to help in choosing
the right sized tree by pruning.

We ran the regression tree on the training set, saving the test set
to validate our prognostic model. The regression tree is displayed in
Figure 2 (a). The first split divides patients into two groups: on the
left patients with liver metastasis are represented, and on the right
patients with no liver metastasis. Patients with liver metastasis are
further divided into two groups along the coordinate axis LDH ac-
cording to the criteria LDH > 313 (U/L) on the left and LDH≤ 313
on the right, and so on. The leaves of the tree represent groups of pa-
tients whose median predicted survival time is increasing from left to
right, up to small variations. The smallest predicted median survival
is about a year (12.91 months) and the largest about 5 years (58.58
months).

We aimed at the construction of three prognostic groups corre-
sponding to low risk, intermediate risk, and high risk. These groups
could have been defined by cutting the distribution of the predicted
values of survival, i.e. output of the neural network, by the two quar-
tiles (Figure 2 (b)) to get two extreme quarters and the median half.
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Figure 1. A neural network for building a proportional hazards model. The
inputs are the covariates x = (x1, x2, xp), and the time t. The output is the

log hazard. The hidden layer is made of two separate parts: one part is
connected to the time only, and the other to the covariates only. The first part

computes log h0(t) and the second part log h1(x)

Model Architecture c-index

Cox proportional 

hazard

Linear 0.659 ±  0.023 
(1)

Neural Network (NN) 1 hidden node (h.n.) 0.682 ±  0.011
(1)

Bayesian 

Neural Network

1st layer 5 h.n.,

 2nd layer 10 h.n.

0.673 
(2)

NN Architecture Backpropagation Bayesian Learning

1 hidden node (h.n.) 0.755 0.847

2 h.n. 0.791 0.857

3 h.n. 0.793 0.858

4 h.n. 0.790 0.858

(a) Subset of the metastatic breast cancer data

(b) Simulated data 
(2)

Table 1.   c-index of neural network and Cox models for survival

analysis of simulated data  and subset of the metastatic breast cancer

data from the Institut Curie :  (1) refers to results obtained in [14] and
(2) to those obtained in [16]

Although simple and accurate, such prognostic model would be im-
practical to clinicians due to the black box character of the neural
network model. This is why we propose to use the interpretabil-
ity of the leaves in the pruned regression tree and the approximate
monotone scaling of the corresponding predicted survival to con-
struct three prognostic groups from high to intermediate to low risk,
keeping about the ratio 0.25:0.50:0.25 (see also [3, 14]).

Starting from the extreme left we aggregated the three adjacent
left leaves to get a group of 162 patients whose predicted survival is
less than 1.5 years and who account for 26.6% of all patients: This
constituted the highest risk group (C). Starting from the extreme right
we aggregated the four right leaves to get a group of 165 patients
with predicted survival larger than 3 years and representing 27.1% of
all patients: This is the lowest risk group (A). The remainder (n =
281; 46.3%) constitute the intermediate risk group (B) of predicted
survival around 2 years to 3 years.

The regular pruning from bottom up would have yielded groups in
the ratio 0.35:0.14:0.51 instead of 0.27:0.46:0.27. The three groups
A, B and C are identified by three disjoint regions of the predictor
space as follows:

1. The best prognostic group A consists of patients with (i) no liver
metastasis (ii) very long or very short disease free interval, (iii)
LDH < 322 U/l, (iv) Karnofsky score > 60, (v) no adjuvant
chemotherapy.

2. The poor prognostic group C consists of patients with exactly one
of the three following sets of characteristics :

• liver metastasis and LDH > 313 (U/l)

• liver metastasis, LDH≤ 313 and disease free interval from 6 to
24 months

• liver metastasis, LDH≤ 313, disease free interval< 6 or> 24
months, and number of metastastic sites > 2.

3. All other patients are of average prognostic (B).

4.3 Validating the prognostic model

We applied the above prognostic model to the test set and validated
the model. Using the three regions of the predictor space we allo-
cated cases in the test set in three prognostic groups A’, B’ and C’ of
increasing risk that we compare to A, B, and C.

The Kaplan Meier estimates of the survival probabilities displayed
in Table 2 show no difference between the training set and the test
set. For each of the three levels of risk and each time point the 95%
confidence intervals of the survival probabilities for the training and
test sets overlap. The same is true for median survivals which are
45:23:13 for A:B:C as compared to 44:23:15 for A’:B’:C’. On the
contrary the survival probabilities decrease significantly from A to B
to C within the training set, and from A’ to B’ to C’ within the test
set, as the corresponding confidence interval do not intersect within
each set. The survival probabilities also decrease significantly as time
progresses.

We further validated the model by considering the extreme cases
of longest term survivors and shortest term survivors. The group of
40 patients defined by the extreme right branch of the tree has median
survival time of 52 months and the 95% confidence interval (40, 134
months) includes the Kaplan Meier estimate of the survival for the
similarly defined patients in the test set (58 months). These patients
had no liver metastasis, a small number of metastatic sites ( < 2),
low nodal involvement, experienced either very short or long disease
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free interval, LDH ≤ 322 U/l, not received chemotherapy, and were
not in menopause.

Similarly the short term survivors identification (liver metastasis
and LDH > 313 U/l, n = 96 patients) was validated on the test
set: In the training set the median survival is 9 months and the
confidence interval (7, 14 months) includes the survival estimate for
the test set (12 months).
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Figure 2. (a) Regression tree of the Bayesian neural network predictions
based on 14 variables for the training set. Three prognostic groups are

defined so that the groups of low risk patients (A) and high risk patients (C)
constitute about the two extreme quarters and the median half (B) represents
intermediate risk. (b) Distribution of the predictions split in three by the two

quartiles
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Figure 3. Kaplan Meier estimates of the survival curves for the three risk
groups in the test set

n Survival 95% Confidence interval
Low risk A

 Time      12 154 0.91 (0.87 ,0.95)
24 126 0.76 (0.69 ,0.83)
36 99 0.60 (0.53 ,0.68)
60 59 0.35 (0.29 ,0.44)

        Median time 165 45 (39 ,52)

Intermediate risk B
Time     12 228 0.78 (0.73 ,0.83)

24 130 0.45 (0.39 ,0.51)
36 70 0.25 (0.20 ,0.31)
60 32 0.13 (0.09 ,0.18)

        Median time 281 23 (20 ,25)

High risk C
Time      12 87 0.52 (0.45 ,0.60)

24 41 0.24 (0.18 ,0.32)
35 17 0.10 (0.06 ,0.16)
56 5 0.02 (0.01 ,0.06)

        Median time 162 13 (10 ,16)

n Survival 95% Confidence interval

Low risk A'

 Time      12 159 0.93 (0.89 ,0.97)
24 136 0.80 (0.74 ,0.86)
36 101 0.59 (0.52 ,0.67)
60 57 0.34 (0.28 ,0.42)

        Median time 172 44 (38 ,53)

Intermediate risk B'
Time     12 207 0.76 (0.71 ,0.82)

24 129 0.48 (0.42 ,0.54)
36 79 0.30 (0.25 ,0.36)
60 27 0.12 (0.08 ,0.17)

        Median time 268 23 (20 ,26)

High risk C'
Time      12 97 0.59 (0.52 ,0.67)

24 53 0.30 (0.24 ,0.38)
35 30 0.18 (0.13 ,0.25)
56 11 0.07 (0.04 ,0.12)

        Median time 160 15 (13 ,19)

Test set

Training set

Table 2.   Survival  probabilities  and  survival  times in months

in the three prognostic groups  for  the training  and test sets. For

each group and time point or median, the 95% confidence

intervals for the training and test sets overlap.
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5 DISCUSSION

The two-step method using a Bayesian neural network followed by a
regression tree to obtain the above prognostic model may seem com-
plex. However, should neural networks only be favored as approx-
imators of hazard functions of time to events subject to censoring,
the resulting parameters or weights would be difficult to interpret.
Should classification or regression trees be favored as stand alone
method for prognostication, their well known instability would make
interpretation somewhat spurious (for a recent reference on the insta-
bility of trees, see Fridlyand [4]. Recent attempts to link a regression
tree to a neural network are aimed at interpreting [14] or understand-
ing [3] the latter. For the current data, we have experimented both
on survival regression trees alone and on the two-step approach re-
ported here to find that small perturbations of these data can result
in very different series of splits with the first approach but leave the
main structure of the final tree rather stable with the second approach.
We are also investigating alternative methods to reduce survival trees
variance. These few experiments are not reported but we believe that
results of the internal validation we obtained demonstrate the robust-
ness of the two-step method for defining the three risk groups.

In addition to providing accurate prediction, the Bayesian neural
network does not require the kind of ad-hoc fine tuning necessary in
backpropagation to avoid overfitting. However, it does require inten-
sive computation. If the model were to be updated online in the clinic
the approximation of the posterior should be sped up, or perhaps re-
placed in future research by a competitor such as the reversible jump
Markov chain Monte Carlo computation.

The validity of the resulting prognostic model is twofold. First, the
survival distributions are not statistically different across the training
set and the test set for each risk group. Second, within each set, the
difference in survival between the three prognostic groups is highly
significant (p < 10−6).

The resulting prognostic model, i.e. the three risk groups A-C,
uses factors which are readily available in clinical settings, thus it
is amenable to external validation and generalization to other institu-
tions. It is simple and practical for routine clinical use. In the process
of building this prognostic model we obtained also the identification
and accurate survival prediction of the longest term (58 months) sur-
vivors.
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Explanation for causal Bayesian networks in Elvira
Carmen Lacave

�
and F. Javier Dı́ez

�

Abstract. Bayesian networks have proved to be a suitable tool for
diagnosis, specially in medicine, because uncertain reasoning in this
field is based on a combination of causal knowledge and statistical
data. However, a condition for the acceptance of a medical expert
system is the ability to explain the diagnosis. This is a difficult task,
because probabilistic inference seems to have little relation with hu-
man thinking. The current paper focuses on the explanation capa-
bilities of Elvira, a software tool for the edition and evaluation of
graphical probabilistic models.

1 INTRODUCTION

Bayesian Networks (BNs) [8, 12] provide a way to build expert sys-
tems by using probability as a measure of uncertainty. A Bayesian
network consists of an acyclic directed graph (ADG), whose nodes
represent random variables and whose links represents probabilistic
dependencies between them (the lack of a link from � to � repre-
sents a probabilistic independence among them), together with a pro-
bability distribution over its variables that satisfies the d-separation
property [12]. This property implies that the joint probability distri-
bution can be factored as the product of the probability of each node
conditioned on its parents. The probabilities of a BN can be obtained
by human experts’ judgment and/or from the literature on the specific
domain to be modelled. From a mathematical point of view, a Baye-
sian network is just a model for representing probabilistic dependen-
cies and independencies; in this case, a link, considered by itself, has
no meaning. However, when a Bayesian network is built as a model
of a real world system, a link ����� is causal when � is a cause
of � , i.e. when there is a mechanism by which the value taken on by
� influences the value of � . A Bayesian network is said to be cau-
sal when all of its links are causal. There are many reasons for using
causal models in artificial intelligence but the most important are that
since human beings tend to interpret events in terms of cause–effect
relations, causal models are easier to construct and modify and also
more easily understood by users [4, 6, 13, 15]. Moreover, they pro-
vide much more information that non-causal models [13] and there
are some canonical probabilistic models based on causality which
simplify knowledge acquisition and facilitate explanation [1, 4, 5, 7].
Therefore, we will consider only causal models for the definition of
our explanation method.
A finding is a piece of information that states with certainty the value
of a random variable; a finding may be, for example, the assertion
that the patient is a male; other findings might be that he is 54 years
old, that he has a fever, that he does not usually have headaches, etc.
The set of findings is usually called evidence. Probabilistic reasoning
involves computing the posterior probability of the unobserved va-
�
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riables given the findings of a certain case; this process is sometimes
called evidence propagation and is based on the application of Bayes
theorem.

A necessary condition for the wide acceptance and use of Bayesian
expert systems in medicine is that they are endowed with an expla-
nation facility that shows how the results were obtained, or at least
that they are reasonable [16]. However, most users find it difficult to
understand the reasoning process involved in probabilistic inference,
because these methods seem to have little relation with human reaso-
ning. Therefore, in our opinion, a necessary condition for a Bayesian
network to be considered as an expert system is that it is endowed
with some explanation capability. Explanation in BNs may be verbal
or graphical. There are also two levels of explanation, micro and ma-
cro [14]; the former tries to justify the variation of the probability of
a certain node; by contrast, explanation at the macro level analyzes
the main lines of reasoning that led to the conclusions. An analysis of
the characteristics of explanation in expert systems and a detailed re-
view of explanation methods for Bayesian networks can be found in
[9]. There are currently several software packages for the edition and
evaluation of Bayesian networks and influence diagrams. However,
none of them is able to explain the results of evidence propagation
to the user. We have tried to overcome this shortcoming in Elvira3, a
new environment which is under development as a joint research pro-
ject of several Spanish universities. It is implemented in Java, so that
it can run in different platforms. It has a user-friendly graphic inter-
face and algorithms for inference, abduction, learning, and decision
making. The current paper focuses on Elvira’s explanation capability.

2 EXPLANATION IN ELVIRA

Elvira has three main modes: edition (for graphically editing Ba-
yesian networks and influence diagrams), learning (for building a
network from a database), and inference (for propagating evidence).
Most of the capabilities for explanation are offered in inference mode
and some of them also in edition mode. It offers verbal and graphical
explanations at the micro level, such as information about specific
nodes or links. In this paper we describe the main tools that are in-
cluded in Elvira for generating explanations of both the model and
the reasoning.

2.1 Explanation of the model

This kind of explanation is also known as static explanation [7]. El-
vira offers verbal and graphical explanations at the micro level of
given nodes and links and also of the whole network, by way of win-
dows and menus.

	
More information about Elvira at http://www.ia.uned.es/ 
 elvira
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Explanation of nodes The verbal explanation of a given node
contains the following information: name, states, parents and
children, prior odds, posterior odds and other properties, such
as purpose and importance factor. The purpose of a node is
defined by the role played by such a node in the network. In
fact one of the differences between Elvira and other tools is that
nodes are classified into several categories, such as symptom or
disease. However, since it is very difficult to do an exhaustive
classification valid for every domain, the user is allowed to define
other roles according to his/her needs. The importance factor is a
value assigned by the human expert and represents the importance
of that node with respect to the rest of the nodes. This factor is the
same as the relevance factor used in the expert system DIAVAL
for selecting the main diagnoses [2, 3], and is equivalent to the
importance factor of each concept in MYCIN [18]. In Elvira we
use the original term “importance” in order to avoid confusion
with the term “relevance”, which has a specific meaning in the
context of explanation in Bayesian networks. In a similar way to
DIAVAL [3], Elvira also allows the user to navigate across the
network. For the graphical explanation, nodes are drawn with
their name, their states and their associated probabilities. For
example, Figure 1 shows a Bayesian network which contains
one node, Paludism, whose role is diagnostic, and four possible
findings: two risk factors (Blood group and Country of origin),
one sign (Fever), and the result of an analytical Test.

Figure 1. Elvira main window in inference mode

Explanation of links. Another useful option is the automatically
colouring of the links of the network, in order to offer qualita-
tive insight about the conditional probability tables [10]. A neces-
sary condition is that each variable of the link must be ordinal,
which implies that all its values are ordered. Typical orderings are��������� , absent � present, absent � mild � moderate � severe,
negative � positive, etc. In the case of non ordinal variables, the
order of its values is established by a human expert. Then, given
two ordinal discrete variables � and � and a link from � to � ,
this link is said to be positive [17] if higher values of � lead to

higher values of � for all configuration of � , where � represents
the set of the other parents of �
	 Let��
� ��������� ��� ����� ��������� ��� � �!� (1)

for any configuration
�

and
� �

, being

��������� �"�#�%$ �&�(')� �*�#�,+ -/. � $ �&� � �
- � 	 (2)

We define the difference of distributions of a node as:
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and J�K�L �NM � HH
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(3)
If � is a binary variable, Eq 3 is equivalent to016274 �&� � ����� 016274 �&� � � �T�8�%$ � � � � ���U��$ � � � � � �!� 	 (4)

From definition 3, a partial order for the set of distributions can be
defined in the following way:016274 �&� � ��� F 013254 �&� � � ����V 013274 �&� � ����� 013274 �&� � � ��� FIH

(5)
So, we say that � positively influences � if:

A �
-
A �"W A�X if �

- �)�"W�Y 013274 �&� � � - DZX � � 013274 �&� � �*W D[X � (6)

The definition of negative link and null link are analogous. When
the influence is neither positive nor negative nor null, then it is
said to be undefined. If � and � are binary variables, the above
definition implies that link ���\� is positive if and only if$ � � � � �]� D[X � F $ � � � � ��� D6X � for each value X of � . If varia-
ble � represents a cause or a risk factor for � , or � is a test that
detects � , then influence � �^� is in general positive. For this
reason, most of the links are positive in causal networks. Posi-
tive links are coloured in red, negative links in blue and null links
in black. When the influence is undefined, links are coloured in
purple. In Figure 1 we can see that all links are red, representing
positive influences.
Moreover, it is also possible to offer verbal explanations of a se-
lected link. In this case, a new window appears which contains the
origin and destination of the link, the kind of relation it represents
(IS-A, HAS-A, etc.) and the likelihood ratios for each state of the
destination node. This option allows the user to understand the sta-
tes of the origin which better explain each state of the destination.

Explanation of the network The classification of nodes is used
for generating verbal explanations of the whole network. An
example of an explanation for the network of Figure 1 is: ”
The disease Paludism has the following RISK
FACTORS: Blood group, Country of origin,
It presents with the following SIGNS:
Fever. There are several TESTS to confirm
or discard its diagnosis: Test results”.
It is also capable of offering graphical explanations, by explai-
ning all nodes and links graphically, as indicated above. However,
if the network has many nodes, the graphical display of all this in-
formation can be misleading for the user. In this case, he/she can
simplify the explanation, selecting the nodes in the network to ex-
pand, by combining both the role and the importance factor of the
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nodes. This allows the user to display graphically only the nodes
whose importance factor is greater than an importance threshold
and have a given role. Besides, another criteria for simplifying the
network is the usual value of each node. By default, ordinal no-
des have as usual value its first state (for example, absent or no).
However, for the nodes whose usual value is not the first one (low-
medium-high, decreased-normal-increased) the user can select the
usual value.
Figure 1 shows an example of Elvira in inference mode, in which
all nodes are expanded. When a node is expanded, it is drawn as a
rounded rectangle, containing the name of the variable and a line
for each value/state, which displays its name, a bar proportional to
its probability and the numerical value of its probability. The most
probable value is highlighted by a surrounding rectangle. When a
node is contracted it is drawn as an oval only containing its name.
It also can be noted that the main window contains an ex-
planation bar. One of the widgets of this bar displays the
expansion threshold and besides it, there is a button for selecting
one or more purposes. When switching from edition to inference
mode, all the nodes whose importance factor is greater or
equal than the expansion threshold are automatically expanded.
However, the user can later modify this threshold and the purpose
box, which simplifies the graphical explanation. Moreover, he/she
can explicitly expand/contract some nodes by selecting them and
clicking on the corresponding toolbar buttons or by right-clicking
on a node, which opens a contextual menu.

2.2 Management of cases of evidence

One of the specific features of Elvira is its ability for managing seve-
ral evidence cases simultaneously.

Definition 1 Given a Bayesian network � and a certain evidence � ,
an Evidence Case(EC) is a pair � � D $ �

where
�

is defined by the
set of findings of evidence � and

$
are the probabilities associated

to the unobserved nodes.

� �N� � � � �#� ���������
	 D�� $ �� � � �5� ����������� 2 � � ��� �
	 � (7)

There is an special case, called prior case, which corresponds to the
absence of evidence, and whose associated probabilities are then the
prior probabilities of every node in the network.

� ���"� � �#� ��� D�� $ �� �5� ����������� 2 � � � 	 � (8)

� Visualizing Cases. At each moment, there can be several evidence
cases stored in Elvira and one of them is the current evidence
case. A different bar is displayed for each case in the expanded
nodes, although only the numerical probability of the current
case is displayed. The colour of the bars and of the highlighting
rectangles are specific of each case. New findings are added to the
current evidence case and the background colour of the window
changes to gray, so that the user can easily identify the findings
of the current case. All the findings introduced by the user are
added to this case, until he decides to generate a new case or
to select one of the cases previously introduced. Of course, the
user can also remove some of the findings of the current case. In
the case of the prior case, since it does not admit any evidence,
when switching to inference mode, a second case is automatically
generated, in order to store the findings entered by the user.
The explanation bar also holds buttons for generating a new case,

expanding/contracting the selected nodes and for saving a case to
disk. There is also a text field that displays the name and colour
of the current case, together with buttons for navigating across
the set of evidence cases.
In Figure 1 four evidence cases are stored: the first one contains
no evidence; in the second one, the only finding is Severe Fever;
the third case adds a new finding, a positive result in a certain
test; the fourth case corresponds to Severe Fever plus a positive
result in the Test.

Figure 2. Monitor of Cases

� Monitor of cases. If the user also wishes to control which cases
are stored and displayed, he/she can open the monitor of cases
(see Figure 2). This monitor contains two icons for creating
and editing evidence cases (we describe the Editor of cases
below), a Delete button for removing cases from memory, and
the Options button for setting the number of stored/displayed
cases and other properties. Each stored case corresponds to a
file in a three-column table: the first cell of the file contains a
checkbox for indicating whether the stored case is displayed or
not; the second cell is an editable field for introducing the name
of the case; and the third cell allows the user to change the color
assigned to that case.

� Editor of Cases.In Elvira, a finding can be introduced by double-
clicking on the corresponding line of the expanded node or by
opening the Editor of Cases, as shown in Figure 3. A pull-down
menu gives access to the list of variables in the network, so that the
user can enter additional findings. The main utility of this editor
is to enter or remove evidence when the number of variables is
so high that it becomes impossible or cumbersome to display the
whole network on a screen.

2.3 Explanation of cases of evidence

In the explanation bar, there is a button for requesting an explanation
for the current case (see Figure 1), although it can also be obtained
after selecting a certain case in the Monitor of Cases and then clic-
king on button Explain (see Figure 2). In both cases a new window
appears, as shown in Figure 4, which offers the following informa-
tion:

� the name of the case and the evidence associated to it;
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Figure 3. Editor of Cases

Figure 4. Graphical explanation of case Severe Fever

� the probability of evidence, because, especially in medicine, it
helps the user to estimate how often a certain case appears. So,
if the probability of a case is very small, the user can think that the
probability to do an unusual diagnose increases, since the proba-
bility of a hypothesis � given evidence � is inversely proportional
to the probability of evidence.� a panel that shows the results of the sensitivity analysis [8, 15] per-
formed over a certain hypothesis previously selected by the user.
Those results are presented in a table which contains the name of
each of its states together with their prior probabilities, the pos-
terior probabilities and the logarithmic ratio of both probabilities,
i.e. $�� � �E� � ��������� $ � �E� � �$ � ���
	 (9)

We have chosen this function because it is very easy to understand
for any user and it helps him/her to understand how sensitive a
variable is with respect to the evidence. Nevertheless, it can be also
easily changed for those users with an expert level of knowledge
about sensitivity analysis.� a How button to show the user the chain or chains of reasoning

[15] followed in the network from the evidence to the hypothesis.
When this button is pressed, only the paths from the evidence to
the hypothesis are shown to the user. Nodes in those paths are
coloured depending on the kind of influence with respect to the
following definition:
Evidence � of case � influences variable � with values

� � D5	S	 	SD ��
if AEB � ���*	 	 2 	 D � ������� � � � � ��� ������� � � �5� F�� D (10)

where
�

is a value assigned by the user. Moreover, if the influence
exists, it is said to be positive (negative)4 if

������� �"��� � � F � � � ������� � �*� AEB�� ���"	S	 2 	
andJ�K � ���"	S	 2 	*L*������� �*M&� � � F � ������� �"M3� � � (11)

If an order between distributions can not be established the in-
fluence is undefined. The first definition tries to show whether the
probabilities of variable � have changed “enough” or have remai-
ned (almost) unchanged. In such case, Eqs. 10 and 11 define if the
probabilities have increased, decreased or the change suffered is
undefined. In Elvira, positive changes are coloured in red, negative
in blue, and in purple, undefined influences. The nodes with null
influence are coloured in yellow, the same colour that have initia-
lly in Elvira. The definitions are inspired in Wellman’s work on
qualitative probabilistic networks [17]. However, the fact that our
networks contain numerical probabilities and that propagation of
evidence is done by quantitative algorithms allows us to determine
the sign of probability changes in many cases in which Wellman’s
algorithms would lead to “unknown” signs.� Another facility supported by Elvira in order to improve the user
knowledge about the reasoning performed in the network is the
possibility of selecting the case with respect to which the sensiti-
vity analysis is done.� Automatic explanation. Finally, the qualitative explanation offered
by Elvira for a given variable, can also be obtained for every node
in the network. In that case, every unobserved node in the network
is coloured depending on the influences upon its probabilities suf-
fered from the evidence of the selected case taken as reference.

In figure 4 we can see the explanation offered for the case Severe
Fever corresponding to evidence Fever=severe. The hypothesis
selected for doing sensitivity analysis is Country of origin and
below it a table with the results of the sensitivity analysis is shown.
On the left side of the figure, we can see the only path from Fever
to Country of origin. Nodes are coloured with respect to the change
in probability. The colour of the nodes together with the colour
of the links make the results much more comprehensible for the
user. So, since the influence from Fever to Paludism is positive
and we have Severe Fever, it can be observed that probability of
having Paludism=yes has increased, although Paludism=not is
still much more probable. On the other hand, although influence
from Paludism to Country of origin is undefined, we can see that
it is coloured in blue because value country1, corresponding to the
“absent” state, is the most probable one.

3 APPLICATIONS

We have applied Elvira to debug HEPAR II [10, 11], an expert system
for the diagnosis of liver disorders, based on a Bayesian network that�

For binary variables, this is equivalent to check if ��������� ��� is greater, less
or equals to ��� ���!�#"
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models a portion of the domain of hepatology. The structure of the
model was built with knowledge obtained from the medical literature
and conversations with three domain experts, and the numerical data
from a clinical database. Thanks to the explanation facility of Elvira,
it was possible to find a justification for some of the negative links,
while in other cases, a reexamination of the data set led to modifying
the structure and parameters of the network [9].

Currently, it is being used for designing and evaluating PROSTA-
NET, a network used to help urologists to diagnose the presence or
absence of prostate cancer. In this case, the elicitation of probabilities
is being made by requesting them to the urologists because medical
literature has almost no numerical data for our needs and, therefore,
explanation facility is being very helpful. For example, we have no-
ticed that the expert used to think of a certain influence between two
binary nodes � and � . However, let us consider a very common case
in which node � has more than two states (three, for instance), one
more binary parent � and other parent

0
with three states. In this

case, the elicitation of probabilities for node � is very difficult be-
cause the expert must think of every possible situation (48, in this
example) and it is quite complicated to assign all data correctly. In
fact, sometimes, when Elvira shows the colour of influence, we saw
that it was different from expected. Without such a tool the expert
perhaps would have never noticed that probabilities were wrong. On
the other hand, since the network has many nodes to be expanded,
the possibility of selecting those that play certain roles and/or are
the most important is being very useful for the urologists in order to
analyse graphically the results produced by the system.

4 CONCLUSION

The ability to explain the reasoning performed by a Bayesian net-
work is a key factor for the acceptance of Bayesian expert systems,
due to the fact that algorithms for probabilistic inference are quite
different from intuitive human reasoning, at least apparently. In this
paper we have described the explanation capability of Elvira, a soft-
ware tool for editing and evaluating graphical probabilistic models. It
consists in explaining both the model represented by the network, in
order to improve the user knowledge about the domain and to assist
the knowledge engineer to debug the model, and the reasoning per-
formed by the system. The explanations are generated both at micro
and macro level, which permits the user to do the analysis at diffe-
rent levels of detail and to adapt explanations to his/her expectations.
Verbal explanations are useful because some kind of users prefers
them. However, graphical explanations are more powerful and com-
prehensible in general. As indicated above, the colouring of nodes
and links allows the user to analyse the structure of the model and
the probabilities assigned to each node. The possibility of simulta-
neously displaying the probabilities associated to different evidence
cases permits the user to observe the variations in the probability due
to the addition or removal of specific findings. The comparison of
different evidence cases may also be useful for studying different pa-
tient cases, by creating one case for each one. It may also be useful
for analysing one patient, associating one or more findings to a case
in order to determine ones have been more influential in the final
diagnosis. Moreover, Elvira permits to easily perform hypothetical
reasoning, which allows human experts to predict the impact that ob-
serving each of the possible values of a given variable would have
on the network. Finally, the possibility of showing the chains of rea-
soning allows the user to focus only in the paths through which the
evidence flows. Although explanations offered by Elvira helps the
user to understand the results obtained better, a lot of research is still

necessary at this stage.
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Abstract. Case-based prognosis is a method to predict a patient’s
future course of disease. It is based on comparing the past and present
observations on his condition with similar information from patients
that were seen on earlier occasions. The observed outcomes of these
patients can then be used to make a prognosis for the patient that is
currently treated. It is often however not the raw observations, but de-
rived temporal properties from these observations that are important
to predict the future course of disease. This paper presents an ap-
proach to case-based prognostic reasoning that explicitly considers
such temporal properties in the comparison of cases: qualitative and
quantitative temporal abstractions of the data are taken into account.
The approach was applied in a prototype decision-support system in
the domain of chronic pulmonary disease.

1 INTRODUCTION

Decision making in medicine relies on the possibility to foresee the
consequences of one’s actions – that is, to make a prognosis. A natu-
ral and intuitive way of doing this is to compare the patient currently
under treatment with patient histories from the past. This type of rea-
soning is formalised in case-based reasoning (CBR), the procedure
of making inferences from individual past experiences [4]. CBR is a
method for decision support that is mimicks the way clinicians think,
and it is therefore easily accepted by them.

When a CBR system is built, the major problem is to find a suitable
way to compare two cases and decide if they are similar enough to
start making inferences. The standard way of solving this problem is
to design a similarity measure, a function that expresses the amount
of resemblance between two cases on a numerical scale. Inferences
are then made, for instance, from the past case having maximum sim-
ilarity with the current problem, or from all cases whose similarity is
above a given threshold.

In a prognostic decision-support system, designing a similarity
function boils down to finding patient-related factors that have sig-
nificant impact on the future course of disease, and determining their
relative importance. Generally, a large number of factors related to
the patient’s condition and medical history have prognostic value of
this kind. However, it is frequently the case that the course of dis-
ease over time is even more important to predict the patient’s future.
Indeed, many doctors will mainly consider an observed progression,
stabilization, or decline in physical condition when making a prog-
nosis. So, it is often not the raw data, but derived temporal character-
istics of the data that have most prognostic value.

The above observations especially apply to patients having a
chronic or semi-chronic, lengthy disease. These patients keep vis-
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iting their doctor permanently from the disease’s onset, and with
each visit, their condition is examined through a variety of diag-
nostic procedures. Comparing cases therefore amounts to compar-
ing sequences of observations. However, we may have started ob-
serving patients in different stages of their disease, and the pace
of their diseases’ progression may vary. Simply matching the avail-
able obervations may then give false predictions. Furthermore, the
number of visits as well as the visiting frequency may differ among
patients. A straightforward comparison is then impossible, as the
amount of available information differs per patient. So again compar-
isons should not be made on the basis of raw data but from derived
regularities over time.

In this paper, we present an approach to overcome these problems
by integrating case-based prognosis with temporal data analysis. In-
stead of comparing patients on the basis of raw data, we compare
abstract summaries from their disease history. The measure of re-
semblance increases if the same type of development is seen in two
cases. Our approach was implemented and tested in a prototype sys-
tem that supports pulmonologists in treating patients with idiopathic
pulmonary fibrosis (IPF), a chronic and progressive lung disease.
IPF is a rare disease, and little is known about its underlying causes
or about possibilities to halt its progression. It presents the treating
physicians with difficult decisions that are surrounded by uncertainty,
and therefore computerised decision support was requested by them.

The paper is organised as follows. In Section 2, we give an intro-
duction to the IPF domain and briefly describe the basics of case-
based reasoning (CBR). Section 3 describes the data representation
and the retrieval algorithm in the domain of a chronic disease. We
also show the problems that occur in the similarity measure and
present our TRAINS approach a solution to these problems. In Sec-
tion 4, we describe how we used this approach to implement the pro-
totype decision-support system, and present the results of a prelimi-
nary evaluation of this system. In Section 5, we summarise the main
results of our work and discuss related work in the field.

2 BACKGROUND

We now give a brief introduction to the clinical domain of treating
IPF patients and the decision problems that occur in this domain. We
also describe the basics of case-based reasoning and explain why this
method is appropriate in the domain under study.

2.1 Idiopathic Pulmonary Fibrosis

Idiopathic pulmonary fibrosis (IPF) is a chronic, irreversible lung dis-
ease with very bad prospects. The median survival after the diagnosis
has been established is 2.8 years, with a 10-year survival of less than
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10% [3]. Due to impaired mechanics of breathing, IPF patients get
exhausted quickly. Even the smallest exercise might lead to severe
dyspnoea (shortness of breath).

Due to continuous inflammation of the lung tissue and a distorted
process of wound healing, the lungs contain an abundant amount of
‘scar tissue’. The exact causes and the underlying pathological pro-
cesses of IPF are yet unclear. Therefore, it is difficult to find an effec-
tive treatment to slow down the fibrosing process. The best treatment
is a lung transplantation, but unfortunately there are only few donor
lungs available and for many patients this operation would be too
risky given their clinical condition.

IPF is a rare disease. In the Netherlands the diagnosis of IPF is
established in fifteen new patients (on average) per year, which are
almost all treated at the Academic Medical Center (AMC) in Ams-
terdam. They are treated and examined according to a local standard
protocol. Every three months the patients undergo a series of exami-
nations. They are treated with prednisolone (a drug used against se-
vere inflammations), starting with a high-dose ‘boost’ followed by
continuous low-dose treatment. The aim of the treatment is to re-
duce the amount of inflammation and to halt the fibrosing process.
This can be especially helpful for patients who are awaiting a lung
transplantation. No positive effect of prednisolone has been proven
in a randomized clinical trial, but in some patients a slow-down of
the fibrosing process has been reported [9]. Prednisolone however is
known to cause severe side-effects, hindering the patients even more
in their activities of daily life than IPF itself.

It is important to have an estimate of the patient’s prognosis and
the treatment effects in advance: sometimes the beneficial effects
of the treatment (slightly increased survival time) do not outweigh
the side-effects of prednisolone. Currently it is difficult to predict
what effects (beneficial and adverse) of the treatment will occur for
a given patient. We have studied the possibilities to deliver comput-
erised support in these decisions with case-based reasoning.

2.2 Case-based Reasoning

Case-based reasoning (CBR) is an instance-based reasoning method
that stems from the field of Artificial Intelligence. The assumption
underlying this method is that similar problems have similar out-
comes, if the same solution is applied. A case consists of a descrip-
tion of the problem, the applied solution and the outcome that fol-
lowed. The cases are stored in a case base.

The following reasoning steps can be distinguished [1]: in the re-
trieval step the problem description of a new problem is compared to
those of known problems. The (most) similar case is retrieved (note
that also more cases can be retrieved). In the reuse step the solution
of the retrieved case(s) is reused and optionally adapted to the prob-
lem at hand. In the revise step the effects of the retrieved solution in
the new problem are analysed. In the retain step the data of the new
problem, the applied solution and the outcome are stored in the case
base. In this manner the amount of available cases increases over
time. In this paper we focus only on the retrieval step.

To obtain a prognosis for a patient, CBR can be used as follows.
We consider all data this is available on a new patient currently under
treatment as a problem description. Now, for all patients that were
previously seen, similar type of problem descriptions are made. Each
of these descriptions consist of all available data up to some time
point � . The treatment given at time � is considered to be the solution
then applied, and all data that was gathered after time � represent the
associated outcome. If the problem description is sufficiently similar
with the problem description of the new patient, the outcome can

be used as a prognosis for the new patient, provided that the same
solution is applied (i.e. the same treatment is given).

The core of the retrieval step is determining the degree of similar-
ity between the problem descriptions, using a similarity measure. We
assume that the data are represented as attribute-value pairs. We de-
fine ������� �	��
	
	
�� ���� ������� as a set of variables called attributes.
An attribute-value pair is described as ����� ������� where ���! "� and ���
is the value for attribute � � . We define a case # as a triple �%$ �'&(��)*�
where $ is the problem description and $,+-� .

In this paper we use a distance-based numerical similarity mea-
sure, derived from the power metric [10]. In this metric the degree
of similarity between two cases (or, more precisely, the distance, i.e.
the inverse of the degree of similarity) is determined as follows. For
all attributes the local distance between the cases is determined. The
global distance between two cases is calculated as the weighted sum
of these local distances:

.0/21(35476�8	9 �:# �	� #<; � �
= > �@? �

=BA ��C .0/21�3<D�E � � � ���F� �@; �HGJI	G"KL= > �M? �

A I� G"KL (1)

where
.0/21�35476N8�9 �:# ��� #<; � is the global distance between cases # �

and #<; , .O/21(35D�E � � � ���F� �M; � describes the degree of similarity between# � and # ; with respect to attribute � � , and

A � is the weight attached
to attribute � � .

We have chosen to use CBR for the decision-support system in the
IPF domain for three reasons. First, the available amount of data is
small, because IPF is a rare disease. That makes it difficult, if not
impossible, to build a model from these data. The second reason to
use CBR is the small amount of available knowledge about the dis-
ease. This hinders the building of a knowledge-based model. In CBR
however it is not necessary to model knowledge explicitly (although
some implicit knowledge is present in the similarity measure). The
third reason for choosing CBR is the nature of the method. It closely
resembles the way of thinking of the physicians themselves (they
see a patient, remember a previous similar patient and remember the
course of the disease of this patient). This made the method attractive
to the physicians because they were able to ‘follow’ the reasoning
steps of the system.

3 TEMPORAL ASPECTS IN CBR

In Section 1 we stated that comparing cases in the domain of a
chronic disease amounts to comparing sequences of observations,
with possibly different lengths. This necessitates adaptations to the
standard CBR methods. In this section we first present a general data
representation for the data collected on chronically ill patients. Then
we discuss case retrieval; due to the structure of the data, this is a
nontrivial task in these domains. Then we show where problems with
temporal aspects occur in the retrieval step, and present our TRAINS
approach which aims to solve these problems.

3.1 Representation of the data

The data of a patient with a chronic disease is stored in a record. A
record can be split into two parts. In the fixed part, data is stored that
is recorded only once (e.g. gender, date of birth). In the dynamic part,
data that can vary over time is stored (for example laboratory values
or results of a lung function examination). For each visit the patient
pays to the physician, the data are stored in a subrecord. Together
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the subrecords form the dynamic part of the record. In Figure 1 this
is visualized in the metaphor of a train: the fixed part of the data is
stored in the locomotive and for each visit a wagon is coupled.

fixed
part

subrecord
visit 1

subrecord
visit 2

subrecord
visit n

dynamic part

Figure 1. The datastructure

As was mentioned in Section 2.2, retrieval of cases takes place
based on problem descriptions. In our data representation, a problem
description is constructed from the data of the locomotive and all
subrecords up to some time point � ; this is called the current visit.

3.2 Retrieval of similar cases

Recall from Section 1 that there may be differences in disease stage
at inclusion, in the total number of visits to the doctor, and in the
length of the visit intervals between patients. For these reasons, a
simple one-to-one comparison of subsequent subrecords in two prob-
lem descriptions could be misleading, as it may conceal underlying
resemblance in the disease progression. Our solution is to vary the
number of subrecords included in the problem description. That is, if
we compare a new patient with a patient from the case base, we con-
struct multiple problem descriptions from the stored case by varying
the ‘current visit’. The first two subrecords are always included (oth-
erwise we cannot detect changes over time) and the last subrecord
is always left out (otherwise we cannot construct a prognosis). In
Figure 2 this retrieval algorithm is shown; it returns the � nearest
neighbours of a given problem description � .

Figure 2. Retrieval algorithm

Procedure RetrieveSimilarCases ��� � � �
For all records in the case base do:

For all subrecords � (except the first and last) do:
Make a problem description ��� based on � ;
Determine degree of similarity between � and � � ;
Store this degree of similarity;

Retrieve � combinations with highest degree of similarity.

The algorithm iterates over all records in the case base. Within
each iteration, for all subrecords (except the first and the last) a prob-
lem description is made, comparison to the problem description of
the new case takes place, and the degree of similarity between them
is stored. After this has been done for all records, � cases with the
highest degree of similarity are retrieved. Theoretically, it is possible
to retrieve multiple cases from the case base associated with a sin-
gle patient (but different time points). In practice, we usually want
to avoid this, and restrict to one retrieved case per patient. The prog-
nosis for the new patient can now be derived from the data in the
subrecords following the ‘current visit’ of the retrieved cases.

3.3 Temporal Aspects in Similarity

As described above, problem descriptions extracted from records in
the case base consist of attributes from the locomotive and from all
subrecords up to the ‘current visit’. The number of subrecords may

differ from the number of subrecords in the problem description that
stems from the patient that is currently treat, and for whom we wish
to make a prognosis. Therefore, the standard distance-based function
from Equation 1 cannot be applied to determine the degree of simi-
larity between these two problem descriptions.

To alleviate this problem, we have developed the TRAINS (Time-
Related Aspects INcorporated into Similarity) approach. It is impor-
tant to arrive at a fixed number of attributes in problem descriptions,
independent from the length of the past. As the difference in the num-
ber of attributes pertains to data from the disease course in the past,
these data have to be summarized to a fixed number of attributes.
The summary can then be used in the problem description, instead
of the raw data contained in the subrecords. Then we arrive at the
comparison that is visualized in Figure 3.

fixed
part

subrecord
visit 1

subrecord
visit 2

subrecord
visit 3

subrecord
visit 4

subrecord
visit 5

summary

problem description outcome

fixed
part

subrecord
visit 1

subrecord
visit 2

subrecord
visit n

summary

problem description

current visit prognosis

Figure 3. Retrieval in the TRAINS approach

To obtain a summary of the course of the disease, one or more
variables have to be chosen from which the course of the disease can
be derived. Then an appropriate method to abstract the data has to be
selected. In the choice of the important variables and the abstraction
method the role of the field experts is very important, because they
can select the clinically relevant attributes.

Numerous techniques, both from the field of Artificial Intelligence
and statistics, are available in order to conduct temporal abstraction.
Almost all methods for temporal abstraction can be used in our ap-
proach as long as they yield a (preferably small) set of attributes de-
scribing one or more temporal aspects of the data. In [7] we present a
more detailed description of possible methods for temporal abstrac-
tion and the method used in the IPF domain.

4 APPLICATION IN THE IPF DOMAIN

Based on the TRAINS approach we developed a prototype system
to deliver decision-support in the IPF domain. In this section we de-
scribe how we obtained the attributes for the similarity measure that
is used in this system, we give an example how the system can be
used in daily practice, and we present the results of a preliminary
evaluation.

4.1 Attributes in the problem description

In the selection of attributes for the problem description, the physi-
cians have played an important role. Their knowledge, based on ex-
perience in practice, was valuable for two reasons. First, only data
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of few patients was available, so it was not possible to derive gen-
eral knowledge from the data without any background knowledge.
Second, the large number of variables collected in the protocol (160
clinical variables every three months per patient) had to be reduced to
a smaller set of useful predictors, in order to easen the development
of a similarity measure and to avoid the risk of overfitting.

The relevant attributes from the locomotive and the data in the
wagons were selected in three steps. First, we conducted a litera-
ture study to identify attributes that were found to relevant for the
prognosis of IPF patients in scientific research; this yielded a list of
34 attributes. Second, all pulmonologists treating IPF patients in the
AMC filled in a questionnaire; they were asked to indicate which at-
tributes they used when making a prognosis for a patient. They could
also attach a weight to the attributes they selected. This resulted in a
second list of 41 attributes. Third, in a meeting with these physicians
both lists were compared and merged; also the weights were adjusted
if necessary. The resulting 44 attributes were used in the similarity
measure; for each of these attributes a local distance measure was
determined, again in close co-operation with the physicians.
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Figure 4. An example course of DLCO over time.

The attributes for the summary have been selected as follows. Ac-
cording to the physicians the course of the lung function is the best
descriptor of the course of the disease in general. The ‘course of the
lung function’ is still a general term, but the attribute of ‘diffusion
capacity for CO (DLCO)’ gives a good indication of the course of
the lung function. Therefore we have chosen to use this attribute as a
basis for the summary. In Figure 4 we have depicted the course of the
DLCO over time for a typical IPF patient. The points are observed
data values.

Given a sequence of DLCO values, a model was fitted to sum-
marise its course over time. The parameters of this model were then
used in the comparison of problem descriptions. IPF is a chronic,
progressive, irreversible disease. This is reflected in the course of the
DLCO as follows: the disease episode is continuous (i.e. chronic),
the lung function worsens over time (progressive) and in general the
lung function will not rise (i.e. irreversible). Based on these charac-
teristics, we decided to use a fitting function of the form:

��� # ) �������	� � �
��� ; �� �

With this function both the linear and the asymptotic component of
the function can be taken into account. The parameters � � , � � and � ;
are used as attributes in the summary. In Figure 4 the line represents
the fitting function for this patient.

In IPF patients an increase in lung function does not occur spon-
taneously, but can take place as a reaction on the treatment. This is
important with respect to the expected survival and the possibility
of a lung transplantation. Therefore, with each patient was recorded
whether he or she received a high-dose medicinal ‘boost’, and if so,

when. Furthermore, a treatment reaction was defined to be an in-
crease in DLCO of at least 5% within three months (to exclude small
variations due to other causes). And finally, if an increase was seen,
a relapse was defined to be later decrease in DLCO of at least 5%
within three months. According to the physicians, repeated increases
in DLCO after a relapse do not occur.

Altogether we created eight attributes for the summary, four of
them describing the fitting function and the deviation of the real data
to the fitting function and four of them describing aspects of a reac-
tion on the treatment. With these attributes, the course of the disease
in the past has been described on a higher level than the raw data.

4.2 STIP: Supporting Treatments in IPF Patients

We have developed a prototype system that delivers decision-support
in the treatment of IPF patients, which is called STIP: Supporting
Treatment in IPF Patients. If the physician wants to make a prognosis
for a patient, for example to prepare a consultation, the following sce-
nario is pursued. The physician first enters the patient number. Some
basic information on this patient (general patient data such as gender,
and information about the latest visit) is presented to the physician to
remind him of the basic details of the patient.

Now the most similar patients are retrieved by the algorithm pre-
sented in Section 3.2. We have chosen to retrieve all cases with a
degree of similarity within a given distance (for example 0.10) and
to retrieve at least 5 cases. The physician obtains a list of these cases
and the associated degrees of similiarity with the current problem;
he may retrieve more information on cases in the list by selecting
them on the screen. This information consists of general patient in-
formation, data about the visit that has been selected, and data about
the visits that followed. With the former two elements the physician
can verify whether the retrieved case is indeed similar to his current
problem. As explained in Section 2.2, the latter part can be used to
make a prognosis for this problem; this may require some adaptation
to the current situation. We have chosen not to implement this adap-
tation step in the system, but to leave it to the user. Because multiple
cases are retrieved, different prognoses for the course of the disease
can be derived. The physician should determine which prognosis is
most likely to be true. Here the degree of similarity of a case plays
an important role: the higher the degree of similarity, the more likely
it is that the associated prognosis is true.

4.3 Evaluation

To evaluate the appropriateness of CBR in this domain and to find
out the added-value of the summary in the problem description we
carried out a small evaluation of the system.

Using the leave-one-out method we analysed the accuracy of the
predictions of the systems in several experiments. The outcomes of
the retrieved cases were abstracted to one outcome by the mean pre-
diction, weighted by the degree of similarity of the retrieved cases.
This abstracted outcome was compared to the observed outcome. The
outcome measures expressed whether a patient survived a certain pe-
riod (for example 6 months). The accuracy of the predictions was ex-
pressed using ROC curves. Table 1 shows the areas under the ROC
curves (AUC) that resulted from two experiments we conducted.

The columns show the results for the survival at 3, 6, 12, 18 and 24
months respectively. In the first experiment we have analysed the ac-
curacy at the moment of inclusion of the patients (i.e. no data about
the course of the disease are known). For the survival after 3 and
6 months no AUC could be determined, because the number in the
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Table 1. Area under ROC curve

Experiment S3 S6 S12 S18 S24
At inclusion - - .745 .733 .791
General algorithm .460 .507 .589 .592 .547

group of non-survivors was too small. We conclude from these re-
sults that STIP is able to predict the long-term survival of patients
who have just started. This result has clinical importance, because it
gives an idea whether the patient will survive the waiting time for a
lung transplantation. In the second experiment we have used STIP for
all cases and followed the algorithm as described above. From these
outcomes we have to conclude that the added-value of the summary
in the prediction of survival has not been proven yet. A more detailed
description of STIP and the evaluation can be found in [6].

5 DISCUSSION AND CONCLUSION

The results of the evaluation have not shown the added-value of the
summary yet. A closer look at the values of the attributes in the sum-
mary that are achieved has to reveal whether the course in the past
does not have any added-value or whether other attributes should be
taken into account in the summary (which is more likely). The per-
formance of STIP in general will probably benefit from a further re-
duction of the number of attributes in the total problem description.
Perhaps a further abstraction of the patient’s state based on raw data
leads to better results. Such a score does not exist yet, but this can be
created in close co-operation with the physicians. During our experi-
ments the weight of the attributes were set on the initial weights given
by the physicians. Further optimization of the weights and compen-
sation for interaction between attributes might lead to better results.

In our approach we have used a combination of quantitative and
qualitative elements. In fact we have transformed our cases into a
multidimensional space (one dimension per attribute) by means of
qualitative methods and (in line with the k-NN algorithm) we re-
trieved the nearest neighbours in this space. Also in the summary of
the course of the disease in the past the combination of qualitative
and quantitative approaches is used.

The application of standard CBR methods in several clinical situ-
ations have provided insight into their capabilities and has rendered
research and application into more challenging situations opportune.
Handling temporal aspects comprises such a challenge and has been
addressed in some recent publications. In [8] a prognostic system
(ICONS) for patients at the ICU with renal failure is described. Based
on the renal function of the past seven days a prediction for the next
two days is made. Data collected is abstracted to one attribute de-
scribing the state of the patient. This qualitative measure is then anal-
ysed over time, using a form of pattern analysis. In ICONS fixed in-
tervals of seven days ate taken. Therefore it is not necessary to cope
with the problem of describing series of different lengths as in our
situation. In [2] the application of a method for obtaining tempo-
ral summary measures in monitoring diabetes patients is described
(which has been used later in [5] in CBR). The temporal data is ab-
stracted into clinically-relevant episodes which are then serached for
matches with predefined temporal patterns. The work also makes use
of the fact that a beginning of a day also forms a natural start of a
new metabolic cycle thus facilitating the analysis. In our work the
summaries are also clinically oriented but are not meant to match
predefined patterns. Instead, our summaries are meant to be used in
similarity measures of other series. In addition we do not have “an-

chor points” in the series (such as the beginning of a daily cycle)
hence characteristics are meant to be used to compare series of dif-
ferent lengths.

In this paper we have presented an approach to overcome the prob-
lems that occur when case-based reasoning is applied in a domain in
which the temporal aspects are crucial. The main characteristic of our
approach is the possibility to abstract temporal data to a fixed number
of attributes, independent from the length of the time period the at-
tributes describe. We have developed a prototype-system for the IPF
patient, which is a typical example of these domains. Based on the
results of the evaluation, further research will be necessary to find the
optimal set of attributes in the summary and the problem description
in general.

Our approach has been developed to use CBR in the IPF do-
main, but more chronic, rare diseases exist in which CBR might offer
the solution to deliver decision-support. Also in these domains, the
TRAINS approach can be applied to overcome problems with tempo-
ral aspects of the data. In such applications, background knowledge
is required from field experts to select predictive variables and to
design suitable temporal abstraction methods. Our approach thus fa-
cilitates integration of background knowledge with predictions from
the data.
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Verifying Clinical Criteria for Parkinsonian
Disorders with Decision Trees

Petra Povalej1   and   Peter Kokol1   and   Bruno Stiglic1   and
Irene Litvan2   and   Dušan Flisar3

Abstract. The use of artificial intelligence techniques, particularly
machine learning, is a common practice in various medical
applications. The possibility for an expert to verify and evaluate a
decision tree is the major advantage of using this machine learning
method, especially for medical diagnostics.

In this paper we explore the use of a machine learning method
based on decision trees for verifying clinically established
diagnostic criteria and also for seeking new criteria in different
autopsy-confirmed Parkinsonian disorders. Since differentiating
various types of Parkinsonian disorders can often present great
difficulties due to the overlapping of clinical signs and symptoms,
we present a strategy for extracting additional attributes from our
database to differentiate among these movement disorders.

From the clinical point of view, we obtained interesting
results that confirm the importance of already established
diagnostic criteria, but we also found some attributes (signs and
symptoms) which deserve closer clinical observation. Our work
confirms that artificial intelligence provides a potentially powerful
tool in the future research into clinical criteria for particular
diagnosis, and that this field of neurology definitively deserves
further exploration. The compatibility of results obtained by our
artificial intelligence method with those from already established
clinical criteria speaks in favour of the validity of our method.
Confidence in our methods is very important for future research in
this field.

1 INTRODUCTION

Many automatic knowledge acquisition tools such as neural
networks, decision trees, genetic algorithms and hybrid systems
have been evaluated on different medical databases [4]. We
decided to use the decision tree method on a database containing
subjects diagnosed with different autopsy-confirmed Parkinsonian
disorders. Our primary goal was to compare the attributes (clinical
signs and symptoms) selected by the algorithm with the established
clinical criteria for the particular diagnosis. The second goal was to
get an impression of the validity of the method for future work on
other databases where diagnostic criteria are not yet established.

From a medical point of view, clinical diagnosis often results
from a combination of clinical signs and symptoms observed in a
particular patient. This is especially true for neurodegenerative
disorders. Some of these clinical signs and symptoms must be
present (inclusion criteria) and some must be absent (exclusion
criteria) in order to make a proper diagnosis.

1 University of Maribor – FERI, Laboratory of System Design, Smetanova
17, SI-2000 Maribor, Slovenia

2 Henry M Jackson Foundation, Cognitive Neuropharmacology Unit,  The
Champlain Building, 6410 Rockledge Drive, Suite 600, Bethesda,  MD
20817-1844, USA

3 Neurology department, General Hospital Maribor, Ljubljanska 5, Sl-2000,
Slovenia

Combination and selection of these criteria is an ongoing process
in medicine. A new disease is usually first observed and described
by a physician and later confirmed in the medical community by
similar cases. With the continuing progress of medicine, new
criteria are added and some old ones removed as unimportant or
less important. These changes are generally proposed by experts or
a group of experts in the particular field of medicine and later
supported by statistical methods. When a specific chemical, genetic
or pathological marker for some disorder becomes available (a gold
standard), it represents a firm ground on which the final diagnosis
can be confirmed or refuted. On the other hand, this gold standard
also allows us to look retrospectively at the importance of different
accepted clinical criteria and to look for new ones that were
neglected. In the field of neurology there are some major medical
centres where brain banks are established for this purpose, and
where brains of deceased patients are kept together with their
medical records. The resulting combination of pathological data,
which is the gold standard in this situation, with the corresponding
medical records, promotes research in this field.

 In our work we used a database collected by Dr. Litvan when
she was at the National Institute of Neurological Disorders and
Stroke (NINDS).

2 DATA COLLECTION

Our database included 85 pathologically confirmed patients with
different Parkinsonian disorders, each of them characterised by 242
clinical attributes. These attributes describe each patient’s general
characteristics (such as gender, age, etc.), clinical signs and
symptoms recorded during the patient’s first and second visit to the
specialist (such as tremor, speech problems, hallucinations,
frequent falling, etc.) and pathologically confirmed diagnosis. The
patients had one of the following diagnoses: CBD – Corticobasal
degeneration (13 cases), DLB – Dementia with Lewy Bodies (14),
MSA – Multiple system atrophy (15), PD – Parkinson’s disease
(11), PICK – Pick’s disease (8) and PSP – Progressive
supranuclear palsy (24). Our database was relatively small, but
there are currently no larger databases available consisting of such
detailed clinical records and confirmed pathological diagnoses.

A small number of subjects with a large number of attributes
and many possible outcomes (diagnoses) was a situation calculated
to cause difficulties in the learning and generalisation of decision
trees. However, our objective was not only to find a set of
attributes that were sufficient for distinguishing one diagnosis from
the others, but also to find some attributes that were characteristic
of the particular disease, although not as obvious at first sight.

With these objectives in mind, we performed a series of
experiments that will be presented in the following sections. First,
however, let us briefly describe the method of classic decision tree
induction.
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3 DECISION TREES   

Inducing a decision tree is a form of machine learning, where we
extract knowledge from a set of examples (objects) and present it
in the 2-dimensional form of a decision tree [1].

A decision tree is inducted on a training set, which consists of
training objects (instances). Every training object is completely
described by the set of attributes (variables) and the class
(decision). Attributes can be numeric or discrete, but numeric
attributes are not suitable for learning a tree. Therefore, they must
be mapped into a discrete space. Different approaches to the
discretization of numeric attributes will be described in the
following sections.

There are two types of nodes in a decision tree: internal and
external nodes. Each internal node (non-terminal node) contains a
test of a specific attribute value. External nodes (terminal nodes,
decision nodes, leaves) are labelled with a class, which represents a
decision. Nodes are connected with edges (links). Edges are
labelled with different outcomes of a test performed on an attribute
in a source node (see Figure 1).

Constructing a decision tree involves a process of searching
through the attributes (variables, symptoms, signs) of the training
cases and extracting the attribute that best separates the given
examples. This attribute has the largest information gain at the
particular decision point (node). The information gain tells us how
well a given attribute separates the training examples according to
their target classification (diagnosis in our case). In other words:
information gain obtained by selection of an attribute is a measure
of reduction in entropy caused by separation of examples according
to this attribute.

The algorithm uses a greedy search, which means that it picks
the best attribute and never looks back to reconsider earlier
choices. The decision tree is therefore trying to make a radical
order.

The tool we used is MtDecit 3.0 [2]. It follows the same basic
principles as many other decision tree building tools, but
additionally, it implements different methods of numeric attribute
discretization.

3.1 Discretization of numeric attributes

One of the most often addressed issues in the building of decision
trees involves dealing with continuous (numeric) attributes.
Continuous attributes must be replaced by discrete attributes,
where each discrete value corresponds to a subinterval of the
continuous attribute. Finding lower and upper limits of these
subintervals is, therefore, a task that must be performed before the
attribute can be used. If those limits are not determined carefully,
then we will lose all the information that the attribute would have
provided, had the limits been carefully selected. Consequently,
decision tree induction can vary greatly according to the type of
continuous attribute discretization.

We used the following types of discretization implemented in
MtDecit 3.0 [3]:

• Equidistant discretization is the most primitive method for
splitting the interval into equidistant subintervals. This
approach is inadequate, since it considers neither the
nature of the attribute nor the distribution of training
objects.

• Threshold discretization splits the interval into two
subintervals by determining a threshold with the help of an

information gain function and training objects. The
drawback of this approach is that it tries to picture the
world as merely “black or white”, since it always splits the
interval into two subintervals.

• General dynamic discretization is performed before we
start building a decision tree. This technique first splits the
interval into many subintervals, so that the value of each
training object has its own subinterval. In the second step it
merges smaller subintervals labelled with the same
outcome into larger subintervals. In each of the following
steps three subintervals are merged together: two
“stronger” subintervals with one “weak” interval, where
the “weak” interval lies between those two “strong”
subintervals. Here the categories “strong” and “weak”
apply to the number of training objects in the subinterval
tree. In comparison to the previous two approaches,
dynamic discretization returns more ‘natural’ subintervals,
which results in better and smaller decision trees.

• Nodal dynamic discretization follows the same principle as
general dynamic discretization, but it performs the
definition of subintervals during the process of inducing a
decision tree for all continuous attributes that are available
in the current node.

4 RESULTS

In our research we performed different experiments in order to
extract as many clinical diagnostic criteria as possible for different
Parkinsonian disorders. We will describe only the most interesting
experiments that gave us significant results from the clinical point
of view.

The results will be described in the following quantitative
measures of efficiency:

- Accuracy = number of correctly classified objects divided
by the number of all objects

- Sensitivity = 
fntp

tp
+

- Specificity = 
fptn

tn
+

Experiment No.1
In the first experiment we divided the database into two data sets –
for learning and testing purposes. The training set included 43
randomly chosen patients. The decision tree induced on the
learning objects was then tested for accuracy on the remaining 42
patients used as a testing set. All attributes were included.

Since the number of patients with a particular diagnosis was
relatively small, the results depended heavily on the selection of
patients for the training and testing set. For this reason we repeated
the algorithm several times by random selection of subjects in the
database for learning and testing sets, and achieved, as expected,
very inconsistent results. Sensitivities of induced decision trees for
the particular diagnoses based on the testing sets are presented in
table 1.
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Table 1: Sensitivities calculated for different decision
trees induced on different learning sets and tested on

different testing sets.

Diagnosis Sensitivity
CBD 50% - 66,6%
DLBD 50% - 100%
MSA 25% - 28%
PD 25% - 80%
PICK 0% - 50%
PSP 50% - 73,3%

Experiment No.2
In order to narrow the problem we decided to separate all patients
with the diagnosis of PSP from the rest of the group. Because the
number of PSP patients was too small to be split into two groups
(as a testing and as a learning set), we used all 85 patients as a
learning set to select the most important clinical criteria for this
separation.

The resulting decision tree showed us that by using only four
clinical criteria, it was possible to separate a great majority of the
PSP cases (19 out of 24) from the other patients in this population.
These criteria were: (positive) vertical gaze palsy, (negative)
disinhibition at the first visit, (negative) unilateral dystonia at the
first visit and (positive) falls at the second visit (see Figure 1). The
features identified are observed in middle-to-late PSP stages except
for desinhibition. PSP patients eventually develop disinhibition at
that stage.  

Experiment No.3
For the purpose of seeking additional, potentially useful criteria
that were neglected in the previous experiment, we removed from
the database all four criteria selected in Experiment No.2 (vertical
gaze palsy, disinhibition at the first visit, unilateral dystonia at the
first visit and frequent falling at the second visit) and then ran the
programme again. The resulting new set of significant criteria was
unnecessary for the decisions in Experiment No.1, but could have
been of clinical importance and of further use in the differential
diagnosis.

After this step in the experiment, the algorithm still succeeded
in clustering 16 PSP cases out of 22 and created a tree with
important attributes (close to the root of the tree) related to
abnormal eye movements.

At a later stage we again removed these attributes and
restarted the decision tree induction. By successively removing
significant attributes and rerunning the algorithm, we slowly
eroded the PSP cluster. Following this principle we identified still
other attributes or clinical signs typical for diagnosing PSP.

Experiment No.4
Since it is clinically difficult to differentiate PSP from PICK’s
disease, we tried to find the criteria that separate one diagnosis
from the other. Therefore we eliminated all cases of other
diagnoses from the database; that left us with a data set including
24 cases of PSP and 8 cases of PICK’s disease. As previously
established, we were interested in finding only the separating
criteria, so we used the whole data set for learning the decision
tree.

In this case the Any-aphasia attribute was typical for Pick’s
disease and almost sufficient for this separation. None of the PSP

patients had Any-aphasia, while only 1 out of 7 didn’t have aphasia
in the PICK’s cases. The decision tree also pointed out that in all of
the 24 PSP cases onset occurred before the age of 74; however we
cannot speculate on the significance of this attribute in the
contrasting case of Pick’s disease.

Then we used the same approach for separating MSA patients
from PD cases. Once again only one attribute was sufficient for
separating PD cases from others. If there was a dominant tremor at
the first visit, then the patient had PD.

Experiment No.5
In the next experiment we wanted to see which attributes were
most useful for distinguishing a diagnosis of PSP from other
possible diagnoses at the first visit and then again at the second.
First we removed from the database all attributes pertaining to data
from the second. Once again all objects were used for learning
purposes because we were interested only in the relations between
attributes. The decision tree showed us that the most informative
clinical sign at the first visit was AnyVerticPall (Any Vertical
Palsy).

Then we performed the same procedure, but this time having
removed all attributes pertaining to first visit data. The resulting
decision tree demonstrated that once again oculomotor problems
are the most helpful in reaching a PSP diagnosis at the second visit.
The attribute holding information about limitations in upward
pursuit was at the root of that tree, but there was one additional
important attribute describing frequent falls.

To see what other clinical signs beside oculomotor problems
are important at the first and second visits, we again removed all
oculomotor attributes from our database and restarted the decision
tree induction for both situations. The resulting decision tree again
showed some clustering of PSP patients, but less than in the two
previous experiments. Important clinical attributes in this decision
tree for the first visit were frequent falling in the first year and
speech disturbances. Taken together, these can separate out 12 PSP
cases (from 24) at the first visit.

The situation for the second visit showed us that the most
important attributes were frequent falling, slurred speech and
dysphagia. With a combination of these three attributes, 15 PSP
patients can be selected out of 20.

Experiment No.6
In our last experiment we wanted to find a direct comparison
between the attributes most helpful for the diagnosis of PSP at the
first visit and those which are most informative at the second visit.
For that purpose we first removed all objects with any other
diagnosis than PSP from the database. Then we removed all
attributes that were not described separately for the first and second
visits. Concurrent with our previous practice, we also removed all
attributes describing oculomotor problems. We duplicated all
patient records in order to describe each patient with two different
instances: the first instance for describing a patient with the values
of attributes obtained at the first visit, and the second instance for
describing the same patient with the values of attributes obtained
from the second visit. Consequently, any attribute from the first
visit had to be labelled by the same name as the corresponding
attribute from the second visit. For distinguishing between the first
and the second visits, we labelled the instances described with the
attribute values from the first visit with the diagnosis PSP1, and all
others with the diagnosis PSP2.  By following the path from the
decision (PSP1 or PSP2) in the decision tree upwards to the root of
the tree, we could ascertain whether the attribute in the decision
tree represented the first or the second visit.
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AnyVerticPal1
85 / 61 / 24

Wheelch 1
59 / 54 / 5

Desinhi 1
26 / 7 / 19

AnyVerticaPal1 = 0 AnyVerticaPal1 = 1

Wheelch1 = 0 Wheelch1 = 1 Desinhi 1 = 0 Desinhi 1 = 1

Dystunil 1
23 / 4 / 19

Falls2
21 / 2 / 19

Dystunil1 = 0 Dystunil1 = 1

Falls2 = 0 Falls2 = 1

Other
3 / 3 /  0

Other
2 / 2 /  0

PSP
20 / 1 / 19

Other
1 / 1 / 0

PSP
2 / 0 / 2

Other
57 / 54 / 3

The decision tree showed us that the half of the patients with
PSP diagnosed at the first visit had negative dysphagia, negative
disinhibition and negative slow rate of speech. At the second visit
15 patients with PSP (out of 24) had positive dysphagia and were
in wheelchairs.

5 CONCLUSION

One of the great advantages of the decision tree approach and its
accessibility to human understanding is the possibility for
verification of the tree by an expert. In this way we can also
overcome the lack of training data. For that reason we decided to
use the decision tree approach on the database created in the
Parkinsonian study. The decision trees provided a clear indication
of which attributes are most important for prediction and
classification. However, by applying the appropriate strategy, as in
Experiment No.3, we can also distinguish additional hidden
variables. Our trees do not point out general characteristics of
Parkinsonism, because these are present in each patient description
and therefore not informative. In order to extract these attributes
from our trees, we would need to have healthy cases in the
database for comparison.

We concentrated our work mostly on PSP cases for two
reasons. PSP cases formed the largest diagnostic entity in the
current database and they clustered in our decision trees.
Since the decision trees indicated many familiar clinical decision
pathways, this research can also provide one additional piece of
evidence supporting the usefulness and validity of machine
learning methods in medicine.

From the clinical point of view, we have obtained results that
confirm the importance of already accepted clinical diagnostic
criteria, but we have also identified some attributes which deserve
closer clinical observation. Our work confirms that artificial
intelligence provides a potentially powerful tool in research into

the clinical criteria for particular diagnoses and definitively
deserves further exploration in this field of neurology.

In all experiments we got the most interesting results with
dynamic discretization of numeric attributes.

In the future we will attempt other methods of machine
learning, such as decision tree induction by genetic algorithms,
from which we expect interesting results.
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Characterization of unsupervised clusters
with the simplest association rules:
application for child’s meningitis
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Abstract. We combine different recent data mining techniques to
improve the symbolic description of unsupervised clusters. First,
we use a clustering method that computes bi-partitions (a partition
of examples and a related partition of attribute-value pairs). Then,
we use an efficient association rule mining technique to describe
the membership of examples within each cluster. We propose a
technique for removing rules that are not relevant enough for the
cluster characterization. An experimental validation on a real world
medical data set is provided.
Keywords. Conceptual clustering, association rule, characterization
of clusters.

1 Introduction

Unsupervised clustering algorithms compute a partition of a set of
examples into clusters such that examples within a cluster are sim-
ilar. Recently, an important research effort has been devoted to the
integration of cluster characterization into such methods. In concep-
tual clustering, examples are given by attribute-value pairs (e.g., the
definition of medical symptoms). These conceptual clustering meth-
ods (see e.g., [Ste87, Fis96, TB01]) associate to each cluster a set
of vectors containing the probability of appearance of each attribute-
value pair. This interpretation can be improved by assigning to each
cluster of examples a cluster of attribute-value pairs such that they
are mostly in relation with the examples of the associated cluster.
Furthermore, computing the partition of examples can be linked to
the computation of the partition for attribute-value pairs. This is the
case of the Double Clust method that is used here [RF01a, RF01b].
Unfortunately, this characterization might be not sufficient to under-
stand the likeness of the examples within a given cluster. To support
the interactive knowledge discovery process, we think that it is in-
teresting to look for rules that could exhibit strong relations between
examples and their clusters.

In this paper, we propose a method to improve the understandabil-
ity of clusters by means of association rules. First we introduce the
clustering algorithm Double Clust and our strategy for association
rule mining. Then, we propose an algorithm that reduces the discov-
ered collection of rules to keep only the most general ones. Finally
we provide an experimental validation of this method on a real data
set concerning child’s meningitis.
�
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2 The clustering method: Double Clust

This method is based on the search of two partitions forming a bi-
partition: one, called � , divides the set of examples, and the other
one, denoted by � , divides the set of attribute-value pairs. To obtain
a useful bi-partition, this search is guided by an objective function
which consists in building a bijection between the clusters of � and
those of � such that if ��� (a cluster of � ) and �	� (a cluster of � )
are in relation with respect to this bijection, the number of relations
between an example of � � and an attribute-value of � � must be maxi-
mum. On the other hand, the number of relations between an example
of �
� and an attribute-value of ��� ( ����� ) must be minimum.

We illustrate this mechanism with the following example. The ta-
ble on the left is a data set made of � examples (the rows) described
by � boolean items (the columns, each item is an attribute whose
value can be true or false). There is a � between an example and an
item if the example is in relation with the item. Double Clust aims
at defining a partition � of examples and a partition � of items like
the one in the table on the right. In this table, rows and column have
been permutated as sketched before.

Items
1 0 0 0 0 0
0 0 0 1 0 1
0 0 1 1 0 0
0 1 0 0 1 1
0 1 0 0 0 1
0 0 1 1 0 0
1 0 0 0 0 0
1 0 0 0 0 0
0 0 0 0 0 0

Y � Y � Y �
X � 1 1 0 0 0 0

1 0 0 0 1 0
1 1 0 0 0 0

X � 0 0 1 0 1 0
0 0 1 1 1 0

X �
0 0 0 0 0 1
0 0 0 0 0 1
0 0 0 0 0 1
0 0 0 0 0 0

Figure 1. An example of dataset and its structuring by a bi-partition

In this bi-partition, � � contains examples number � , � and �
(row number) while partition � � contains items ��� and ��� . Also,
� � = � 5,4 � , � � = � 7,8,9,1 � , � � = ��� � � �"! � �$#%� , and � � = �%� � � .

Two clusters � � and � � , which are in relation with respect to
the bijection, can be considered as a “concept” in concept lattices
[Wil89]. However, there are two main differences. The first one is
that for us each example and each item are only considered within a
single concept. The second one is that we accept “impure” concepts
and thus cope with noisy data.

The objective function must follow some properties to be adapted
to the clustering structure, such as the independence upon cluster
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permutations or the ability to treat bi-partitions having partitions
with different numbers of clusters, etc [RF01a]. These properties are
checked by measures which evaluate the link between the two parti-
tions � and � upon a same set on the basis of a contingency table.
In Double Clust, the objective function is the asymmetrical � mea-
sure designed by Goodman and Kruskal [GK54]. It is evaluated on
a co-occurrence table

��� � ��� . It has been shown in [RF01a] that this
measure discriminate well, even in a noisy context, the set of bi-
partitions regarding the intensity of the functional link existing be-
tween the both partitions.

� � � is the frequency of relations between
an example of ��� and an attribute-value pair of �	� and

� ��� �	� � � � � .
When we try to improve the partition � of attribute-value pairs with
respect of the partition � of examples we use the following measure:

��
��� � � � � ��� ����� ����� � � � � � �
� � � � � � � �

When the partition � is fixed and we want to improve the � one,
we use the same measure on the transposed co-occurrence table (de-
noted by ������
 ). The principle of Double Clust algorithm consists in
alternatively changing one partition while the other one is unchanged
(see Algorithm 1).

Algorithm 1 Double Clust
1 Let � ��� � ����� be a random bi-partition
2  "! �
3 Repeat
4 Let � � being fixed, we search

5 � �$# � � argmax �&%('*) � � �"��
,+ � � � ��-
6 Let ���.# � being fixed, we serach

7 � �.# � � argmax 
/%*'(0 � ��
1�2� + � �.# � � � -
8  "!3 54 �
9 Until ������
 � � � �6� � ��
1�2� � � � �7�8 � � denotes a set of neighboring partitions of 9 � , and

8 
 � denotes a set of
neighboring partitions of : � .

This method has given good experimental results on synthesized
as well as on UCI repository data sets [Rob02].

We use Double Clust to define a function ; which assigns to each
example < a cluster, denoted by = � ,  �> ��?�?�?2@ , @BA � the number of
clusters. Note that the number of clusters if not fixed beforehand for
this method.

3 Understandable set of rules characterizing
clusters

3.1 Simplest rules characterizing clusters

Rule induction is an important research area in data mining. One
popular data mining technique concerns the discovery of association
rules [AIS93]. Association rules can tell something like “It is fre-
quent that when properties � � and � � are true within an example,
then property ��� tends to be true”. We give a simple formalization
of this mining task.

Definition 1 (itemset, example) Assume C � ��� � � ?�?�? � �&D � , is a
schema of attribute-value pairs denoted by boolean descriptors. One
attribute-value pair from C is called an item and a subset of C is
called an itemset. E , an instance of C , is a multi-set of examples.

Definition 2 (association rule) Given E , an instance of C , an as-
sociation rule on E is an expression FHGJI , where FLKMC andIONBCQP�F .

Semantics of such rules are captured by the classical measures of
frequency and confidence. The frequency of a rule R&SUTVGXWYSUT
is the percentage of examples in E that support RZSUT\[ ��WYSUT � . An
example supports an itemset if each item of the itemset is true for the
example. The confidence of a rule RZSUT]G^WYSUT is the percentage
of examples in E that support RHS among those supporting LHS. It
measures a conditional probability to observe the item RHS true in
an example that supports LHS.

The standard association rule mining task concerns the discov-
ery of every rule whose frequency and confidence are greater than
user-specified thresholds. In other terms, one wants rules that are
frequent and valid “enough”. The main algorithmic issue concerns
the computation of every frequent set (if _ denotes the frequency
threshold, an itemset is said frequent or _ -frequent, if its fre-
quency is greater or equal to _ ). The complexity of frequent item-
set mining is exponential with the number of items but a huge re-
search effort has addressed this problem the last 5 years (see, e.g.,
[AMS # 96, Bay98, PBTL99, BBR00]).

Finding rules that characterize clusters can be viewed as a spe-
cial form of association rule mining where conclusions of rules are
pre-specified [LHM98]. Let us call =�� the item associated to the  -th
cluster number. To characterize =�� , a naive approach is to extract all
rules that conclude on = � . Nevertheless, in practice, a huge number
of rules will be provided such that the user is not able to have a syn-
thetic feedback from them. Furthermore, rule sets contain many re-
dundant rules and some rules are over-fitted. Indeed, the first problem
has been well-identified and several propositions have been made for
deriving non redundant association rules from closed itemsets (see,
e.g., [Zak00]). Recent works revisit these questions and bring im-
provements. In [JL01], memory consumption and time complexity
have been decreased by features selection and, in a post-processing
stage, rules covering most examples are selected. CMAR [LHP01]
uses statistical techniques to avoid bias and improve efficiency by
relevant data structures.

To cope with these drawbacks, we consider the efficient extrac-
tion of the set of the simplest rules characterizing a feature (here a
cluster). This process is based on the properties of ` -free sets and` -strong rules introduced in [BBR00]. We started to study the use of` -strong rules within a classification context in [CB02].

Definition 3 ( ` -strong rules) Given E , an instance of C , a fre-
quency threshold _ , an integer ` , FaK,C , and IONBC�PbF , a ` -strong
rule on E is an association rule FOGcI with at most ` exceptions. In
other words, its confidence is at least equal to � � � `(d � _fehg Eig �j� .

From a technical perspective, ` -strong rules can be built from ` -
free sets that will constitute their left-hand sides. It is out of the
scope of this paper to provide details about the concept of ` -free
set [BBR00]. It is related to the concepts of closed itemset [PBTL99]
and almost-closure [BB00].

A key point for the characterization of clusters is that the ` -strong
rule formalism offers a property of minimal body.

Definition 4 (rule with a minimal body) Given a frequency thres-
hold _ and an integer ` , a rule FkGlI has a minimal body if there
is no frequent rule mnGcI with mpoqF and a confidence greater or
equal to � � � `(d � _Ue]g E1g �2� .

This definition means that we consider only shortest itemsets to
end up on I , the uncertainty being controlled by ` . Clearly, more
frequent and valid (with high enough confidence) rules concluding
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on I can exist. Nevertheless, we prove in [CB02] that, under a sen-
sible assumption about ` and _ (the intuition is that ` must not be
too large with respect to _ ), any specified rule m G I characterizes
the same cluster as the rule with a minimal body which is included
in m . An important result, stemming from properties of ` -free sets
[BBR00], is that, if F G I is a rule with a minimal body, then F
is a ` -free set. [CB02] describes how to infer all rules with minimal
body from the whole collection of ` -free sets. Also, the experiments
in [CB02] show that the number of characterizing rules drastically
decreases. We call

�
the set of rules with a minimal body character-

izing clusters.
We argue that this property of minimal body is a fundamental issue

for class or cluster characterization. Not only it prevents from over-
fitting but also it makes the characterization of an example easier to
explain. It provides a feedback on the application domain expertise
that can be reused for further analysis.

3.2 Selection of rules

3.2.1 Indicators of quality

To improve the understandability of the clustering output, it is use-
ful to keep from

�
only the “best” rules for characterization. The

following indicators can be used as a basis for measuring the char-
acterization quality. These indicators take into account the quality of
prediction of a cluster by the rule set:=���� <�� # (resp. =���� <��	� ) gives for each example (denoted < ) the
weighted frequency of correctly (resp. incorrectly) triggered rules of�

. Let us denote by <]g � F G I the fact that all the items fromFp[ � I�� are true in < and < �g � F G I the fact that all the items
from F are true in < and I is false in < .

=��
� <�� # � � � <�� ��
���� %�� `���� � ����� � FOG�� N � g <�g � FOG���� e���� ���� e���� ����
=��
� <�� � � � � < � ��
���� %�� `��� � � ����� � FOG�� N � g < �g � FOG���� e���� ���� e���� ����

where ` � ���
!#"b %$  %��! � is the Kronecker measure which equals � if���
!#"b %$  %��! is satisfied, and & otherwise,
� �(' <�$2� denotes the cardinal

of
' <�$ , ����)+*�� � is the frequency of �
,  < , and ���
)-*�� � is its confidence.

We now consider an objective function that enable to reduce the
set of rules from

�
to
�/.

. We need a function that evaluates the
variation of the covering quality of each set of rules on the whole set
of examples. We can consider that an example is correctly predicted
by a set of rules if the majority of rules are correctly triggered for this
example. Consequently, we can say that an object < is better covered
by
� .

than by
�

if

=���� <�� # � � . � <�� � =��
� <�� � � � . � < � Aq=��
� <0� # � � � <�� � =���� <�� � � � � <��
and =���� <�� # � � . � <��21 =��
� <�� � � � . � <��
We denote by 3 � and 4 � these two conditions and we use the Kro-
necker measures `�576 and `�8 6 .

Furthermore, we look for a set of rules
�9.

such that each example
of r is better described by

� .
than by

�
. Consequently, we define

our measure by: :
=��
� <0� � � . � � � � �

� ` 5 6��̀8 6
This measure takes its values in ; # . Depending on the rules re-

moved from
�

,

:
=���� <�� � � . � � � can increase or decrease. If incor-

rectly triggered rules for < are removed from
� .

then 3 � can become
true (false if it is not the case). In the contrary, if correctly triggered
rules for < are removed from

� .
then 3 � or 4 � can become false.

In the following section, we propose a heuristic algorithm that op-
timizes this function.

3.2.2 The algorithm - An abstract version

We want to select a set of rules
�9.

which maximize the function
:
=���� <�� � � � �/. � , � being the original set of rules. For that purpose,

let us define two indicators which provide the frequency of examples
correctly (resp. incorrectly) supported by each rule:

m�<>=	�?$ # � F G@� � r � � � � < N r g <�g � F GA���� � < N r g�; � <�� � ���
m�<>=	�?$ � � FkG@� � r � � � � < N r g(< �g � FOG����� � < N r g�; � <��$�� ���

The generality of a rule is evaluated by the following measure::
mB<�=7�+$ � F GA��� � m�<>=	�?$ # � FOG@� � r � � mB<�=7�+$ � � FOG�� � r �

We use this function to select the most adequate rules for describ-
ing the clustering class. The following heuristic algorithm (Algo-
rithm 2) compute these rules. We note T"R and T"R�C � D two sets
of selected rules.

Algorithm 2 Reducing the collection of characterizing rules
1 D�!�&
2 T"R C �.D\! R
3 Repeat
4 T"R	! T�R C � D
5 T"REC �.D ! T"R,P ���6NBT�R g

:
m�<>=	�?$ � �(�2FGD �

6 D�!@D 4GH
7 Until

� : =���� <�� � T"R�C � D � R �2F
:
=���� <�� � T"R � R � �

8 Return T"R
In this algorithm, less adequate rules w.r.t. a set of examples r, are

removed such that a maximum of example clustering class values can
be correctly guess.

4 Application

4.1 The data

Let us now describe the results we got by running Double Clust on a
real world data set and then extracting the rules for cluster character-
ization.

The data set is a medical dataset coming from the University of
Medicine at Grenoble (France) that concerns child’s meningitis. It
contains the data gathered from children (whose age was between 10
days and 15 years inclusively) hospitalized for acute meningitis in
the pediatric service over a period of 4 years.

Faced with a child with a case of acute meningitis, the clinician
must quickly decide which medical course should be taken. Briefly,
the majority of these cases are viral infections for which a simple
medical supervision is sufficient, whereas about one quarter of the
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cases are caused by bacteria and need treatment with suitable antibi-
otics. In typical cases, the diagnosis can be considered as obvious and
a few simple rules enable a quasi certain decision. However, nearly
one third of the cases are presented with non-typical clinical and bi-
ological data: the difficulty of the diagnosis lies in the fact that the
observed attributes, considered separately, have little diagnostic sig-
nification. Two groups (viral versus bacterial) can be expected.

The used data set is composed of 329 examples described by at-
tributes recording clinical signs (hemodynamic troubles, conscious-
ness troubles, fever, purpura, the season when the infection crops
up, recent antibiotic treatment. . . ) cytochemical analysis of the cere-
brospinal fluid (C.S.F proteins, C.S.F glucose, white cells count and
polynuclear percentage) and blood analysis (the sedimentation rate,
the white blood cell counts, the polynuclear neutrophil level and the
percentage of immature band cells). We have finally obtained 22
(quantitative or qualitative) attributes. Discretization of quantitative
attributes has been done according to thresholds given by experts.

There are decision models based on a numerical synthesis of
examples coming from multivariate statistical analysis [FCRD92].
Nevertheless, understandability of such models is quite poor. Physi-
cians can easier manage symbolic interpretations. In the following
experimentation, we try to identify some homogeneous sets of pa-
tients (without taking into account the etiological diagnosis) and then
characterize these clusters by a small set of symbolic descriptions,
i.e., rules.

4.2 The results

Double Clust has computed a partition of examples in two clusters
� � et � � . In this specific application, we had access to the most
important feature characterizing patients (the etiological diagnosis)
and Table 1 crosses the two clusters with the diagnosis (let us recall
that we did not used this attribute during the clustering).

9 � 9 � Sum
Bacterial 6 78 84

Viral 233 12 245

Sum 239 90 329

Table 1. Clusters with respect to etiological diagnosis

We can see that most of children of cluster � � suffer from viral
meningitis whereas most of the children of cluster � � suffer from a
bacterial meningitis.

We got ������� ` -strong rules with minimal body. � ����� conclude
on � � and � � � on � � . Obviously, it is difficult for a physician to
use such a set of rules. To reduce it and get a better cluster charac-
terization, we applied Algorithm 2 with H � &i? &�� . This algorithm
optimizes the value of the

:
=���� <�� function by reducing the number

of rules in a way which favors most general and correctly triggered
rules.

Figure 2 shows the reduction of the number of rules, globally and
for each cluster, at each step D of the algorithm. It stops when there
are no more rules. The number of rules of cluster � � decreases
quickly, whereas the slope for cluster � � is slower. This is what
we are looking for: removing more rules from the larger (in term
of rules) cluster to have the simplest characterization.

Figure 3 shows the value of

:
=��
� <0� at each step of Algorithm

2: it stops when there are no more rules. The shape of the curve is
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almost convex: it starts with an important increase at the beginning,
then we have a quite flat part and it finishes by a fast decrease.

The stop criterion of the algorithm (to stop just before the first de-
crease) gives a cut point at D � &i? � . All

:
=��
� <�� values are smaller

after this value. Let us note that the number of rules has drastically
decreased. At this final step, we got ��� & rules concluding on � � and
only � on � � .

Table 2 gives the left-hand side (LHS) of the � rules concluding
on � � . All these rules (except the rule number 4 which is difficult
to interpret) are consistent with the medical knowledge. We consider
that this method brings two improvements. First, the small number of
selected rules allows an expert to browse them. Secondly, even when
a rule is expected (e.g., the rule with LHS C.S.F. proteins
> 0.8 and C.S.F. glucose < 1.5 is expected), such a
method provide objective interestingness measures for the strength
of the rule (frequency and confidence values). Notice also that it is
easy, at this stage, to compute other interestingness measures based
on the frequency (e.g., the lift, the conviction, the J-measure).
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Rule Confidence Frequency

Presence of bacteria detec-
ted in the C.S.F. bacter-
iological analysis 98.15 16.41
polynuclear percentage ����

and C.S.F. proteins ���� �
97.62 12.77

C.S.F. proteins � ��� �
and percentage of imma-
ture band cells ��� � 95.35 13.07
tonus = unknown and con-
sciousness troubles and no
neurological deficiency 97.50 12.16
consciousness troubles
and C.S.F. proteins � ��� � 95.00 12.16
C.S.F. proteins � ��� �

and
C.S.F. glucose � ��� 	

100 10.94

Table 2. Finally selected rules on bacterial meningitis cluster

5 Conclusion

We propose an unsupervised data mining process that combines a
clustering method with the generation of a small set of rules that de-
scribe the membership of the examples to the clusters. It improves
the symbolic characterization of the computed partition by provid-
ing for each cluster a small set of general and reliable rules. For that
purpose, we propose a function, which compares the characteriza-
tion quality of two sets of rules, and a heuristic algorithm to select
“potentially good” subsets of rules. Our experimentation shows the
adequacy of the method on a real data set. The data set is intrinsi-
cally composed of two populations: the bacterial and the viral child’s
meningitis. Those two populations have been clearly identified by the
clustering method used. We got two sets of rules, which characterizes
the two clusters (bacterial and viral). The comparison of the obtained
partition and rules with the available medical knowledge has con-
firmed the quality of the characterization. We plan to experiment the
method on other real-world data sets for further refinement.
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Fuzzy Decision Tree for the Objective Explanation of 
Subjective Functional Evaluation: 

Application to the Upper Limb 
Emmanuel Roux1, Patrice Caulier1, Anne-Pascale Godillon-Maquinghen1, 

Stéphane Bouilland2 and Denis Bouttens2 

 
Abstract. The purpose of this paper is to contribute to the 
kinematics data interpretation in the domain of the shoulder 
arthroplasty and the associated rehabilitation process. Indeed this 
practice suffers from a lack of hindsight and from a lack of 
objective evaluation of its results. 

At first, the measurement protocol is briefly described and 
the data characterizing and coding methods are presented. An 
objective explanation of the functional evaluation of the upper 
limb is derived from the fuzzy rules generated by fuzzy decision 
trees. Then the method is evaluated.   

 
Keywords. Machine learning, reuse of knowledge, fuzzy 
decision trees. 

1 INTRODUCTION 

The number of shoulder prosthesis implantations has been 
considerably increasing for the last decade. This practice suffers 
from a lack of objective evaluation of its functional results and 
from a lack of hindsight. Moreover the shoulder is a complex 
joint and its kinematics behaviour is not well known. Physicians 
must also face new demands that come from patients, laws and 
society. They have to inform patients not only about their 
current health state but also about the evolution of it. They have 
to justify their acts in front of unsatisfied patients, health 
assurances and justice. 

An objective evaluation of the functional results of the 
surgical intervention would help physicians to improve and 
complete their knowledge in order to improve their practice. 
New tools are available to provide objective data. Clinicians are 
often not able to interpret these data and to integrate them in 
their daily practice. 

The solutions proposed in this paper are: 

• A measurement method of the upper limb kinematics; 

• A help for the measurements interpretation by fusion of 
objective and subjective data. 

                                                 
1  L.A.M.I.H., U.M.R. C.N.R.S. 8530 Université de Valenciennes et du 

Hainaut-Cambrésis, Le Mont Houy, 59313 Valenciennes Cedex 9, 
France. 
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At first the objective measurement method is briefly 
described and the data characterisation and coding are presented. 
A space-time windowing of the kinematics data is chosen. The 
fusion method of objective and subjective data is then 
developed. It is based on the explanation of the subjective self-
evaluation of the patients by the movement characteristics. The 
space-time windowing allows to generate decision trees and 
rules whose premises contain a qualitative representation of the 
movement. The evaluation of the satisfiability between the 
kinematics characteristics of a given patient and the premises of 
the rules is used to provide an explanation of the functional 
deficiency of this patient. 

2 KINEMATICS DATA 

2.1 Upper limb kinematics measurement 

A 6 cameras optoelectronic system is used to measure the three 
dimensional (3D) positions of reflective markers fixed on 
patients skin [1]. Movement is measured during three different 
tasks (gestures) realisation: the elevation of the arm in the 
scapular plane (SP), the hand to the nape (HN) and the elevation 
of a light load initially put on a table (LE). These tasks are 
considered as representative of every day activities. Each 
movement is repeated at least three times and at best five times, 
depending of the patient’s health state. Patients are seated and 
are told to realise the movements as naturally as possible. 
Instructions concern the beginning and the end of the 
movements. At these instants the subject looks ahead with the 
two arms vertically outstretched and the palms turned medially. 
For each patient, kinematics measurements are performed before 
the surgical procedure, then at three, six and twelve months after 
the prosthesis implantation, then annually. 

2.2 Kinematics data characterisation 

The data characterisation summarises the initial data and makes 
them interpretable by transforming measurement variables (3D 
positions of markers) into analysis variables [2]. 

Upper limb kinematics is expressed in terms of movement of 
body segment relative to another or to the laboratory frame. The 
considered body segments are the head, the trunk, the arm, the  
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forearm, the hand and the “shoulder girdle”, corresponding to a 
segment that links the trunk at the level of the 7th cervical 
vertebra to the acromion. 

Euler’s angles have been chosen to describe the relative 
movement of the body segments as they are easily interpretable 
by clinicians. NV=20 analysis variables have been retained to 
describe the kinematics. The set of variables has been chosen 
with the medical team and is not the result of a preliminary data 
analysis. These variables are the relative orientations of the 
studied body segments, the angular velocities and accelerations 
of the flexion of the shoulder and of the elbow and the linear 
velocity and acceleration of the hand. 

2.3 Kinematics data coding 

The data coding makes each analysis variable compatible with 
an another and with a specific method of data analysis [2]. 

Humans have the natural ability to deal with vague, 
inaccurate, erroneous and uncertain data. A large part of medical 
data presents these characteristics. The human movement 
measurement with the previously described method is also very 
sensitive to measurement artefacts [1] and to the poor reliability 
of human movement. 

Moreover the human reasoning is also approximate even if 
decision is often precise, particularly in medicine. 

The fuzzy sets theory is an adequate tool to deal with these 
measurements and human reasoning characteristics. 

2.3.1 Space-time windows 

For each trial, particular instants define significant periods of 
movement: the beginning, the instant of task achievement 
(maximal elevation of the arm or of the load, hand in contact 
with the nape) and the return to initial position. Two more 
instants are identified for the LE movement: the hold and the 
putting of the load on the table. All half period instants are then 
computed. SP and HN movements present five characteristic 
instants and LE movement nine instants. Note that these instants 
are defined from a functional point of view, i.e. in relation with a 
task realisation, and not from the data characteristics. 

Analysis variables are coded using NT (NT∈{5, 9}) fuzzy 
triangular windows centred on characteristic instants. So there 
are as many time windows as characteristic instants (see Figure 
1). Note that time duration of the movement is eliminated with 
such a coding. However movement velocity is characterized by 
analysis variables and implicitly contains duration. 

Each analysis variable comprises characteristic values in the 
space domain. For instance the variable “head incline relative to 
the trunk” is neutral when the amplitude is zero degree. 
Characteristic values are established by the specific variables 
properties, by statistical properties of a data set or with the help 
of clinicians when they consider that particular values are 
significant. 

All analysis variables are coded using NS=3 space windows 
defined by characteristic values. 
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Figure 1. Fuzzy time windowing for SP and HN movements 

2.3.2 Membership values computation 

Let Vn(tk) be the value taken by the nth analysis variable at time 
unit tk. 

Let µTj(tk) (respectively µSi,n(Vn(tk))) be the membership 
value of the kth time unit to the jth time window Tj (resp. of the 
Vn(tk) value to the ith space window Si,n). 

The membership value of a given signal to the space-time 

window W n
i,j is defined as [2]: 
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Where K is the number of time units. 
∀j∈[1, NT] and ∀n∈[1,NV], i.e. for each time window and 

each variable, we have: 
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The universe of objects is described by NL=NV×NT linguistic 

variables or attributes L(l) (l ∈ [1,NL]). Each attribute L(l) being 
divided into NS fuzzy subsets S(l)

i (i ∈ [1, NS]) corresponding to 
the space windows. 

3 SUBJECTIVE DATA 

Subjective data result from the ASES1 [3] score. The ASES 
score is a pure functional evaluation. It is composed of ten 
questions on the ability to perform every days tasks: “to put a 
coat on”, “to do one’s hair”, “to sleep on the shoulder”, “to 
wash one’s back”, “to get washed”, “to reach a high shelf”, “to 
lift 500g above the shoulder”, “to throw a ball”, “the 
professional practice” and “the practice of a sport”. Patients 
answer by choosing the appropriate modality among the 
following four: “Impossible”, “Very difficult”, “Quite difficult” 
and “Easy”. 

4 OBJECTIVE AND SUBJECTIVE DATA 
FUSION 

4.1 Movement strategy and functional deficiency 

Kinematics data result from an objective measurement of a 
movement, for a given task and a pathology. They comprise 
information on healthy movement and on compensations 
strategies. The compensations strategies attempt to make the 
task feasible if the extensive of the functional deficiencies 

                                                 
1 ASES: American Shoulder and Elbow Surgeons 
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prevents to perform it and attempt to decrease discomfort during 
task realisation. So the patient’s functional deficiencies and 
discomfort depend on the combination of the following factors: 
the task, the pathology, the movement strategy and especially 
the compensations strategies developed. Figure 2 represents 
these factors and their relations. 
 

 
 
Figure 2. Relation between functional deficiencies/discomfort, task, 

pathology and movement strategy 
 
A task requires a certain part of the kinematics potential 

which can be represented by an area. Some subparts are essential 
to perform the task. For instance “ to reach a high shelf”  will 
require a minimal range of motion of the shoulder in the sagittal 
plane. The pathology makes difficult or impossible the progress 
in some parts of the area. The overlap of the zone required by 
the task and the one affected by the pathology represents a zone 
of discomfort or of functional deficiency. The compensatory 
movement strategies are developed to reduce the discomfort 
or/and the functional deficiency by finding an appropriate path 
in the overlap zone. 

It seems natural to try to explain functional deficiencies and 
discomfort sensation expressed by the patients by kinematics 
data. We restrict the problem by assuming that functional 
deficiencies and discomfort sensations expressed by a patient 
can be explained by kinematics data measured during the 
realisation of the three basic tasks described in section 2. 

4.2 Induction of fuzzy decision trees 

In order to explain subjective responses of the patients to the 
questions of the functional evaluation, we propose to use a set of 
data training pairs and to perform rules induction. Each data pair 
is built up for a given patient and a given gesture by kinematics 
data coded according to section 2.3 and by the response to a 
given question of the functional evaluation. A data training pair 
is also called an example. Fuzzy decision trees and 
corresponding fuzzy rules are then induced. A patient’s answer 
to a given question is interpreted as a membership or a non-
membership of a class. Rules generated by a fuzzy decision tree 
are incomplete and considered as easily interpretable [4]. 
Moreover the main advantage of fuzzy rules is to underscore 
non-linear relationship between inputs and outputs. 

Since Quinlan [5] has described ID3 algorithm to induce 
decision tree, several methods have been proposed to adapt it to 
fuzzy data [6-9]. All the methods are based on the same 
principle. 

1. A discrimination measure is used to determine which 
variable better explains the repartition of the patients among 
the classes and a node is created; 

2. The data set is partitioned to build as many subsets as 
modalities of the variable previously chosen; 

3. A termination condition is verified with the help of a 
termination criterion; 

4. If the termination condition is verified, then the subset is 
considered as a leaf. If it is not verified, then stages 1 to 4 are 
repeated. 

The most popular discrimination measure, which we adopt, is 
based on the information entropy defined by Shannon, adapted 
to the fuzzy case and renamed fuzzy entropy: 
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Occurrences of the examples are assumed to be equiprobable. 

So pN/Si(l) can be considered as the fuzzy conditional probability 
[10, 11] to belong to the class c given the fuzzy restriction S(l)

i at 
the node N. 
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χN represents the set of fuzzy restrictions from the root of the 

tree to the node N. The min operator realises the logical 
conjunction AND. At the root level χ0(k) = 1 ∀ k ∈[1, K]. 

)k(
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i
µ  is the membership value of the kth patient to the 

fuzzy subset S(l)
i. 

Cc is the set of membership values of the patients to the class 
c. 

M(S(l)
i) is the cardinality of the fuzzy set S(l)

i, i.e.: 
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The variable chosen to split the observations of the training 

set at a node is the one that minimizes the following expression: 
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This measure is especially adapted to the case of two classes 

[9]. So for each question of the functional evaluation and for 
each gesture, as many decision trees as modalities (classes) are 
induced and each tree concludes on the membership or the non-
membership of a class. So to each functional question 
corresponds a “forest” of decision trees [9]. 
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After the selection of an attribute, examples are shared out in 
the sub nodes. The membership value of an example to the sub 

node corresponds to the fuzzy restriction S )l(
i  and is defined as 

followed: 
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This definition implies that an example belongs to only one 

sub node. This is not an essential property for the fuzzy decision 
trees [9, 12] but the computation time is significantly reduced. 

The termination criterion β is a given value of the conditional 

probability p S )l(
iN , which corresponds to the rule fire strength 

F at the leaf level. Each path of branches from root to leaf is 
converted into a rule. Fuzzy conditions of a rule are the fuzzy 
modalities of the attributes along the path. The conclusion of the 
rule is the membership or the non-membership of the class at the 
leaf level. 

4.3 Fuzzy decision tree pruning 

Each rule is simplified by removing all fuzzy conditions that 
make the rule fire strength decrease. Each condition is removed 
from the IF part of the rule and the new fire strength F’ is 
computed. If F’≥F the condition is definitely removed. This 
leads to shorter and more general rules with higher fire strengths 
and consequently better prediction capacities. However the main 
goal of the rule base is not to perform prediction but to act as a 
knowledge depository in order to explain new situations. 

4.4 Objective explanation of functional 
deficiencies 

The aim is to explain a given positive or negative answer of a 
patient to the ASES score with the help of the kinematics data of 
this patient and thanks to an abductive reasoning on the rule 
base. A positive answer is of the form “ to do this task IS 
impossible (or very difficult ...)”  and a negative answer is of the 
form “ to do this task IS NOT impossible (or very difficult ...)” . 
For this purpose we have at our disposal the fuzzy rules that 
conclude positively or negatively to each level of handicap of 
each question of the ASES functional evaluation. So we propose 
to explain a given patient’s handicap by editing the rules that 
conclude to this functional deficiency and whose the fuzzy 
conditions (IF part) are the most satisfied by the kinematics data 
of this patient. 

Let R={R1, R2, ..., RN} be the set of fuzzy restriction of the 
rule 5. 

∀j∈[1,N], µRj(k) and )k(sℜ  represent in what extend the 

kinematics data of the kth patient satisfy Rj and the premises of 
the rule 5, respectively: 
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So the rules that can explain a given functional deficiency are 

these to which the kinematics data satisfy the more. 

5 RESULTS 

The initial termination criterion was β=0.7 but this criterion was 
too low for some functional evaluations. Indeed this criterion 
controls the generality of the knowledge represented by the rules 
inferred from the trees. The specificity of the knowledge 
increases with β. When one class is preponderant in comparison 
with the other, the tree can produce leaves that explain only this 
class if the termination criterion is too low. So we chose to 
increase the termination criterion up to the two classes were 
explained by at least one leaf of the tree. 

A training set of 61 examples was used to induce the fuzzy 
decision trees. Due to the small number of examples, the data set 
is not split into a training set and a test set and all the examples 
are used as training examples. The “ professional practice”  and 
the “ practice of a sport”  have not been studied as these two 
questions have been rarely given by the patients of the training 
set (respectively 17/61 and 15/61). So 96 fuzzy decision trees 
were induced, representing 1087 rules. 

Without pruning, the average of the number of conditions of 
the rules is 9.37, with a minimum of 1 and a max of 46 
conditions. 95% of the rules have less than 28 conditions and 
46% less than 6 conditions. 

After the tree pruning, the average of the number of 
conditions of the rules is 7.44 with the same minimum and 
maximum. 95% of the rules have less than 25 conditions and 
58% less than 6 conditions. 

For each patient k of the training set we determine which rule 
can better explain his functional self-evaluation. 

As an illustration: here is the explanation, thanks to the 
gesture “ Hand to the Nape (HN)” , of the answer “ to sleep on 
the shoulder is impossible”  given by a patient: The rotation of 
the head is (nearly) null near the beginning of the movement 
AND the linear velocity of the hand is null during the elevation 
of the arm AND the pro-supination of the forearm is neutral 
during the descending phase of the arm AND the flexion of the 
head is null near the end of the movement. (Rule fire strength = 
0.75) 

6 EVALUATION OF THE EXPLANATION 

6.1 Method 

The whole training set is used as a test set to evaluate the 
method. The quality of the explanation is evaluated by the 
percentage of fuzzy restrictions of the rule chosen for the 
explanation that are verified by the kinematics data. A condition 
[Vl is S(l)

i] is verified by the kinematics data if: 

µµ S )l(
iS )l(

j
]N S,1[j

)k(max =
∈

. Vl being the variable that corresponds 

to the fuzzy restriction S(l)
i. 

For each patient of the training set, we compute the 
explanation quality for his response to each question of the 
ASES score.  
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For each gesture, the mean quality of explanation is then 
compute over subjects that have chosen the same modality for 
each question of the ASES score. 

6.2 Results 

Almost all the modalities of all the questions are explained with 
a quality greater than 90 by at least one gesture. The modalities 
that are not explained with such a quality are: “ impossible”  and 
“ quite difficult”  to “ lift 500 g above the shoulder”  (respectively 
25 and 0), “ very difficult”  to “ reach a high shelf”  (0), “ very 
difficult” , “ quite difficult”  and “ easy”  to “ wash one’ s back”  
(80.6, 89.6 and 0) and “ quite difficult”  to “ sleep on the 
shoulder”  (85.4). 

7 DISCUSSION AND CONCLUSION 

The null explanation qualities previously mentioned are due to 
the fact that no rule concludes to the considered answers. Indeed 
only one or two patients of the training set have given these 
answers. The quality quoted at 25, 80.6, 85.4 and 89.6 
correspond respectively to a frequency of answers equal to 4/61, 
9/61, 3/61 and 12/61. This remark points out the problem of the 
completeness of the training set, i.e. the fact that the training set 
represents more or less the set of possible situations. Fuzzy 
decision trees have to be induced with a larger training set and 
the evaluation has to be performed on examples that were not 
used for the learning phase. This will be allowed by the 
important kinematics database that is available at the laboratory 
of movement investigation. 

The explanation provided by the method previously 
described is evaluated by simply counting the number of fuzzy 
conditions of the explanation rule that are satisfied by the 
kinematics data. A second evaluation must be done by means of 
the expertise of D. Bouttens, orthopaedic surgeon and co-author 
of this paper. This expertise will evaluate the quality of the 
explanation with subjective criteria as clarity, conciseness and 
understandability of the explanation provided. It will try to 
establish the parameters that improve or affect this explanation: 
number of conditions, formulation of the result, etc. It is 
expected that the induction of the fuzzy rules with a larger 
training set will provide more general rules with less conditions. 

This method for the objective explanation of the subjective 
functional evaluation is a step towards the taking into account of 
the objective measurements of human movements in the medical 
practice and especially in orthopaedics. By connecting 
kinematics data with easily intelligible functional evaluation, 
this method provides a support to the movement characteristics 
interpretation. Functional deficiencies would be reduced or 
eliminated by acting on the movement characteristics likely to 
explain these deficiencies. Rules obtained with decision trees 
can be viewed as classification rules and the generalised modus-
ponens can be used. It would result on a functional evaluation 
from the only kinematics data and would provide a support to 
the clinicians who can not access to the subjective answers of 
the patients. The method presented in this paper participates to 
the improvement of the quality of the medical practice and to the 
objective evaluation of it. To be used and efficient, it has to be 
inserted in a user-friendly support system and be interfaced with 
a prognosis module. 

Eventually, it can be adapted to any domain where an 
objective explanation of subjective data is required. 
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Intelligent Data Analysis and Clinical Reports:
Applying Bag-of-Words Approaches to Corrupted

Collections
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�
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�
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�

Abstract. Unlike journal corpora, which are carefully reviewed be-
fore being published, medical records are often corrupted by mis-
spelled words. We argue that bag-of-words approaches, which are
often used for information retrieval (IR) and text mining tasks must
be handled carefully when applied to such textual repositories. After,
a survey of the domain, we evaluate the effect of misspellings on an
IR collection, showing that already very low corruption levels do re-
sult in degrading retrieval effectiveness. Finally, we draw conclusion
on some strategies susceptible to reduce the effect of misspellings.

1 INTRODUCTION

Shannon [25] showed that a wide range of practical problems can
be reduced to the problem of estimating probability distributions of
words and ngrams in text. Applications of bag-of-words (BOW) ap-
proaches to intelligent text processing is familiar to most of us via
some popular tasks, such as information retrieval (see, for example
[12], for a complete survey applied to the medical domain, or [13],
for a synthetic overview), text mining (see [5] and [15]) and knowl-
edge extraction (see [9][8] for automatic encoding of patient records)
and it surely constitutes one of the most widely used way to repre-
sent large collections of documents4 . Indeed, due to the development
of the Web, and the availability of large medical electronic libraries,
BOW tools -sometimes completed by more sophisticated modules-
are now largely used by physicians and healthcare professionals see
[2, 3, 1].

In this paper, we argue that spelling errors are a major challenge
for most text processing systems, and evaluate the effect of these
data corruption on the retrieval effectiveness of a BOW-based
information retrieval system. Indeed, if research experiments are
usually conducted on well-spelled corpora, we claim that applying
such in vitro research works to real information retrieval tasks (see
for example [24]) within the context of medical records implied to
design systems able to handle misspellings.

The corruption introduced by misspelled words plays a par-
ticular role when we attempt to built an IR application dedicated

�
Medical Informatics Division, University Hospital of Geneva, Geneva, and
Theoretical Computer Science Lab., Swiss Federal Institute of Technology,
Lausanne, Switzerland�
Medical Informatics Division and Medico-Economic Unit, University Hos-
pital of Geneva, Geneva, Switzerland�
Medical Informatics Division and Pharmacology and Toxicology Division,
University Hospital of Geneva, Geneva, Switzerland�

To be complete this panel should mention some knowledge-intensive ap-
proaches (as reported in [10, 14, 11]), which may provide a powerful alter-
native to the BOW assumption.

to retrieving information in an electronic patient record (EPR).
Documents that constitute the patient record are not supposed to be
ever published5, and therefore are especially rich in misspellings as
compared to most IR collections (as for example, journal abstracts),
which go through a minimal reviewing process.

Let us note that due to the complexity of the task, which involves
several heterogeneous representation levels (syntax, semantics,
phonetics, keyboard configuration, user profile...), automatic spell
checkers usually performed this task in interaction with the user.
However, in some cases, like information retrieval, interactive
spelling correction is largely forbidden.

If some short queries entered manually can be corrected with
the assistance of the authors, such helpful assistance is not allowed
when we consider the task of retrieving similar cases in clinical
databases using a part of a given patient file as a query! In this case,
the query, ranges from some sentences of a unique document to
hundreds of lexically rich documents, so that user-assisted spelling
correction is clearly impossible. A fortiori, spelling errors occurring
in the document collection remain unreadable.

Moreover, misspellings not only create “garbage strings”, which
will increase silence, but also corrupt the general document view
formed by an information retrieval system, and therefore can
substantially hinder the successful retrieval of relevant documents
for user-queries. Indeed, most modern information retrieval systems
use sophisticated term weighting functions to assign importance
to the individual words (or any other chosen items) of a document
for document-content representation ([17], [22], [21], [23]), and
these term weight functions, can be more or less dependent on the
collection corruption.

Considering the speculative as well as preliminary state of this
study, we will focus on:

� Modeling information retrieval (IR) in a case-based database
(CBD),

� Measuring effects of misspellings on the retrieval effectiveness.

�

A notable exception concerns the discharge summaries, which are likely to
be sent outside the institution, and therefore are more carefully written than
documents that are to be used internally.
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2 BACKGROUND AND DESIGN OPTIONS

Assessing the effect of misspelled strings on an IR system applied
to medical texts involve synthesizing knowledge from at least two
different origins: medical corpora and information retrieval.

2.1 CHOICE OF A COLLECTION

In order to evaluate effects of misspellings on an IR system suscep-
tible to be applied in an EPR, and considering the absence of EPR
collection publicly available, we decided to use the cystic fibrosis
(CF) collection6. The CF collection is a 1239 documents and 100
queries collection. It has been chosen for the purpose of this study
because its query collection (with sometimes more than 30 tokens)
could be regarded as a set of short documents, and therefore better
simulate an engine susceptible to accept document extracts as query.

2.2 INFORMATION RETRIEVAL

Any IR system defines three basic elements:

� the document and query representation,
� the matching function,
� a ranking criterion.

For the representation, we decided to use stems, while, the two last
elements are dependent on the weighting features.

2.2.1 WEIGHTING SCHEMES

IR engines using vector space approach are usually based on a vari-
ant of the tf.idf family ([22]). This approach states that the weight of
a given term is related to the frequency of this term in a given doc-
ument (i.e. the term frequency: tf ), and inversely proportional to the
frequency of this term throughout the document collection (inverse
document frequency: idf ). In table 1, we provide the most commonly
used tf.idf features, following the de facto SMART[21] standard rep-
resentations.

Term Frequency
First Letter ���������
n (natural) ���

l (logarithmic)
�	��
��� �������

a (augmented) ��� � � ��� ���������������������������
Inverse Document Frequency

Second Letter ��� � ��� ���
n(no) 1
t(full)


��! �#"$��� ���
Normalization

Third Letter ��� 
&%!'( �*)(�
n(no) 1

c(cosine) + , �
�
� , �

�
� �-�-� � , �.

Table 1. Term Weights in the SMART System.

/
The original CFC is available at http://www.sims.berkeley.edu/˜hearst/irbook/cfc.html.
The study was conducted on the English language, however the results
reported here, would be equivalent on most European language, except
Finno-Hungarian ones.

A retrieval experiment can be characterized by a pair of triples
-ddd.qqq- where the first triple corresponds to term weighting used
for the document collection, and the second triple corresponds to the
query term weight. Each triple refers to a term frequency, an inverse
document frequency and a normalization function (cf. table 1).

Depending on the collection, it is possible to calculate a posteriori
the best weighting scheme. In these experiments, we limit our ex-
ploration to a core parameter, which plays an important role in the
case of applying IR systems to corrupted collections: we evaluate
the system with or without cosine normalization. Cosine normaliza-
tion is strictly applied at the level of the document collection. Since
normalization of query term weights just acts as a scaling factor for
all the query-document similarities, and has no effect on the relative
ranking of the documents, there was no need to vary the normaliza-
tion factor for the query term weight.

2.3 OCR RETRIEVAL

Since misspellings have rarely -if ever- been studied in the IR frame-
work, investigating retrieval and misspellings obliged to refer to the
field of IR applied to optical character recognition (OCR), whose
most interesting conclusion concerns cosine normalization (see [26]
for an application, and [16] for a more theoretical foundation).

2.3.1 COSINE NORMALIZATION SENSITIVITY

Weighting functions use the occurrence statistics of words (or any
other document representation item) in the documents to assign im-
portance to different words. As the occurrence statistics of words can
change substantially due to OCR errors, weighting schemes are spe-
cially sensitive to degradation in the quality of the input text. The
authors observe that cosine normalization, which is commonly used
in order to improve vector-space IR, must be manipulated carefully
when working with corrupted collection. As a preliminary task, we
will have to decide whether cosine normalization can be appropri-
ately used with our collection, i.e. if it would bring any improvement
on the original CF collection as compared to a normalization-free
weighting scheme.

2.4 SIMULATING DATA CORRUPTION IN
MEDICAL RECORDS

We investigate the effect of misspellings both at the document and at
the query level. Recent studies report on the high rate of misspellings
in web user-query. Thus, [28]) measure the rate of misspelled words
in a large collection of queries issued from a medical web-based IR
system and observe a rate of 15% for the expert users (healthcare pro-
fessionals), which can reach the score of 30% for non-expert users.
While our own investigation ([20]) carried on patient records showed
a minimal error rate of 3%, which goes up to 10% for some docu-
ments.

Finally, we corrupted each query and each document using two
different rates:

� 3% for the document collection,
� 15% for the query collection.

A 15% rate means that a spelling error was introduced for ev-
ery 6.66 random words. To achieve this goal, we define a corruption
model, consistent with Damerau’s seminal researches. Damerau [7]
showed that 80% of misspellings can be generated from a correct
spelling by a few simple rules:
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� transposition of two adjacent letters: heaptitis
� insertion of a letter: heppatitis
� deletion of a letter: hepattis
� replacement of a letter by another one: hepatotis

In addition to this first model7, which was applied to 80% of the
cases, we introduced via a second process another 20% of errors,
which could not be produced with such a model, mainly for approx-
imating sound-alike errors (the character i is more likely to be re-
placed by the character y, than by the the character q).

3 METHOD

First, we attempt to select a good weighting function for our collec-
tion. While a more systematic evaluation will have to be performed in
order to select the best scheme, such studies would go far beyond the
scope of this preliminary study, therefore we concentrate on atn/atc
parameters, which are supposed to perform well on heterogeneous
collection ([22]).

3.1 RELEVANCE SCORING

In the CF collection, each query is provided with a ranked list of
relevant documents. The ranking is provided by 4 experts along 3
relevance levels (0 = not relevant, 1 = moderately relevant, 2 = very
relevant), and results in a final relevance score, which ranges from 0
to 8. For the study, this fine-grained relevance score was mapped onto
binary values (relevant or not) in order to be evaluated in a TREC-
like style using the treceval8 evaluation program.

3.2 IR PARAMETERS

Every experiment is conducted with word conflation and using a list
of English stopwords. The number of relevant documents over all
queries of the CF collection is 4801.

3.2.1 WEIGHTING SCHEMES SELECTION

As explained in the introduction, weighting schemes are a major
component of any IR engine and a central issue for retrieving in
misspelled collections. We started to compare retrieval effectiveness
with and without cosine normalization, on the original collection
(well-spelled queries and well-spelled documents). Here are the in-
terpolated precision results for different recall levels (11-pt, with N
= 200): In table 2, we observe that cosine normalization results in a
moderate degradation at every point of recall (2). Therefore atn.ntn
will now serve as a baseline for assessing the effect of misspellings:
the average precision (0.2406) provided by the atn.ntn setting is now
considered as the best score of our IR system (100%) on the CF col-
lection. We must notice that the difference between different weight-
ing models is dependent on the collection profile, and that we do not
claim that better weighting schemes cannot be selected for the CF
collection. However, we assume that IR effectiveness will be qualita-
tively affected in a similar fashion whatever weighting scheme is ap-
plied. This result allows us to restrict our study to normalization-free
weighting function, which are anyway reported to be less sensitive to
“garbage strings”.

�

The production of an automatic corruption model, which would be consis-
tent with human errors, in order to assess a correction system, is a complex
task, and we do not claim to have a human representative corruption model.

�

Available at: ftp://ftp.cs.cornell.edu/pub/smart/

atn.ntn atc.ntn
Rel_ret: 2249 2205

Interpolated Recall - Precision Averages
at 0.00 0.8679 0.8290
at 0.10 0.6411 0.6219
at 0.20 0.5113 0.5033
at 0.30 0.3779 0.3470
at 0.40 0.2606 0.2369
at 0.50 0.1742 0.1680
at 0.60 0.0924 0.0894
at 0.70 0.0406 0.0332
at 0.80 0.0145 0.0140
at 0.90 0.0017 0.0013
at 1.00 0.0005 0.0000

Average precision (non-interpolated) over all rel docs
0.2406 (100%) 0.2293 (95%)

Table 2. Comparison atn.ntn vs. atc.ntn

4 RESULTS

Effects of misspelled words is measured along three modes:

� only the document collection is corrupted (table 3)
� only the query collection is corrupted (table 4)
� all the CF collection is corrupted (table 5)

Rel_ret: 2227
Interpolated Recall - Precision Averages:

at 0.00 0.8479
at 0.10 0.6270
at 0.20 0.4927
at 0.30 0.3632
at 0.40 0.2452
at 0.50 0.1742
at 0.60 0.0932
at 0.70 0.0370
at 0.80 0.0154
at 0.90 0.0018
at 1.00 0.0005

Average precision (non-interpolated) over all rel docs
0.2325 (96%)

Table 3. Results with misspelled documents

As expected the maximal degradation is observed when both doc-
uments and queries are corrupted (table 5), with an average precision
falling to 18%, i.e. 25% worst than for the original collection. More-
over, at any corruption levels, the silence grows: from 2249 relevant
documents retrieved originally (table 2: atn.ntn) down to 2227 (table
3), 2074 (table 4) and finally 2045 (table 5), i.e. misspellings entail
the elimination of at least 22 and at most 204 relevant documents.

Moreover, precision is almost uniformly affected, whatever inter-
polated recall point is considered. Even when only the document col-
lection is corrupted (with a low corruption ratio: 3%), we observe that
the general average precision decreases by 4%. The degradation is
even bigger when comparing average precision between tables 4 and
5, as it affects precision of about 7% (we calculate the ratio between
each average precision: 19.56% and 18.21%).
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Rel_ret: 2074
Interpolated Recall - Precision Averages:

at 0.00 0.7537
at 0.10 0.5364
at 0.20 0.4127
at 0.30 0.3090
at 0.40 0.2069
at 0.50 0.1386
at 0.60 0.0691
at 0.70 0.0290
at 0.80 0.0077
at 0.90 0.0032
at 1.00 0.0005

Average precision (non-interpolated) over all rel docs
0.1956 (81%)

Table 4. Results with misspelled queries

Rel_ret: 2045
Interpolated Recall - Precision Averages:

at 0.00 0.7276
at 0.10 0.5050
at 0.20 0.3888
at 0.30 0.2901
at 0.40 0.1824
at 0.50 0.1278
at 0.60 0.0664
at 0.70 0.0246
at 0.80 0.0070
at 0.90 0.0019
at 1.00 0.0005

Average precision (non-interpolated) over all rel docs
0.1821 (76%)

Table 5. Results with misspelled queries and documents

stems in the ori. coll.: 6035 (100%)
stems in the missp. coll.: 11677 (193%)

Table 6. Index pruning

4.1 Index pruning

Table 6 provides the index’s size calculated on each document collec-
tion: it is interesting to see how a low corruption rate (3%) can highly
affect the main matching9 instrument of the IR engine: thus, the in-
dex for the corrupted collection is about twice as large (93%) as the
original one. This phenomenon is well documented in the research
conducted on OCR tools, and [27], who worked with a higher cor-
ruption rate (5%), notice a huge increase (four fold) in the dictionary
size for the degraded text collection.

5 CONCLUSION

We showed that misspellings do affect retrieval effectiveness, and it
is already true at very low corruption levels: thus, a 3% error rate af-
fects the average precision of about 4% to 7%. Finally, in the worst
case (when both queries and documents are corrupted), the average
precision decreases by 25%. The way misspellings degrade mining
and retrieval systems based on the BOW assumption is also measured
by the increase of the index’s size, which is about twice as large as
for the non-corrupted collection of documents. So, the first conclu-
sion we would like to draw concerns the difficulty to transport those
text mining and retrieval results, which are obtained on “usual” col-
lections, to the clinical domain. Second, we argue that generic text
mining approaches must be specifically adapted to clinical reposito-
ries in order to produce meaningful results. Here, three alternatives
can be considered:

� the construction of a collection made of clinical texts;
� the use of n-grams rather that words as indexing terms;
� the adjunction of fully-automatic spelling correctors on top of text

mining systems.

6 FUTURE WORK

Concerning the last alternative, the use of fully-automatic spelling
correctors could constitute an interesting way to cope with mis-
spellings. However, because they do not provide always the best can-
didate at the top of the list they usually return, these tools should be
improved to be used in a fully-automatic manner (as investigated in
[4, 18]).

6.1 NAMED-ENTITY RECOGNITION

Another necessary step in order to build an IR system susceptible
to perform well on patient records, concerns the handling of non-
lexical items. Indeed, named-entities (NEs) such as patient and doc-
tor’s names are frequent in patient records (see [19] for an application
to medical records), and would need to be recognized in order to be
ignored by the fully-automatic spelling corrector.
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Using real world data for modeling a protocol for ICU
monitoring

Martin Scholz
�

Abstract. In this paper a new approach for setting up computer
based clinical protocols is presented. The goal is to speed up the de-
velopment by exploiting recorded patient data from the beginning.
Having the protocol represented as a knowledge base in a logical for-
malism, modeling can be supported in various ways. To empirically
evaluate the approach a not yet operational protocol is translated into
a logical formalism and some experiments with real world patient
data records are presented.

1 BACKGROUND

In the year 2000 the Institute of Medicine published a report [9] stat-
ing that avoidable human errors in medicine are one of the eight most
frequent causes of death. Especially the prescription of drugs at in-
tensive care units bears a comparably high risk of human failure. The
mistakes range from misjudgments of the patient situation, and thus
following an inappropriate strategy, to mixing up drugs or by mistake
choosing a wrong dose at the bedside.

Physicians base their decisions on experience and the actual data
elicited from patients. On modern ICUs the number of frequently
measured variables can be a few hundred, while human capabilities
are limited to processing up to 7 variables in parallel in decision mak-
ing. Under these circumstances, information overload has to be con-
sidered a serious problem. Modern technologies have been suggested
to address this problem. Especially decision support systems are well
suited to support physicians at the bedside. Given vital parameters of
a patient in electronic form, a decision support system can trigger
alarms when a patient is in a critical state, or even check if an inter-
vention is a bad choice in a specific situation.

More holistic approaches even transfer all general control deci-
sions to a standardized protocol, reflecting the best practice cases.
These protocols will react properly in most of the situations a patient
with a specific disease might encounter. In [1] Morris elaborately
motivates the development of such protocols.

It is reasonable to use computers in order to automatically generate
suggestions for the physicians at the bedside. The decision support
facility becomes even more powerful if the patient’s measured data
can immediately be read from the clinical devices.

In this paper an approach for speeding up the development of com-
puter based clinical protocols is presented and empirically evaluated.
The idea is to use a knowledge acquisition environment and to conti-
nously validate the (incomplete) model by means of recorded patient
data.

The paper is organized as follows: After a brief overview of re-
lated work on building clinical protocols, the following section 3 de-
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scribes the approach of this paper in more detail. In order to be able
to evaluate the approach, a draft of a clinical protocol is used. Be-
cause the protocol is given in a paper version, the first step was to set
up an equivalent operational knowledge base. A brief description of
the protocol and its formal representation is given in section 4. The
following section 5 introduces a real world dataset that was used for
the evaluation. Some validation techniques and experiments are also
presented in this section. The paper concludes with a summary and
outlook.

2 RELATED WORK

For the scope of this paper a representation of protocols as know-
ledge bases in a logical formalism is well suited, basically because a
knowledge acquisition environment can be used to support the mod-
eling process. In the literature many different formalisms are sug-
gested. [4] and [13] give an overview of some common guideline
representation formalisms.

The ARDEN syntax is one of the early standards for representing
medical knowledge. Its modularity enables an exchange of protocols
between institutions. The underlying formalism is a procedural pro-
gramming language. One of the disadvantages is a poorly supported
adaptation, as details on data sources are “hard coded”. Further on, a
declarative representation of higher level concepts like the patient’s
state, the actual state of executing a plan, temporal patterns, etc. is
not possible, but needs to be coded as procedural knowledge.

Later guideline models make use of more sophisticated for-
malisms. EON uses an ontology to map patient variables to medical
data, for example. One way of representing temporal constraints is
the use of flow charts and other graph based approaches. Although
this is an intuitive way of modeling, the expressiveness and utility of
such approaches is limited. For example, real time planning, exploit-
ing critiquing techniques, and being able to suspend a plan as long as
necessary are properties missing in such approaches.

An overview of planning in the context of clinical protocols and
some details about the guideline model Asbru can be found in [12].
Asbru is a language with LISP-like syntax, designed for the task of
planning and plan management in the medical domain. Some of the
involved concepts are intentions, conditions and effects. The execu-
tion of plans is continously monitored and plans will be adapted if
necessary.

A major drawback of these guideline models is a lack of support
for revisions. In contrast representations based on restricted first or-
der logic, like the one used in this paper, offer automatic inference
capabilities. This helps to reveal contradictory parts of a model. Be-
cause of the formal semantics of first order logic, the knowledge ac-
quisition environment may support the knowledge engineer by offer-
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ing minimal base revision, whenever necessary. An ontology to map
variables from data records to protocol variables can be expressed
in this formalism. For protocols that depend on planning capabili-
ties this formalism offers at least the means to build and validate the
knowledge modules incorporated.

As related operational clinical protocols, two examples shall be
given here. The first one is mentioned in [1]. It addresses the highly
complex acute respiratory distress syndrome (ARDS). The effective-
ness of the protocol was continously evaluated by clinical trials. The
VIE-VENT project [15] yields another example of a knowledge-
based monitoring system, aiming at optimizing the ventilation of
newborn infants.

A major problem with such protocols is that, although they prove
useful in practice, the development is a very tedious task. To build
the ARDS protocol took about 25 person years.

Apart from setting up the protocol itself, validation and prepro-
cessing of data automatically derived from sensors is a key issue.
Especially for intensive care units it is very useful to recognize out-
liers and to “repair” data, as much as possible. For this task a vari-
ety of mainly statistical approaches has been suggested ([16], [10],
[11], [2], [3]). An approach combining a statistical signal-to-symbol
method, machine learning for state action rules, and declarative do-
main knowledge is presented in [7].

3 THE MODELING APPROACH

The approach presented in this paper aims at drastically reducing the
necessary efforts for building such protocols in the ICU context, es-
pecially in early stages of development. The idea is twofold. First
of all, we conceive clinical protocols as expert knowledge, and con-
sequently exploit appropriate tools for modeling knowledge bases.
For the clinical practice guidelines and protocols different represen-
tations have been proposed, as discussed in section 2. In the context
of this paper a restricted first order logic representation embedded
into the knowledge acquisition environment MOBAL [8] turned out
to be a good choice. It fits particularly well because the protocol in-
troduced in this paper is based on flow-charts and propositional logic,
which can easily be represented in first order logic. How well the
approach applies to more complex protocol structures needs further
evaluation. The main advantage of using such a knowledge acquisi-
tion environment is that consequences of decisions are calculated and
visualized automatically, which helps to reveal contradictory parts.
Modeling should be regarded as a cyclic process [6]. Thus, revisions
of any kind should be taken into account from the beginning. A belief
revision tool is part of MOBAL as well, supporting the user when
parts of the knowledge base are found to be inappropriate. In the
used representation formalism exceptions from the rule can be given
by their extensions. Further on, using the integrated Machine Learn-
ing facilities of MOBAL, a rule based characterization of such ex-
ceptions can be inferred. Finally uncertain inferences are supported,
which is useful for extending the simple architecture presented in this
paper.

The second and more important idea is to utilize the vast amounts
of data collected by electronic devices at the bedside of modern
intensive care units. In early stages of the modeling process, ex-
pert knowledge can be validated just using recorded patient data.
Recorded data is especially useful when, apart from the measure-
ments of patients’ variables, it reflects the physician’s interventions.
That way the suggestions generated by the protocol can directly be
compared to the actual decisions made at the bedside. If a suggestion
differs from the according intervention, then both should be inves-

tigated more closely. Giving experts a tool to retrieve such critical
situations from a database speeds up the development and improve-
ment of operational protocols.

4 OPERATIONALIZING AN ICU PROTOCOL

To prove the feasibility of the method sketched in the previous sec-
tion, the following sections describe experiences made with an ex-
emplarily operationalized protocol.

Modeling a complete domain is a very complex task, so the work
was started using a given draft paper version of an ICU protocol.
This protocol was non-operational, still under development, and ba-
sically addressed the field of haemodynamic monitoring. The incom-
plete state of the protocol is an advantage in the scope of this paper,
because the objective is to investigate how the iterative process of
modeling, validating and revising the model is facilitated by incor-
porating recorded data. To avoid any misunderstandings regarding
the quality of this protocol, its origin is not mentioned here2. This
section gives a brief description instead.

The protocol reflects the view of a physician at an intensive care
unit. The usual concept of ward rounds establishes the overall frame-
work. The control structure is given by a flow chart, making use of a
semi-formal propositional logic. [1] motivates the use of flow charts
and gives small examples.

The delay between two runs of the protocol for a single patient de-
pends on the patient’s actual state. Depending on which patient vari-
ables are critical, an elicitation of further variables is carried out, until
it is possible to decide which intervention(s) are necessary. The input
of the protocol is given by 35 variables. There are two kinds of pro-
posed interventions, drugs and infusions. Time aspects are handled in
various ways. Some events, like low blood pressure, are memorized
for long time intervals. Changes of variable values are evaluated by
comparing them to the one elicited at the last ward round.

In order to exemplarily validate and refine the protocol the first
step was to transfer the protocol into an operational knowledge base.
Restricted to a single iteration/ward round the characteristic infer-
ence structure of Heuristic Classification [14] was found appropriate
to organize the given knowledge3 . In the sense of Heuristic Classifi-
cation the task is to classify the set of variables known to the protocol
into categories, which are given by possible interventions to be per-
formed. The inference structure is given by two hierarchies. The first
one abstracts from the given set of variables, in order to find higher
level descriptions, based on more meaningful features. These fea-
tures reflect domain specific terms. The second hierarchy starts with
abstract solutions, referred to as therapies in this context. Following
the direction of inferences, the solutions get more and more specific.
In this context the abstract therapy is refined unless an intervention is
reached, which is specific enough to be suggested to the clinician. A
characteristic of Heuristic Classification is that these hierarchies are
connected via heuristic rules. The assignment of therapies in the pro-
tocol can be regarded as heuristic, as well, for they are not inferred
using formalized causal dependencies.

For each ward round and patient, all most recent variable values
are collected from the database and represented as a logical fact. In
the next step reference values from the past are identified, and the
differences to the most recent values are calculated. The differences
are used to keep track of the latest changes of variable values.

�

For copyright reasons it is not possible to show an extract.
�

Please note that this way of structuring the knowledge base is just an exam-
ple which fitted well for this specific protocol.
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Figure 1. Architecture of the knowledge base. Arcs denote the flow of
information.

The most recent values and the changes of variables are qualita-
tively abstracted by an interval based mapping from numerical val-
ues to categories. For most patient variables a normal interval ex-
ists, yielding the results “value too low”, “value normal” or “value
too high”. For drugs something similar exists. The lower bound is
given by the dose under which the drug does not show any remark-
able effects. The upper bound is the highest dose not considered
an overdose. Changes of patient variables over time are categorized
by distinguishing significant increases and decreases from negligible
changes. Drugs are assigned a set of expected effects with respect to
the actual dosis.

Basically by aggregating multiple of the symbolic features derived
in the last step, a more sophisticated representation of the patient’s
state is derived. This process is labeled by Evaluate State in figure 1.
For example the effectiveness of the arterial circulation is evaluated,
taking into account that some of the indicative features might be un-
known. The ways of aggregating features ranges from a hierarchical
“choose first variable available” to complex nested if-then structures,
checking a variety of (symbolic) variable values. Further rules con-
clude about the stability of the patient’s state.

Once the state of the patient is described by more meaningful fea-
tures, promising adjustments of the actual therapies are collected. In
some cases the set of therapy candidates is contradictory, for exam-
ple “ increase an inotrope” and “decrease an inotrope”. Further on,
the protocol forbids to decrease more than one drug at a time4. For
these reasons rules to resolve conflicts are necessary. Rules defining
which therapies are incompatible and a priority based rejection yield
a set of “accepted” therapies. The delay until the next ward round is
also determined at this point.

Therapies like “increase a pressor” mentioned above are still ab-
stract. Different drugs and infusions share the same category, so the
next inference step examines which one is preferable. The domain
knowledge is often given by priority lists. For mosts drugs doses are
increased up to the valid upper bound or down to zero, respectively,
before the successor in the hierarchy is chosen.

The next step finally turns the the therapy into a concrete, applica-
ble intervention by calculating new doses for drugs or total volumes
and rates for infusions.

�

This does not apply for all situations.

Finally a suggestion is inferred if not forbidden by an active wait-
ing time. For each drug, an unsuccessful trial of decreasing it will
be remembered for up to 12 hours. This aims at avoiding oscillating
dose changes. Another reason for activating a waiting time is to slow
down the process of decreasing a drug dose.

5 EXPERIENCES VALIDATING THE MODEL

The usefulness of real life data in the model building process was
evaluated using anonymized data of 242 patients from the intensive
care unit of the Städtische Kliniken Dortmund, Germany.

After some adjustments to the protocol and mapping of drugs, the
operational knowledge base described in section 4 could be applied.
The formal model does not only generate suggestions, but the in-
termediate concepts are transparent, as well. Figure 2 shows some
intermediate results of an inference process. All derived logical facts
are related to minute 525 of the treatment of patient with identifier
6983. In the first window (actual value) the most recent values
for different variables are listed. The result of mapping some of these
to discrete categories is given by the predicates discrete value
and discrete drug dose. The information if a variable has
changed significantly is summarized by significant change.
In drug effect category the actually given drugs are mapped
to the categories, according to the effect the drug is assumed to have
in the actual dose. Some present criteria for instability are listed in
the lower left. Finally the generated therapy candidates are shown
in the lower right. Some successfully applied techniques to exem-
plarily validate the protocol are introduced in the remainder of this
section. First, a straight-forward modification that turns the knowl-
edge base into a critiquing system [5] turned out to be useful. The
system compares the suggestions generated by the protocol to the
recorded interventions, chosen by a physician at the bedside. This
can be done at different levels of abstraction. In my experiments, the
level of therapy candidates and chosen therapies was best suited, be-
cause of an astonishingly small fraction of cases where protocol and
practice chose the same intervention. It was necessary to map the in-
terventions found in the data records to the therapies known to the
protocol. For this step the same knowledge could be exploited as was
used to refine abstract therapies to concrete dose changes. The ther-
apies proposed and performed were then compared and the results
were aggregated into one predicate, stating

� if the therapies are equal,
� if the performed therapy is not even under consideration or
� if the therapies are even clearly contradictory, e.g. increase pressor

and decrease pressor.

Table 1 shows an example of a critiquing result. In order to better ex-
ploit the sparse set of interventions found in the data, they were used
to trigger the ward rounds. This change increased the effectiveness of
the critiquing system and helped to find numerous cases where pro-
tocol decision and recorded intervention differed drastically. Such
cases were shown to an expert on intensive care medicine and ana-
lyzed in detail. Although graph based visualizations of inferences are
available, screens like shown in figure 2 were better suited to com-
municate to the expert in order to find the rule(s) to be refined.

Another straight forward way of changing the protocol for valida-
tion is to drop the cyclic ward rounds, in favour of a monitoring ap-
proach. In this case the protocol changes the proposed interventions
immediately whenever the patient’s state demands. Such an approach
was followed to evaluate if the emerging protocol behavior follows a
steady plan, or if the decisions tend to be contradictory within short
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Figure 2. Information for patient 6983, minute 525 at different levels of abstraction.
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Table 1. Critiquing system applied to patient 6983

Pat. ID Time Status

6983 1185 same infusion bolus bolus
6983 1192 same therapy inotrope increase
6983 1398 same infusion bolus bolus
6983 1605 performed is no candidate diuretic increase
6983 1946 same infusion bolus bolus
6983 2085 performed is no candidate diuretic increase
6983 2085 same infusion bolus bolus
6983 2505 different infusion bolus none
6983 2805 same infusion bolus bolus
6983 2904 same infusion bolus bolus
6983 3165 clearly contradicting pressor increase
6983 3165 performed is no candidate inotrope increase

time intervals. The latter turned out to be true, especially when no
preprocessing of the data was performed. Outliers repeatedly lead to
the inverse decision for a single minute within a longer interval with
steady therapy decisions. Following the ward round approach, this
would lead to the inverse intervention for at least 30 minutes. But
even after cleaning the data from most of the outliers5 the protocol
decisions were often contradictory within short time intervals. Table
2 illustrates such an unsteady behavior. During the according time
interval there was no intervention in the dataset. Something that is
obviously not reasonable is to change the recommendation from in-
creasing to decreasing pressors and vice versa for intervals as short
as two minutes. Inspection of the inferences revealed a serious prob-

Table 2. Therapy for single patient when protocol is evaluated every
minute. Continous therapies are aggregated to intervals. Marked rows denote

interventions recommended for a very short time interval.

Start End Object Action

19815 20727 pressor decrease
� 20725 20727 infusion maintenance
� 20727 20728 pressor increase
� 20727 20728 infusion bolus

20728 21085 infusion maintenance
20728 21346 pressor decrease

� 21346 21347 pressor increase
21347 21482 pressor decrease

� 21482 21483 pressor increase
� 21483 21484 pressor decrease
� 21484 21485 pressor increase

21485 21497 pressor decrease

lem, namely the lack of signal to symbol preprocessing that is stable
with respect to noise.

The results regarding the protocol as such are not surprising, but
it was remarkably easy to adjust the knowledge base in a fashion
allowing for the analysis sketched above. The declarative represen-
tation made it easy to communicate emerging questions to a domain
expert and to refine inadequate parts.

6 SUMMARY / REMAINING WORK

For setting up and maintaining an ICU protocol this paper proposes
to integrate available recorded datasets from the beginning. The use
of a knowledge acquisition tool and a logical representation eases to
find inadequate protocol parts and inconsistencies by automatically
processing available data and comparing suggestions to the decisions

�

A simple plausibility check was used.

of physicians, if available as an integral part of the dataset. Further
on, refinements of the model are supported.

Once a protocol is available in declarative and operational form, it
can easily be changed for validation in many ways. The first change
presented was to incorporate automatized critiquing of derived re-
sults. Another example is the change of the ward round based iter-
ations into a monitoring like approach. This yields results related to
time intervals, which gives a clearer picture of protocol consistency.

Only little efforts were taken until now to evaluate which prepro-
cessing methods are favorable for the given protocol. A plausibil-
ity check to remove outliers was successfully applied, still omitting
a reasonable signal-to-symbol preprocessing. The impact of several
such preprocessing methods should be compared in the future. The
advantage of the declarative representation is that it does not only
infer suggestions, but the impact can be studied on different levels of
abstraction, for example which discrete category is assigned, which
higher level concepts are found to be true and which therapies are
chosen. The number of contradictory interventions could be one way
of measuring the quality of preprocessing.
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Predicting outcomes of cardiac surgery:
modeling the interaction of risk factors

Marion Verduijn 1 Niels Peek1 and Jaap Kloek2

Abstract. Patients that undergo cardiac surgery carry the risk of
obtaining postoperative complications that ultimately lead to death.
For most patients, the risk is low, but in a number of cases the risk is
substantial. There is however a large number of risk factors involved,
and their interplay is subtle. The existing prognostic models for this
domain, that are based on logistic regression analyses, have difficul-
ties to give reliable predictions for high-risk groups; this is probably
due to the many non-linear relations and interactions between risk
factors in this domain. This paper argues that nonparametric methods
should be used instead, because their ability to model non-linear re-
lationships and interactions. Furthermore is argued that factors from
the complete perioperative trajectory should be taken into account
when studying the mortality risks. It is shown how different types of
models (regression trees, IF-THEN rules, and independency graphs),
can supplement each other in providing a better view of the interac-
tions of different predictors.

1 Introduction

Cardiac surgery is a complex medical procedure that involves ad-
vanced technology and is carried out by highly specialized clinical
personnel. Notwithstanding the large number of patients that undergo
this procedure, the effect and interplay of risk factors is still poorly
understood in this area. Virtually every patient survives the operation
itself, and most patients successfully recover after the operation; but
there exist groups for which the risks of postoperative complications
and death are substantial. Furthermore, the variation in outcomes is
a major concern of cardiac surgeons and their co-workers: for un-
known reasons, rather different outcomes are observed in seemingly
homogeneous patient groups. For these reasons, workers in the field
have expressed the need to gain more insight in the interplay of risk
factors in the mechanisms of postoperative recovery. The individual
clinicians on the working floor however lack the ability to study these
mechanisms, as they do not have the possibility to overview patients
at all times in the complex perioperative trajectory.

One of the ways to provide clinicians with insight of their working
area is by developing aprognostic model. Prognostic models predict
the future course and outcome of disease processes [1]. Examples
of prognostic information are prediction statements about survival
chance and time, predictions about events such as complications of a
chosen therapy, and of disease evolution. But for clinical specialists,
a prognostic model is most useful because it describes which factors
determine such outcomes, what their relative importance is, and how
they interact. As there exists a large number of factors in the peri-

1 Dept. of Medical Informatics, University of Amsterdam, P.O. Box 22700,
1100 DE Amsterdam, The Netherlands; e-mail: m.verduijn@amc.uva.nl

2 Dept. of Cardiothoracic Surgery, Academic Medical Center Amsterdam

operative trajectory that have an impact on the outcome, building a
prognostic model can help to understand the mechanisms at play.

During the last 10 to 15 years, a number of prognostic models has
been built for the domain of cardiac surgery. These models have con-
centrated on quantifying mortality risks from patient-related, preop-
erative factors using logistic regression [10, 7]. They are useful for
performing comparative audits of different hospitals, but fail to re-
veal the interplay of predictive factors in high-risk patient groups.
Furthermore, information on events at the operation room, intensive
care unit and nursery ward is not included in these models, and there-
fore the role of these events in these stages of the perioperative tra-
jectory remains obscure.

In this paper, we present an approach to circumvent these prob-
lems by combining different methods and representations from ma-
chine learning and statistics. The motivation is that different types of
models reveal different characteristics of a problem domain, and may
be therefore supplement each other in providing feedback to clinical
workers. The following steps were taken. First, regression trees were
developed to predict mortality at various times prior to and after a
heart operation. Second, these models were translated to a simplified
form (IF-THEN rules) to assist in estimation of mortality risks at
the bedside. And third, conditional independency relations that were
discovered by comparing different regression trees, were expressed
in a directed graph (the “qualitative” part of a Bayesian network) to
provide a concise overview of the interplay of all risk factors.

The paper is organized as follows. In Section 2, we sketch the pro-
cedure of cardiac surgery and its surrounding health-care trajectory,
and give an overview of existing prognostic models in this domain.
Section 3 describes the data sets and model building methods em-
ployed in this study; Section 4 provides an overview of the models
that were developed. We conclude with a summary and discussion of
the main results.

2 Background: cardiac surgery

Cardiac surgery is one of the most successful procedures in mod-
ern medicine. Since the first open heart operations in the 1950s, the
procedure has constantly been improved; for the majority of patients
undergoing the cardiac surgery, the mortality risk is now near or be-
low 5%. The operation is also one of the most complex procedures:
in the operation room (OR) and subsequently at the intensive care
unit (ICU) and the nursery ward, a large number of highly special-
ized clinicians collaborate in applying advanced medical technology.
During each of these stages, unforeseen complications may have se-
vere implications for the patient.

Patients undergoing cardiac surgery follow a health care trajectory
that can be summarized as follows. First, the patient is submitted to
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Table 1. Existing prognostic models

Model Factors Outcome(s) Model type Reference(s)

Parsonnet preoperative mortality LR + score [10]
EuroSCORE preoperative mortality LR + score [13]
Cleveland Clinic preoperative morbidity, mortality LR + score [5]
QMMI preoperative morbidity, mortality LR + score [4]
Ontario preoperative length of stay, mortality LR + score [16]
ISCAB full trajectory mortality sequential LR [3]
R.K. Orr preoperative mortality neural network [8]
J.V. Tu & M.R.J. Guerriere. preoperative length of stay neural network [15]

cardiac surgery by a cardiologist. Depending on the urgency of the
case, the patient is treated immediately or placed on a waiting list.
Usually, the patient is hospitalized one day prior to surgery to un-
dergo various examinations. During the operation, anaesthesia is ap-
plied and the blood circulation is maintained by a machine (theheart-
lung machine). Most heart operations involve coronary artery bypass
grafting (CABG), repair or replacement of heart valves, or combina-
tions of these procedures; depending on the complexity of the pro-
cedure, it takes 1 to 6 hours. After the operation, the patient is sent
to the ICU for recovery. During the first hours after heart surgery, it
is common to find many physiological disturbances, and also cardiac
arrhythmias may occur. In a normal (uncomplicated) recovery pro-
cess though, a stable condition is reached within 24 hours; then the
recovery process is completed at the nursery ward. After discharge
the patient leaves the hospital, and regularly visits the outpatient car-
diology clinic for follow up.

To predict outcomes such as mortality, morbidity (postoperative
disease or disability), and length of stay in the hospital, a number of
prognostic models have been built for the domain of heart surgery.
Most of these models aim to support comparative audit of different
hospitals by providing a means forcase-mix adjustment. If the group
of patients treated in hospital A is believed to have a bettera priori
prognosis than the group of patients treated in hospital B, then hos-
pital A should have correspondingly better outcomes than hospital
B. In the field of cardiac surgery, a number of prognostic models for
this type of comparison has been developed using logistic regression
(LR) analyses [10, 13]. The resulting models predict the chances of
death, based on preoperative risk factors; to make a fair comparison
between hospitals, intraoperative and postoperative factors are not
included. Also case-mix models have been developed for morbidity
and length of stay [5, 16, 4].

Logistic regression models are too complicated to assess patient-
specific risks at the bedside by clinicians. For this reason, most of the
above models have also been transformed toclinical scoring models.
Such scoring models are obtained by discretizing the predictive vari-
ables and scaling the coefficients of the regression equation to obtain
whole numbers (points). To obtain a prediction for a given patient,
the points associated with risk factors that apply are added, and the
patient’s risk category is found in a lookup table based on this to-
tal. For instance, theParsonnet score[10] assigns a category of good
(0–4%), fair (5–9%), poor (10–14%), high (15–19%) or extremely
high risk (20% and more) of dying.

The models described above have been criticized for various rea-
sons. First, these models produce moderately accurate calibration in
low risk groups but not in high risk groups [9]. That is, in high risk
groups the observed mortality deviates from what the model pre-
dicts. This inaccuracy at the extreme occurs because LR models treat

risk factors as independent predictors of mortality where in fact they
are not. Second, LR models have diffulties with representing nonlin-
ear relationships, while many risk factors for cardiac surgery exhibit
nonlinear behaviour in their effect on mortality. This also leads to
bad calibration, or to a leaving out such factors altogether. Third,
case-mix models provide little insight in the interplay of preopera-
tive, intraoperative, and postoperative variables. Each cardiac surgery
patient spends time in the OR, the ICU, and the nursery ward, and the
events during these phases may have a major impact on the outcome.
A model based solely on preoperative factors yields no understand-
ing of the role of these events.

In Table 1 an overview is given of prognostic models for cardiac
surgery. Apart from the models mentioned earlier, the table mentions
a few models that have attempted to meet the above criticisms. For
instance, Orr et al. [8] and Tu and Guerriere [15] developed neural
networks to predict outcomes after surgery. Neural networks have the
capacity to model complex, nonlinear relationships; unlike LR mod-
els they make no a priori assumptions about the underlying distribu-
tions of predictors and outcome. From a clinical point of view, how-
ever, neural networks are little useful due to their black-box nature.
The Israeli Study on CABG (ISCAB) has attempted to meet the third
criticism [3]. In the study, a prognostic model containing three LR
submodels for case-mix, operative and postoperative factors was de-
veloped. In the second and third submodels, the predicted risk of the
previous submodel is used as a predictive factor. The overall model
effectively shows that including operative and postoperative factors
leads to a reduction in uncertainty in the predictions. However, the
model does not reveal the interplay of these factors, and is therefore
little helpful for clinicians on the working floor.

3 Data and Methods

In this section we describe the data sets that were used in this study
and the methods that were employed to build prognostic models.

3.1 Patient data

Two data sets were used from operations conducted at the Academic
Medical Center in Amsterdam. We included all cardiac surgery pa-
tients who were older than 17 years and operated with use of the
heart-lung machine. The first data set was collected since 1994 and
contains preoperative and intraoperative data from 6293 surgical pro-
cedures. The second data set was collected since 1997 and contains
ICU data from 3853 cardiac surgery patients; the fields describe mea-
surements during first 24h at the ICU and several types of outcome.
The sets were linked to obtain a single broad set; this set contains 17
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Figure 1. Prognostic mortality tree for preoperative factors. Nodes marked with a ‘*’ reduced the error on the training set, but not on the test set.
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preoperative, 8 intraoperative and 119 postoperative (ICU) variables
for 3853 patients operated in the period of 1997 till 2001.

Important data items in the first set are patient characteristics such
as age, gender, and bodymass index (BMI), the type of surgery that
was conducted, the urgency of the procedure, and theperfusion time
(the duration of using the heart-lung machine). In the second data set,
blood and urine values recorded at the ICU are important indicators
of the patient’s state during recovery. Furthermore, this set contains
outcome variables such as length of stay at the ICU and in the hospi-
tal, and death during ICU admission and hospitalization.

3.2 Prognostic methods

Using the data sets described above, three types of prognostic models
were developed. The prognostic models predict the inpatient mortal-
ity (i.e., mortality during the hospital admission). First, regression
trees were developed to predict mortality at various stages in the pe-
rioperative trajectory. Second, sets of IF-THEN rules were derived
from the trees and stripped from spurious conditions; these rules are
intended to facilitate bedside decisions by physicians. Third, a condi-
tional independency graph [11] was built to model the independency
relations between predictors of mortality; these relations were also
derived from the trees. The motivation for building the graph was
provide an overview of the interplay of all risk factors in the periop-
erative trajectory. The procedure for building the trees is explained
below; the procedures for deriving the rules and the graph are ex-
plained in Section 4.

Regression trees were used to analyse the effect of various risk
factors on mortality. As was noted in Section 2, the effects of sev-
eral factors on mortality is nonlinear, and the joint effect of multiple
factors is often nonadditive; for these reasons, LR models show dis-
appointing results in high-risk groups. Because regression trees are
nonparametric methods to estimate continuous outcome values (in
this case: probabilities), we expected better results on model calibra-
tion. An additional advantage of tree methods is that they easily in-
corporate predictors whose relevance depends on the values of other
predictors. In cardiac surgery for instance, the number of coronary

artery bypasses is relevant only for bypass surgery (cabg) and not for
other types of surgery.

The trees were developed using the S-plus libraryRpart [14],
which is an implementation ofClassification and Regression Trees
(CART) of Breimanet al.[2]. Because low mortality in our patient
groups sensible classification of the outcomes was not possible. Even
a classification model that predicts for all patients the class ‘survival’
would be relative accurate. Classification gives less insight into the
differences in probability of death of the different risk groups; all risk
groups are classified to one of the outcome classes. For that reason
we used regression instead of classification. Regression trees esti-
mate the probability of death and in that way they distinguish more
precisely between different risk groups. The tree development was
constrained in the minimal number of cases in the leaves. The mini-
mal number of cases in leaves was set on 25. To prevent the tree from
overfitting, 10-fold cross-validationwas used. The tree was sought
for which the cross-validation error was minimal. To evaluate the
models, we used theBrier score(BS), i.e. the mean squared devia-
tion of the estimated probabilities to the observed outcomes.

4 Results

In this section we present the results of our analysis. First the regres-
sion trees to predict mortality are discussed, then the clinical rules
derived from them, and finally the conditional independency graph.

4.1 Mortality trees

The regression trees were fitted on the data of the 3853 patients oper-
ated in the years 1997 to 2001. 184 of the 3853 patients died during
the hospital admission (4.8%). Three models were developed: one
based on preoperative data, one based on both preoperative and in-
traoperative data, and one based on all data that is available after 24
hours at the ICU.

In the model based on preoperative data, it was found that surgery
type, age, urgency and reoperation are the main predictors of mortal-
ity in our data set. 10% of the variance in mortality was explained by
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the model; the Brier score was 0.043. Permitting some overfitting of
the data we also found the body mass index (BMI) as predictor for
mortality. The tree is shown in Figure 1; each node is labeled with
the 95% confidence interval for predicted mortality and the number
of relevant observations. Nodes and leaves assigned with a ‘*’ would
not appear in the tree if overfitting was not allowed. According to this
model a patient with the age of 68, who undergoes a single valve re-
placement, has a risk of 0.02 to die. Urgent surgery other than CABG
or single valve replacement however has an estimated mortality risk
of 0.35; note that the confidence interval is large (0.22–0.49).

In the model that included also intraoperative data, we found
that perfusion time becomes the most important predictor. Age and
surgery type are also still relevant, but urgency and reoperation are
not included in the tree. The operative model explained 13% of the
variance in morality; it had a Brier score of 0.041. In the third model,
age and surgery type were superseded by variables from the first 24h
ICU (Glasgow Coma Scale, minimal bicarbonate value, urine value,
maximal creatinine value, minimal mean blood pressure). Perfusion
time, however, still has some predictive value. The Brier score of
this model is 0.030; 26% of the variance in mortality is explained
with this model. The three models are summarized in Table 2; the
first row shows a Brier score of 0.045 when we predict all patients to
have the mean risk of 0.048.

Table 2. Summary of mortality trees

Time Variables BS

- - 0.045
Preoperative age, surgery type, urgency, reoperation 0.043
Admission ICU perfusion time, age, surgery type 0.041
24hours ICU Glasgow Coma Scale, bicarbonate, perfu-

sion time, urine, creatinine, blood pressure
0.030

It appears from the table that models based on data from later
stages of the trajectory were more accurate in predicting the out-
come. These trees are also able to provide well-calibrated estimates
in high-risk groups. For instance, in the third tree a very high risk
group was identified: patients whose Glasgow Coma Scale was lower
than 7 have a mortality risk of 0.90, with a confidence interval 0.80–
0.99. This is much smaller than the confidence intervals for high-risk
groups from the first and second trees.

4.2 Clinical models

Regression trees have an attractive interpretation for clinical work-
ers: they identify groups of patients with similar risks, in terms of
patient-specific conditions. These conditions may be isolated find-
ings (at depth 1 in the tree) or conjunctions of findings (at deeper
levels in the tree). Each finding is formulated in terms of a value
or value range for a specific variable; such a variable is therefore
basically acontext-specific risk factoridentified by the tree. The re-
gression trees for mortality described above were discussed with a
cardiac surgeon and an intensive care physician, and they were both
enthusiastic about the clear and intuitive presentation of these risk
factors; some of these factors, or the associated conditions, were in
fact unexpected by them.

The interpretation of regression trees as a collection of context-
specific risk factors may however sometimes be misleading; this was
recently pointed out by R. Marshall [6]. Consider once again the tree
of Figure 1. In one the deepest nodes in the tree, surgery type is for

the second time identified as a risk factor: procedures other than dou-
ble valve or combined single valve/cabg surgery have an increased
mortality risk. According to the tree, this is a risk factor only if (i)
surgerytype /∈ { cabg, singlevalve}, (ii) urgency=no, (iii) reoper-
ation=no, and (iv) age>63; these are the conditions associated with
the path that leads to the node in question. However, a further anal-
ysis of the data reveals that these types of surgery are equally risky
when only conditions (i) and (iv) are satisfied. So, the fact that the
procedure is urgent, or a reoperation, isnot relevant for this risk fac-
tor: urgency and reoperation are just unrelated, other (and stronger)
risk factors. The tree representation of risk factors gives a misleading
impression of this situation.

The problem sketched above is due to the fact that tree models
are limited to describing subordinate relations between risk factors,
and cannot express coordinating relations between them. This holds
in fact for all learning methods based on recursive partioning. To
alleviate this problem, we decided to rewrite the trees to sets of IF-
THEN rules, using the following procedure (as suggested in [12]):

1. for each leaf noden do
2. for each conditionc on the path ton do
3. removec if that does not significantly affect the distribution

of outcomes associated with noden
4. return the resulting set of conditions

Significance was verified using theχ2 test (cutoff value at 0.05).
Each of the sets of conditions returned by the algorithm was used as
the antecedent of a rule. For example, for the risk factor mentioned
above, the rule reads

IF age≥ 63 AND surgerytype 6∈ {cabg, single valve, double
valve, valve+cabg} THEN risk = high (0.11–0.28)

In the near future, the rules sets thus obtained will be discussed with
a larger group of clinicians.

4.3 Conditional independency model

As shown in Table 2, some preoperative mortality predictors (age,
surgerytype) remain important predictors at the time of ICU ad-
mission, while others (urgency, reoperation) are then superseded by
variables that are recorded during the operation (perfusiontime). A
similar phenomenon is observed after 24h at the ICU, when a num-
ber of variables measured at the ICU supersede the earlier predictors
ageandsurgerytypebut notperfusiontime. Apparently, there is a
direct relationship between perfusion time and mortality, whereas,
for instance,reoperationand mortality are only indirectly related. In
a separate tree analysis, it was found thatreoperationis a predictor
of perfusiontime(reoperations take longer than normal operations),
but onceperfusiontime is known, the variablereoperationhas no
longer predictive value for mortality. We conclude thatmortality is
conditionally independent ofreoperation, givenperfusiontime:

P (mortality | reoperation, perfusion time) =

P (mortality | perfusion time) (1)

To obtain an overview of all conditional independence relations
betweenmortality and its predictors, a systematic analysis was car-
ried out. The conditional independency graph shown in Figure 2 in-
cludes all variables with either predictive value for mortality or pre-
dictive value for one of the predictors of mortality, as found by the
regression tree analyses. An arc was drawn from variablev to vari-
ablew under three conditions: (i)v andw occur at the same stage
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Figure 2. Conditional independency graph for all factors.
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in the perioperative trajectory and are statistically correlated, (ii)w
occurs at the stage that follows immediately afterv, andv has predic-
tive value forw, or (iii) w occurs at some later stage in the trajectory,
andv has added predictive value forw even if all intermediate pre-
dictors are included in the analysis. Note that variablew may also be
mortality itself.

It appears from the graph that none of the preoperative risk fac-
tors has a direct effect on mortality, and that perfusion time has cen-
tral role in determining the risks of death. Furthermore, the type of
surgery influences many predictive variables directly, and indepen-
dently of perfusion time.

5 Discussion and conclusions

Cardiac surgery is a complex medical intervention surrounded by a
prolonged health-care trajectory. Many factors during this trajectory
influence the patient’s outcome, and the relations between these fac-
tors, and with the outcome, is subtle. In this paper, we have described
how insight into these relations is gained by building prognostic
models at multiple levels of detail. The main contribution of our work
is to show that different methods and representations from machine
learning and statistics are often easy to combine, and that there is an
added value in doing so: one representation may easily reveal things
that another representation cannot show. This is especially worthful
in medicine, where models can increase the knowledge of clinicians
of their working area. But this is not likely to happen when the mod-
els are hard to understand, or make wrong predictions.

The prognostic models that have been developed – regression trees
and IF-THEN rules for isolated stages in the perioperative trajectory,
and an independency graph for the whole trajectory – highlight prop-
erties of risk factors that remain hidden when other prognostic meth-
ods are used. Regression trees are insensitive to nonlinearity in the
relations between predictors and outcomes. Body mass index (BMI),
for instance, influences mortality in a highly nonlinear fashion and is
not easily selected when linear regression models are used. Through
the simplification of decision trees to IF-THEN rules, a more plain
view of the interplay between predictors of mortality is given, as the

rule representation also allows to express coordination of risk fac-
tors. The aggregation of decision trees to the conditional indepen-
dency graph finally, describes the informational interplay between
predictors during the whole trajectory.

We note that the current study is based on a relatively small data
set, and was primarily conducted to explore methodological innova-
tions. From a clinical point of view, a larger data set, that moreover
comprises more preoperative patient characteristics is preferable. In
addition, the data should be collected in multiple hospitals to filter
out effects that are due to working procedures.

In the near future, we intend to continue this line of research by
comparing the models described here with other types of models,
such as (generalized) linear regression models, and other types of
learning methods, such as standard algorithms for learning the struc-
ture of Bayesian networks. Furthermore, the independency graph will
be complemented with conditional probability tables to obtain a com-
plete Bayesian network, and the predictive performance of this net-
work will be compared to the performances of other models.
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