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We study cases in which input data contains dependencies between some of  its attributes and the class label that are either 

incorrect, or undesirable.

Such cases occur naturally when the decision process leading to the labels was biased. For instance when one tries to learn a 

decision support tool for selecting suitable job candidates. In this setting, the historical data will favor Caucasian males 

systematically for the higher board functions. A model learned directly on this data will learn this discriminatory behavior 

and apply it for future predictions.

(right) The amount of  discrimination in the census income data set and a naive Bayes classifier learned from this data.

From an ethical and legal point of  view it is of  course unacceptable that a 

model discriminating in this way is deployed; instead, it is preferable that the 

class assigned by the model is independent of  sex and ethnicity. A simple 

solution that comes to mind is to leave out the sensitive attribute from the 

training data. In such a setting, the classifier will not be able to infer this 

distinction as a rule. Unfortunately, this is not true. The classifier will still learn 

this distinction from attributes that are correlated with the sensitive attribute. 

This is the so-called red-lining effect.

(left)  Red-lining in 1936 in Philadelphia. 

(right) The amount of  discrimination when the gender attribute is removed.

Our goal is to learn a model that provides classification without discrimination when 

learned from a data set contains discrimination. To this end, we construct a model for 

the discrimination phenomenon and try to fit this model to the data. This model can 

then be used to undo the effects of  the discrimination, the result is a new 

discrimination-free data set.

We view discrimination as a random process that modifies the actual class label into the 

label that is observed in the data set. This actual class label is modeled as a latent 

variable in a Bayesian network. This latent variable is modeled to be independent from 

the sensitive attribute. Together, the latent and sensitive variable determine the observed 

class label. The rest of  the model is built in a naive Bayes fashion. In order to avoid red-

lining, all attributes are not only dependent on the latent, but also on the sensitive 

attribute. This way, the sensitive attribute can be used to `explain away’ the red-lining 

correlations.

(left) A Bayesian network model for discrimination.

male female
high income 3256 590
low income 7604 4831

male female
high income 4559 422
low income 6301 4999

male female
high income 4134 567
low income 6726 4854
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Now that we have a model, we need to discover the actual latent class labels. Assuming 

that the model is correct, this boils down to finding the maximum likelihood assignment 

to this latent variable, i.e., the assignment that maximizes the probability of  the data. 

This is a type of  clustering problem that is typically solved using the expectation 

maximization (EM) algorithm.

We apply EM to this model and our data set in order to try to discover the actual class 

labels that should have been given if  there were no discrimination. Unfortunately, there is 

a price to pay for using these new labels: less discrimination in the data set implies a 

lower accuracy.

(right) The average amount of  discrimination and accuracy obtained using maximum 

likelihood on the data set and using the network as a classifier obtained using cross 

validation.
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male female
high income 2792 1370
low income 6982 3509

male female
high income 313 164
low income 773 378
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