Thesis for the degree of Master of Science

Generic Views for Generic Types

Thomas van Noort

January, 2008
INF/SCR-07-12

NS

= M F Universiteit Utrecht

N
Center for Software Technology Daily supervisor:
Dept. of Information and Computing Sciences prof. dr. Johan Jeuring
Universiteit Utrecht
Utrecht, The Netherlands Second supervisors:

drs. Stefan Holdermans
Alexey Rodriguez Yakushev, MSc






Abstract

Generic programming allows us to capture uniform behaviour for a family of types in a single defi-
nition. In this thesis, we focus on Generic Haskell, a preprocessor to Haskell that enables us to define
generic functions and generic types. Such definitions are applicable in almost any context since their
result depends on a structural representation of types. Several representations exist, which together
are called generic views. These generic views include a standard view using sums of products, a
balanced view to improve efficiency, and a fixed-point view that makes the recursive occurrences in
a type explicit. In contrast to generic functions, Generic Haskell allows us define generic types only
using the standard view.

This thesis studies to what extent generic views, other than the standard view, are useful on the
type level. We illustrate the use of generic views for generic types by giving several examples, in-
cluding a finite map library with improved efficiency, a generic rewriting library with automated
extension of the object language with meta variables, and the zipper for efficient traversal of data
structures, with improved usability. Additionally, we present a formal approach to the translation of
generic views for generic types and discuss the implementation in the Generic Haskell compiler.
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Chapter 1

Introduction

In the first chapter of this thesis, we introduce the reader to generic programming (Section 1.1). Then,
we give an overview of the structure of this thesis together with its main contributions (Section 1.2).

1.1 Generic programming

In the functional programming language Haskell [19] types play a crucial role. Haskell is a strongly
typed language, meaning, types determine the context in which functions can be applied. Further-
more, types are statically inferred to prevent run-time errors. In Haskell, an extension of the Hindley-
Milner type system [9, 22] is used. This class of type systems is capable of inferring the type of a
function, relieving the user from providing the type explicitly.

Types of functions are either monomorphic or polymorphic. Functions that are monomorphically
typed are only applicable in the exact context their types dictate. Its counterpart is more flexible and
allows the function to be applied in different contexts. Polymorphism [2] comes in two flavours: para-
metric polymorphism and ad-hoc polymorphism. The former allows us to define identical behaviour
for different types in a single function. The latter is also known as overloading and allows us to define
a function which captures different behaviour by depending on the context it is applied in.

Although ad-hoc polymorpishm provides us with great flexibility, it restricts us as well. We are not
able to define a function which behaves differently for each context it is applied in, without providing
explicit definitions for each context. For example, it is impossible in Haskell to define a single function
that tests for equality, without using type classes and the deriving construct. The concept of generic
programming allows us to define such function by explicating and inspecting the context in which
the function is applied. Several approaches to generic programming in Haskell exist, of which an
extensive overview can be found elsewhere [12].

1.2 Overview

In this thesis, we focus on Generic Haskell [6, 11, 15, 20], which is an approach to generic program-
ming as a preprocessor to Haskell. Generic Haskell enables us to define generic functions; functions
which are defined only once, are applicable to almost any type, and still behave differently in different
contexts. This is achieved by providing explicit type information in the context the generic function is
applied in. Genericity is obtained by exploiting the structure of this type information in the definition
of a generic function. We elaborate on the concept of generic functions, their applications, and their
translation in Chapter 2.

There exist several representations of the structure of a type, which together are called generic
views. These generic views include a standard view using sums of products, a balanced view to
improve efficiency, and a fixed-point view that makes the recursive occurrences in a type explicit. In
Generic Haskell, we are able to specify which generic view is to be used by a generic function. We
discuss the benefits of using generic views for generic functions and their translation in Chapter 3.

Besides genericity on the value level, Generic Haskell provides genericity on the type level in the
form of generic types. As their value level counterpart, these types are defined by exploiting type
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1 Introduction

information that is provided explicitly at their use site. We discuss generic types, their applications,
and a formal approach to their translation in Chapter 4.

In contrast to generic functions, Generic Haskell allows us define generic types only using the
standard view. Therefore, this thesis is centered around the following research question,

To what extent are generic views, other than the standard view, useful on the type level?

Specifically, the contributions of this thesis are the following.

e We discuss generic views for generic types by means of several examples, including,

— a finite map library with improved efficiency (Section 5.1),

— a generic rewriting library with automated extension of the object language with meta
variables (Section 5.2), and,

— the zipper, for efficient traversal of data structures, with improved usability (Chapter 6).

e We generalize the formal approach to the translation of generic types such that generic views
are taken into account (Section 5.3).

e We modify the Generic Haskell compiler to support generic views for generic types (Chapter 7).

We end this thesis in Chapter 8 with some concluding remarks and several ideas for future work.
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Chapter 2

Type-indexed Functions

In this chapter, we discuss type-indexed functions (Section 2.1); functions which are indexed on a
type and allow us to define specific behaviour for such a type. This is a concept that is closely related
to overloading using type classes. Then, we discuss generic functions (Section 2.2), a subset of type-
indexed functions which exploit the structure of types. We further discuss two extensions of generic
programming: local function redefinitions (Section 2.3) and generic function abstractions (Section 2.4).
Finally, we explain the translation by specialization process of type-indexed functions (Section 2.5).
The work in this chapter adheres to founding work in the area of type-indexed functions [6, 20].

Overloading

As mentioned earlier, ad-hoc polymorphism is a powerful feature in the functional programming
paradigm. In Haskell, it is implemented by type classes [1] and allows us to overload a function
by defining the behaviour of the function depending on different types. The context in which the
function is applied is implicit and determines which definition is used. Consider the following type
class Add, which requires a definition for add,

class Add a where
add T a—a—a

instance Add Int where
add = (4)
instance Add Bool where
add = (V)
instance Add Char where
add xy = chr (ord x+ordy) .

We add numerical values using the (4) operator, boolean values using logical disjunction, and char-
acters by adding up the character values and turning this value into a character.

2.1 Indexing functions on types

Instead of using a type class to overload add, we alternatively define a type-indexed function. In con-
trast to type classes, type-indexed functions make the context explicit by a type argument. The type
argument is the first argument of a type-indexed function and is enclosed using special brackets ().
The type signature, or type, of a type-indexed function abstracts over this type argument using a type
parameter. We define a type-indexed function add by translating each instance of the type class Add to
an arm of add,

add (a :: ) T a—a—a

add (Int) = (+)

add (Bool) = (V)

add (Char) x y = chr (ord x +ord y) .



2 Type-indexed Functions

The type of add abstracts over its type argument using the type parameter a. We obtain the types of
the arms of add by instantiating this type parameter with the appropriate type argument,

add (Int) :=Int — Int — Int
add (Bool) :: Bool — Bool — Bool
add (Char) :: Char — Char — Char .

Observe that the arms of add have the same types as the functions defined in the instances of Add.

Dependencies

Determining the types of the arms for Int, Bool, and Char is relatively easy since these types are of
kind x. However, type-indexed functions are not restricted to type arguments of kind *. We can as
well define addition on higher-kinded types, like Maybe :: ¥ — x. Though, there are some restrictions
on the shape of the type argument in the definition of a type-indexed function. The type argument
has to be fully satisfied (i.e., has to have kind %) and only at top level a named type constructor
may occur. For example, Either o B and [«] are correct, while Either a and [Int] are incorrect since
the former has kind * — x and the latter contains multiple named types. Consider the following
definition of addition of Maybe values,

add (Maybe «) Nothing Nothing = Nothing

add (Maybe a) _ Nothing = error "incorrect shape"
add (Maybe «) Nothing _ = error "incorrect shape"
add (Maybe a) (Just x) (Justy) = Just (add (a) xy) .

In this definition, we only add Maybe values which have the same shape, otherwise a run-time error
is shown. If we add two Nothing values, we return a Nothing value. Adding two Just values results
in a Just value containing the addition of the contents of both the arguments. The contents are added
by applying add using the variable & as a type argument, which is called a dependency variable. The
dependency variable a abstracts over the type of the contents of the Just values. Because of this
abstraction, we have to provide the function add with additional information about how to add values
of type a. This is reflected in the type of add,

add (a::x):: (add (a)) = a—a—a .

The type-indexed function add is said to have a dependency on itself, but a type-indexed function
can depend on type-indexed functions other than itself as well. Each application of a type-indexed
function indexed on a dependency variable, introduces a dependency for the context in which that
function is applied. The dependencies of a type-indexed function describe the extra information that
is demanded. When we look at the type of an arm of add for a higher-kinded type argument, like
Maybe, we see how the additional information is required for this arm,

add (Maybe a) ::V(a::«) . (add (&) ::a — a — a) = Maybe a — Maybe a — Maybe a .

This type expresses the fact that given a function to add the contents of Just values, we can add Maybe
values. In Section 2.5 we see how this additional information is provided to the definition of add.

2.2 Generic functions

It might seem that there is no advantage in using type-indexed functions over type classes. Even
worse, type-indexed functions require us to make the context explicit, which makes the code slightly
more verbose. Fortunately, the true power of type-indexed functions reveals itself when we exploit
the structure of the type argument of a type-indexed function. To exploit the structure of types, we
first have to define a representation for the structure of types.
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2.2 Generic functions

Structure types

We represent the structure of types as sums of products,

data Unit = Unit
dataSum (a:: %) (b::x) = Inla|Inrb
data Prod (a:: %) (b::x) = axb .

Using these types, we are able to represent the structure of all types. For example, we define the type
Bool®, which is the structure type of Bool,

data Bool = False | True
type Bool® = Sum Unit Unit .

A single Sum value is used because this type has two alternatives, False and True. Since both alterna-
tives do not contain fields, Unit is used as the argument of Sum. Another example is a type with a
single alternative that has two fields,

data Fork (a::x) = Forkaa
type Fork® (a:: %) = Prodaa .

A different class of types are the recursive types, like the list constructor,

data[a:x] = []]a:][a]
type [a:: x]° = Sum Unit (Prod a [a]) ,

and a type to represent a binary tree,

data Tree (a::*) = Leaf a | Node (Tree a) a (Tree a)

type Tree® (a::x) = Sum a (Prod (Tree a)
(Prod a (Tree a))) .

The recursive nature of these types is not reflected in their structure types, only the top level structure
of the type is captured. This gives sufficient information to write generic functions; type-indexed func-
tions that exploit the structure of types by induction on the type argument. This requires the generic
function to define arms for Unit, Sum, Prod, and abstract types like Int, Bool, and Char.

Let us turn the type-indexed function add into a generic function. The type of the arm is included to
illustrate the dependency information that is required. More details about the types of type-indexed
functions can be found in Loh’s thesis [20]. Since we already defined add for several abstract types,
we start by extending the definition of add to the type Unit. This is quite easy since this type has only
one value,

add (Unit) it Unit — Unit — Unit
add (Unit) Unit Unit = Unit .

It becomes more interesting when we add two Sum values,

add (Sum « B) i V(anx) (bix).
(add (x) ::a — a — a,
add (B) :b — b —b) =
Sumab — Sumab — Sumab

add (Sum a B) (Inlx) (Inly) = Inl (add (a) x y)
add (Sum a B) (Inrx) (Inry) = Inr (add (B) xy)
add (Sum « B) _ _ = error "incorrect shape" .

For two Sum values to add up, we require the arguments to have the same shape, otherwise, a run-
time error is shown. When we add two arguments of the same shape, we apply add to the contents of
the arguments, using the corresponding dependency variable for choosing a left or right alternative.
The result is wrapped in either an Inl or an Inr constructor.



2 Type-indexed Functions

Finally, we define add for the Prod arm, which pairwise adds the arguments,

add (Prod « B) i V(anx) (bux).
(add (x) ::a — a — a,
add (B) :b — b —b) =
Prodab — Prodab — Prod ab
add (Prod « B) (x1 X x2) (y1 X y2) = add («) x1 y1 X add (B) x2 y» .

Again, we wrap the result in the right constructor of the type argument.

Using generic functions

In order to use a generic function like add on different types than the defined arms (e.g., [Int]), a
translation is required from such a type to its structure type. This process is called translation by
specialization and is explained in Section 2.5. Assuming this translation is taken care of, we can now

add two lists of type [Int],
add ([Int]) [1,2,3] [4,5,6] ,
which yields,
[5,7,9] .
We can as well add two binary trees containing characters,

add (Tree Char) (Node (Leaf *A’) *#° (Leaf *C”))
(Node (Leaf > *) >A’ (Leaf *17)) ,

which yields,
(Node (Leaf *a’) >d’ (Leaf ’d’)) .
Adding two values with different shapes,

add (Tree Int) (Leaf 1)
(Node (Leaf 2) 3 (Leaf 4)) ,

results in a run-time error, while adding two Float values,
add (Float) 1.23 4.56 ,

results in a compile-time error because it is an abstract type for which there is no arm defined.

2.3 Local function redefinitions

We define a generic function size, which depends on itself,

size
size

Sum w B) (Inry) = size (B)y
Prod a B) (x xy) = size (a) x + size (B) y .

size (a:: %) i (size (a)) = a — Int
size (Int) x =0
size (Bool) x =0
size (Char)  «x =0
size (Unit) Unit =0
size (Sum a B) (Inl x) = size (a) x
(
{

The size of a value with an abstract type, is defined to be zero. The arms for Sum dispatch the re-
quest for the size to the right alternative. Finally, the arm for Prod recursively applies size to both
of its values and combines the results. As a consequence, this function always returns size zero for
an argument, which does not seem really useful. But if we apply the generic function size using a
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2.3 Local function redefinitions

local function redefinition, it becomes more powerful. For example, the size of a value of type [Int] is
determined by redefining size on the elements of the list,

let size (Int) x = 1
in size ([Int]) [1,2,3,4,5] .

The local function redefinition specifies the behaviour of the dependencies of size. Since size only
depends on itself, we now have redefined how the function size behaves for the elements of the list.
If we omit this definition, default behaviour from the definition of size is assumed. A local function
redefinition provides great possibilities to manipulate the behaviour of generic functions, especially
by using dependency variables. This is illustrated by the expression,

let size (w)x = 1

in (size ([[Int]]) [[1,2], [3], [4,5]],
size ([[al]) [[1,2],[3],[4,5]],
size ([a])  [[1,2], 3], [4,5]],
size () [[1,2], 3], [4.5]]) .

which results in,
(0,5,3,1) .

The local function redefinition has no effect on the first application of size, it assumes default be-
haviour and returns zero. The second application considers the argument as a list of lists of elements,
counting each individual element. In the third application, the argument is considered a list of el-
ements, containing three elements. The last application treats the list of lists as a single argument,
resulting in size one.

Shorthand notation

In case a generic function has a single dependency, the notation for local function redefinitions is
slightly verbose. There is a shorthand notation available for local function redefinitions, which also
indicates more clearly that the dependency information is made explicit. Consider the following local
function redefinition of size, which has type a — Int,

let size (a) x = 1
n size ([a]) .

When we expand the type application to,

let size (w)x = 1
in size ([]) size (a) ,

and inline the definition, we end up with shorthand notation,
size ([]) (Ax — 1) .

This notation explicitly provides dependency information to the generic function size. Since the kind
of the type argument of this call to size is x — %, we have to provide it with a function to determine
the size of the elements of the list. Without such a local function redefinition, dependency informa-
tion is provided implicitly due to the process of translation by specialization, which is explained in
Section 2.5.

Multiple type parameters

Another generic function which benefits from a local function redefinition is gid. This generic function
depends on itself since it calls itself in the arms for Sum and Prod,

gid (a::x) i (gid(a)) =>a—a
gid (Int)

R
I
®



2 Type-indexed Functions

gid (Bool) x =x

gid (Char)  «x =x

gid (Unit) Unit = Unit

gid (Sum « B) (Inl x) = Inl (gid («) x)

gid (Sum a B) (Inry) = Inr (gid (B) y)

gid (Prod a B) (x xy) = gid (a) xx gid (B)y .

Without a local function redefinition, this generic function acts as the generic identity. However,
when it is applied in the context of a local function redefinition, specific behaviour can be inserted.
For higher-kinded type arguments, the generic identity acts as a generic map. For example,

let gid (a)x = x+1
in gid (Tree a) (Node (Leaf 1) 2 (Leaf 3)) ,

yields,
Node (Leaf 2) 3 (Leaf 4) .

The local function redefinition takes care of incrementing each element of the tree. However, it is not
possible to modify the type of the elements using the generic function gid. This is due to the single
type parameter occurring in the type of gid.

We continue by defining a generic function map,

map (a::%,b %) 0 (map (a,b)) =a—b
map (Int) x =x

map (Bool) x =x

map (Char)  x =x

map (Unit) Unit = Unit

map (Sum « B) (Inl x) = Inl (map («) x)

map (Sum a B) (Inr y) — Inr (map (B) y)

map (Prod a B) (x xy) = map (&) x x map (B) y

This definition closely resembles the generic function gid, except for the number of type parameters.
The effect of multiple type parameters is illustrated in the type of the following calls to gid and map,

gid (Int) :Int — Int

gid (Tree ) =V (a: ) . (gid (a) ::a— a) = Treea — Tree a
map (Int)  ::Int — Int

map (Tree &) 1V (a: %) (b %) . (map («)::a — b) = Treea — Treeb .

These types show that multiple type parameters result in less restricted types, which allow us to
modify the type of elements. For example,

let map () x = chr x
in map (Tree ) (Node (Leaf 109) 97 (Leaf 112)) ,

yields,
Node (Leaf °m’) *a’ (Leaf *p’) ,

which illustrates that we are allowed to change the type of the elements of the binary tree constructor.

In fact, a generic function can have an arbitrary number of type parameters in its type. Consider
the definition of the generic function zipWith which is very similar to the definitions of gid and map,
except that it expects two argument of which the shape is required to be identical,

zipWith (a:: %, b i %, ¢ %) 0 (zipWith (a,b,c)) ==a—b — ¢
zipWith (Int) x y | eqlnt xy = x

| otherwise = error "incorrect shape"
zipWith (Bool) x y | eqBool xy = «x

| otherwise = error "incorrect shape"

10



2.4 Generic function abstractions

zipWith (Char)  x y | eqCharxy = x
| otherwise = error "incorrect shape"
zipWith (Unit) Unit Unit = Unit

zipWith §Sum apB) (Inlx) (Inly) = Inl (zipWith (a) x y)
zipWith éSum « ,Bi (Inrx)  (Inry) Inr (zipWith (B) x y)
{

zipWith (Sum a ) _ - error "incorrect shape"
zipWith (Prod a B) (x1 X x2) (y1 X y2) = zipWith (a) x1 y1 X zipWith (B) x2 y2 .

We assume equality functions on the abstract types Int, Bool, and Char are available. The type of
zipWith contains three type parameters, which allows us to modify the types of the elements of both
the arguments and the result. This is illustrated in the following types,

zipWith (Int)  ::Int — Int — Int
zipWith (Tree a) ::V(a:: %) (b %) (c:x) . (zipWith (a) ::a — b — ¢) = Tree a — Tree b — Tree c.

As with gid and map, the definition of zipWith is not really useful since it always returns its first
argument. Therefore, we use a local function redefinition to insert a function which tells us how to
combine the values from both arguments. For example,

let zipWith () xy = [chr (x —ord y)]
in zipWith (Tree «) (Node (Leaf 219) 203 (Leaf 211))
(Node (Leaf *a’) >b’ (Leaf ’c’)) ,

gives us,
Node (Leﬂf nzn) nin (Leaf ||p||> ,

which shows that the types of the elements of both the arguments and the result are allowed to be
distinct.

2.4 Generic function abstractions

Determining the size of a list is very similar to determining the size of a tree, both are defined using a
local function redefinition. Consider the following definitions using shorthand notation,

sizeList :: V(aux).[a] — Int
sizeList = size ([]) (Ax — 1)

sizeTree :: V(a::x).Treea — Int
sizeTree = size (Tree) (Ax — 1) .

In general, defining the size of any type of kind x — % uses this same pattern. Defining a function for
each type is undesirable, therefore, we generalize this pattern to the following definition,

sizeF = size (¢) (Ax — 1) .

However, this definition is incorrect since the pattern functor ¢ of kind x — % should be bound to a
type argument. A generic function is not useful in this sense because this binds ¢ to a specific type
in an arm. Generic function abstractions free us from this restriction and allow us to define a generic
function without binding ¢ to a specific type,

sizeF (fix — x| aux) = (size(f)) = fa — Int
sizeF () = size (@) (Ax — 1) .

The type argument of the only arm of sizeF, is a single dependency variable, which is used in the call
to size. Consequently, sizeF has a dependency on size, which is mentioned in the type of sizeF. This
type illustrates a notation where f is a type parameter and a is a non-generic type parameter. We
would expect the type variable a to be a polymorphic type variable, unfortunately, this restricts us in
the context in which we can apply the generic function abstraction. Further explanation of this issue
is beyond the scope of this thesis and can be found in Loh'’s thesis [20].

11



2 Type-indexed Functions

Generic reduction

An important generic function is reduce, which is used to define many generic function abstractions
like size. This function closely resembles the function foldr, it takes a zero element and a function to
combine intermediate results. Again, instead of using a polymorphic type variable, we use a non-
generic type parameter c,

reduce (a:: x| ¢ %) (reduce{a | ¢)) =>c— (c—>c—c)—a—c
reduce (Int) e (@) x =e

reduce (Bool) e (®) x =e

reduce (Char) e (@) x =e

reduce (Unit) e(®)Unit =ce

reduce (Sum a B) e (®) (Inl x) = reduce (x) e (B) x

reduce (Sum a B) e (@) (Inry) = reduce (B)e (®)y

reduce (Prod a B) e (®) (x xy) = reduce () e (B) x & reduce (B)e (D) y .

Constant types return the zero element, while the Sum arm descends into the right alternative, based
on the last argument of reduce. The function to combine intermediate results is used in the Prod arm,
where the results from the recursive calls to both values are combined. Using this generic function,
we can give a more concise definition of size from Section 2.3,

size (a::%) : (reduce(a | Int)) = a — Int
size () = reduce (x) 0 (+) .

The generic function size is turned into a generic function abstraction, which changes the type of size
as well. Since the definition of size is changed, we change the definition of sizeF too,

sizeF (f::x — x| au%) = (reduce (f | a)) = fa — Int
sizeF (@) = size (@) (Ae (@) x — 1) .

This definition still uses shorthand notation for local function redefinitions. However, since the de-
pendencies of size changed, the dependency information provided to size changes as well. The generic
function abstraction sizeF does not depend on size any more, but on reduce. This is because dependen-
cies on generic function abstractions do not exist. Indexing a generic function abstraction on a depen-
dency variable implies that the dependencies of that generic function abstraction are propagated to
the context in which the call is made. For example, sizeF applies size to a dependency variable. But
because size is a generic function abstraction, sizeF inherits the dependencies of size, instead of having
size itself as a dependency. Therefore, sizeF only depends on reduce.

Other examples of generic function abstractions that are defined using reduce are conj and dis;.
These generic function abstractions use logical conjunction (A) and logical disjunction (V) in their
definition,

conj(a::x) : (reduce(a | Bool)) = a — Bool
conj (a) = reduce (x) True (N)

disj (a::x) : (reduce(a | Bool)) = a — Bool
disj (a) = reduce () False (V) ,

and (f::x — %) = (reduce (f | Bool)) = f Bool — Bool
and (@) = conj (@) (Ae (®) x — x)

or (f:x — %) : (reduce {f | Bool)) = f Bool — Bool
or () = disj (¢) (Ae (B) x — x) .

Observe that since the type argument of conj and disj is of kind * — %, we have to instruct conj and
disj what to do with the values of the pattern functor by using shorthand notation.

12



2.5 Translation by specialization

2.5 Translation by specialization

Next, we discuss the process of translation by specialization, which describes the translation of type-
indexed functions, generic functions, and generic function abstractions. As described in the formal
approach to the translation process [20], type applications in type arguments are expanded. Consider
a call to a type-indexed function f, indexed on a type argument A; Ajp, and with dependencies on
type-indexed functions g1 ... g,

f (AL Ap) .

Using the notation from Loh’s thesis to model repetition, this occurrence is equivalent to,

f (A1) {gi (Ag) YiEl-

Each dependency of f introduces an argument to the original call to f.

Translating type-indexed functions

The translation of type-indexed functions with a type argument of kind « is straightforward. Assume
cp is a meta function that generates a unique identifier given a type-indexed function and a type
argument. We translate the arms of the definition add for the abstract types from Section 2.1,

add (Int) = (+)

add (Bool) = (V)

add (Char) xy = chr (ordx+ordy) ,
to,

cp (add, Int) = (+)

cp (add, Bool) = (V)

cp (add, Char) xy = chr (ord x+ord y) .
Evaluating the meta function cp, we obtain the following definitions,

add_Int = (+)
add_Bool = (V)
add_Char xy = chr (ord x+ordy) .

From now on, the meta function cp is not evaluated any more for the sake of brevity.
Translating the application of a type-indexed function to an abstract type is very similar,

add (Int) 12,
is translated to
cp(add, Int) 12 .

The translation becomes more complicated when we consider higher-kinded types. This is because
we have to require and provide additional information concerning dependencies. Consider the defi-
nition of add for Maybe from Section 2.1,

add (Maybe «) Nothing Nothing = Nothing

add (Maybe «) _ Nothing = error "incorrect shape"
add (Maybe «) Nothing _ = error "incorrect shape"
add (Maybe «) (Just x) (Justy) = Just (add (a) xy) .

This definition uses a dependency variable «, which is used in its body. The translation needs to take
this into account and this results in an extra argument for add, namely cp (add, «),

cp (add, Maybe) cp (add, «) Nothing Nothing = Nothing
cp (add, Maybe) cp (add, a) _ Nothing = error "incorrect shape"

13



2 Type-indexed Functions

cp (add, Maybe) cp (add, «) Nothing _ = error "incorrect shape"
cp (add, Maybe) cp (add, «) (Just x) (Justy) = Just (cp (add, a) x y) .

The added arguments form the cross product of the dependency variables of the arm and the depen-
dencies of the type-indexed functions. Since Maybe is of kind * — *, and add has a single dependency
on itself, only one argument is added in the translation. Because the body of the last arm contains a
call to add, this call is replaced with the argument added by the translation. The translated definition
requires us to provide a function for adding values of type & when we translate a call to add indexed
on the Maybe type. For example,

add (Maybe Int) (Just 3) Nothing ,
is translated to,

add (Maybe)  add (Int)  (Just 3) Nothing ,
which is equivalent to,

cp (add, Maybe) cp (add, Int) (Just 3) Nothing .

We have now provided the definition of add with the right function, suited to our needs.

Translating generic functions

Generic functions are type-indexed functions that work for all types which can be represented using
the Unit, Sum, and Prod type. The translation of the definition of a generic function is the same as
for the definition of a type-indexed function. The remaining and generic part of the definition of add
from Section 2.2,

add (Unit) Unit Unit = Unit
add (Sum « B) (Inlx) (Inly) = Inl (add («)xy)
add (Sum « ) (Inrx) (Inry) = Inr (add (B)xy)
add (Sum « B) - - = error "incorrect shape"
add (Prod « B) x1 X x2) (11 Xy2) = (add (a) x1 y1) X
(add (B) x2 y2) ,
translates to,
cp (add, Unit) Unit Unit = Unit
cp (add, Sum) cp (add, a) cp (add, B) (Inlx) (Inly) = Inl (cp(add, a) x y)
cp (add, Sum) cp (add, a) cp (add, B) (Inr x) (Inry) = Inr (cp(add, B) x y)
cp (add, Sum) cp (add, a) cp (add, B) — _ = error "incorrect shape"
cp (add, Prod) cp (add, a) cp (add, B) (x1 X x2) (y1 X y2) = (cp (add, «) x1 y1) X

(cp(add, B) x2 y2) -

However, the translation of a call to add on a type for which there is no arm defined, is more compli-
cated. Consider the following call to add,

add ([Int]) (1,2,3] [4,5,6] ,
which is equivalent to the call,
add ([]) add (Int) [1,2,3] [4,5,6] .

There is no arm present for [] in the definition of add. Fortunately, a generic function still allows us to
apply the function to values of type []. In general, we translate a call to a generic function f, which is
indexed on a named type T, as follows:

1. we specialize f to the structure type T° instead of the named type T itself,
2. we define the conversion between the results of the calls to f (T) and f (T°), and,
3. we combine both previous steps into a single component of f for T.

We discuss this process by the example of specializing add ([]).
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2.5 Translation by specialization

Step 1

The first step of the process specializes add to the structure type []°,
add ([]°) ,

which is, using the structure type of the list constructor from Section 2.2,
type [a:: %]° = Sum Unit (Prod a [a]) ,

equivalent to,
add (Aa — Sum Unit (Prod « [«])) .

Since the list constructor still expects a type, we have to use lambda abstraction on the type level in
the type argument. We lift this lambda abstraction out of the type argument,

Aadd (x) — add (Sum Unit (Prod « [«a])) ,
which by using the dependencies of add in expanding the application of Sum, is equivalent to,

Aadd (x) — add (Sum) add (Unit)
add (Prod « [a]) .

Just like we expand the application of Sum, we expand the application of Prod to obtain the following
definition,

Aadd («) — add (Sum) add (Unit)
(add (Prod) add {(«)
add ([a])) ,

and finally by expanding the application of the list constructor, we get,

Aadd (x) — add (Sum) add (Unit)
(add (Prod) add («)
(add ([]) add («))) .

Then, we define the component of add for [|° by using the meta function cp to generate unique iden-
tifiers,

cp(add, []°) = Acp(add, &) — cp (add, Sum) cp (add, Unit)
(cp (add, Prod) cp (add, «)
(cp (add, []) cp (add, a))) .

The resulting specialization is defined in terms of components which are already defined themselves,
except for cp (add, []). In fact, this is the component from which the specialization process originated.
Fortunately, the components cp (add, []) and cp (add, [|°) are mutually recursive, as we will see later.

Step 2

The second step involves defining the conversion between values of the calls add ([]) and add ([]°),
which have the following types,

add ([a]) =V(a:x). (add (x)::a —a—a)=[a] — [a] — [a]
add ([«]°) ::V(a::x) . (add {(x) :a — a — a) = [a]° — [a]° — [a]° .

The conversion between values of two types are contained in an embedding-projection pair:
data EP (a:: %) (b::x) = EP{from:a—b}{to:b —a}.

Instead of defining the conversion ourselves, we use the generic function bimap to generate these
embedding-projection pairs. The type of the generic function bimap is,
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2 Type-indexed Functions

bimap (a:: %, b:: %) :: (bimap (a,b)) = EP ab .

This type contains two type parameters. Without two distinct parameters, a conversion between two
different types cannot be defined, similar to the generic function map as discussed in Section 2.3.

We assume ep is a meta function which generates a fresh variable given a type, which is used
for the corresponding embedding-projection-pair. In order to use bimap properly, we first manually
define an embedding-projection pair for the list constructor,

ep([a]) == V(aux).EP][a][a]®
ep([a]) = let fromList [] = Inl Unit
fromList (x: xs) Inr (x x xs)
toList  (Inl Unit) []
toList  (Inr (x X xs)) = x:xs
in EP fromList toList ,

and then combine this with a local function redefinition,

ep([a] — [a] — [a]) = V(a:x).EP ([a] — [a]

—~
o

—~
)

[

~—

ep([a] — [a] — [a]) = let bimap () — ep
in bimap (x — & — a) .

This expression holds the embedding-projection pair for the conversion. As we will see later in the
definition of bimap, the behaviour as defined for the infix — constructor, is sufficient for our purposes.
Therefore, we only have to redefine the behaviour for the list constructor. Since the embedding-
projection pair of the list constructor is already polymorphic in the type of the elements, we redefine
the type &« — & — a instead of [a] — [a] — [a].

Let us now define the generic function bimap. We begin by defining the result of generating an
embedding-projection pair for types of kind «,

bimap (Int) = EPidid
bimap (Bool) = EPidid
bimap (Char) = EPidid
bimap (Unit) = EPidid .

The identity embedding-projection pair is returned for these abstract types, including Unit. This
implies that for the generic function bimap to be useful, a local function redefinition has to be used, as
shown in the example. Then, we define an arm for Sum,

bimap (Sum « ) = let fromSum z = case z of
Inl x — Inl (from bimap () x)
Inr y — Inr (from bimap (B) y)

toSumz = case z of
Inlx — Inl (to  bimap () x)
Inry — Inr (to  bimap (B)y)
in EP fromSum toSum .

An embedding-projection pair is obtained by creating an embedding-projection pair for an alterna-
tive, and applying the from or to function from this result to the argument.
The arm for Prod is defined as,

bimap (Prod « B) = let fromProd z = case z of
X Xy — from bimap («) x X from bimap () y
toProd z = case z of
xXy —to bimap («) x x to  bimap (B)y
in EP fromProd toProd .

Embedding-projection pairs are obtained for both values of the Prod constructor. These results are
combined by selecting the from and to function and applying it to the argument.
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2.5 Translation by specialization

Often, we would like to define a embedding-projection pair on functional types, therefore, we
define an arm for the infix — constructor,

bimap (x — By = let fromFunz = from bimap (B) -z-to  bimap («)
toFunz = to  bimap (B) -z-from bimap («)
in EP fromFun toFun .

For both arguments of the (—) constructor, an embedding-projection pair is obtained. The results are
combined by selecting the from or to function from the separate results, and combining these using
function composition.

Because of termination reasons, bimap has to define a case for the EP type as well,

bimap (EP a B) = leteg = bimap (x — B)
e = bimap (B — «)
fromEP z = case z of
EP xy — EP (from ey x) (from ey y)
toEP z = case z of

EPxy —EP (to e1x)(to eyy)
in EP fromEP toEP .

Without this definition, the specialization process generates a definition of bimap which directly calls
itself and results in a process that does not terminate.

Step 3

In the final step, we tie up all loose ends by defining the component for [] of add,

cp (add, []) w V(anx).(a—a—a)—[a] — [a] — [a]
cp (add, []) cp (add, &) = toep([a] — [a] — [a]) (cp(add, []°) cp (add, a)) .

We only have to lookup the to function from the embedding-projection pair and apply it to the com-
ponent for the structure type of add. We do not have to convert any arguments or result values since
this is taken care of by bimap. The component for adding up values of type a, is provided by applying
add ([]) to add (Int). We observe that cp (add, []) and cp (add, []°) are indeed mutually recursive.

Translating generic function abstractions

The translation of the definition of a generic function abstraction is similar to the translation of a type-
indexed function. However, the defining property of a generic function abstraction is that its type
argument is not bound to a specific type. Therefore, the type argument is propagated to the generic
calls in the body of the generic function abstraction. If we naively use the translation scheme for
type-indexed functions and generic functions, the generic function abstraction size from Section 2.4,

size (a) = reduce (x) 0 (+) ,
translates to,
cp (size, «) = cp (reduce, &) 0 (+) .

This definition is incorrect since the body of the generic function abstraction contains a component
which is not in scope. In order to use the translation scheme as discussed earlier, a special type con-
structor Abs :: x — x is used in the translation. This type constructor is used to model the propagation
of the type argument. For example, we insert this special type constructor in,

size {a) = reduce (x) 0 (+) ,
which gives us,

size (Abs a) = reduce (&) 0 (+) ,
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which translates in the normal translation scheme to,
cp (size, Abs) cp (reduce, &) = cp (reduce, &) 0 (4) .

Using the same trick, we translate calls to generic function abstractions. For example, a call to size,
size (Int) 1,

which is equivalent to,
size (Abs Int) 1,

which is, using the original translation scheme, equivalent to,
size (Abs)  reduce (Int) 1,

and finally, is translated to,
cp (size, Abs) cp (reduce, Int) 1 .

We are able to translate a call that contains a type application as well,
size ([Int]) [1, 2, 3] .

Before we expand the type application in the type argument, we insert the type constructor Abs in
the type argument,

size (Abs [Int]) ,

which is, by expanding both type applications in the type argument, equivalent to,
size (Abs) (reduce ([]) reduce (Int)) .

Finally, we define the appropriate components,

cp (size, Abs) (cp (reduce, []) cp (reduce, Int)) .
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Chapter 3

Generic Views for Generic Functions

This chapter introduces generic views for generic functions, a concept which improves the efficiency
and usability of generic functions. We discuss the original concept of views and argue the need for
generic views (Section 3.1). We illustrate the use of two generic views on the value level: the balanced
view (Section 3.2) and the fixed-point view (Section 3.3). Finally, we discuss a generalized version of
the process of translation by specialization, such that it takes generic views for generic functions into
account (Section 3.4). This chapter closely follows a detailed overview of generic views [14].

3.1 Views

Data abstraction and induction are important concepts in the area of functional programming. The
concept of data abstraction decouples the usage and definition of data, which improves usability,
modularity, and maintainability. Induction is often used to define functions, for example, reducing a
list of values using the function foldr,

foldr : V(aux) (bux).(a—b—Db)—b—[a] =b
foldr () e [] =e
foldr (&) e (x:xs) = x & foldr (&) exs .

Unfortunately, these concepts do not go well together. Such an inductive definition assumes a certain
representation of data. Evidently, there is tension between hiding the representation and exploiting
the representation in order to define functions using induction. This tension is related to efficiency
issues as well. An efficient representation might not allow elegant inductive function definitions. On
the other hand, an elegant representation can result in a function definition which is inefficient.

One approach to solving this tension is by using the concept of views [25]. By allowing different
data representations, we choose the representation which suits our needs best. For example, a repre-
sentation can be hidden while another representation is exploited in the function definition. Further-
more, representations can be efficient while maintaining the opportunity to define elegant inductive
functions by using a different representation.

Choosing a representation

We illustrate the tension by defining two representations for the natural numbers and three arithmetic
functions. Consider the following datatype declaration, called the peano numbers,

data Peano = Zero | Succ Peano .

This type allows us to give elegant inductive definitions for addition,

infixl 6 ¢

(®) :: Peano — Peano — Peano
Zero Sp =p

|4 @ Zero =p

(Succ p1) @ (Succ pa) = Succ (Suce (p1®p2)) ,
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multiplication,
infix1 7 ®
(®) :: Peano — Peano — Peano
Zero ®p = Zero
p &® Zero = Zero

(Succ p1) ® (Succ p2) = (Succ py) ® (Succpr) ®p2 ,

and exponentiation,

infixl 8 A

(A) :: Peano — Peano — Peano
Zero Ap = Zero

p A Zero = Succ Zero

(Succ py) A (Succ pp) = (Succ p1) ® (Succ p1) Apa .

Unfortunately, this representation of the natural numbers is not really efficient. For example, the
natural number four is represented as Succ (Succ (Succ (Succ Zero))). A more efficient representation
uses the Int type,

data Nat = Nat Int .

Using this type, the natural number four is represented as Nat 4. However, this definition does not
enforce that the contents of the constructor is larger than zero. Therefore, we define a function which
returns a Nat value and verifies that its argument is larger than zero. Otherwise, the function results
in a run-time error,

mkNat : Int — Nat
mkNatn |n >0 = Natn
| otherwise = error "argument smaller than zero" .

The function mkNat hides the constructor Nat and additionally ensures the content of the constructor
to be a natural number.

Combining representations

We have introduced two different representations of natural numbers: the Peano type and the Nat
type. The former allows us to give elegant and inductive definitions for basic arithmetic functions
while being inefficient. The latter gives us an efficient representation of natural numbers while being
less accurate. We combine the advantages of both representations in a single view called PeanoN,

view PeanoN of Nat = ZeroN | SuccN Nat

fromPeanoN :: PeanoN — Nat
fromPeanoN ZeroN = mkNat 0

fromPeanoN (SuccN (Nat n)) = mkNat (n+1)

toPeanoN :: Nat — PeanoN
toPeanoN  (Nat 0) = ZeroN

toPeanoN  (Nat n) = SuccN (mkNat (n — 1)) .

This view defines a transformation, it allows us to view a value of type Nat in terms of the constructors
ZeroN and SuccN of the type PeanoN. Moreover, the view is the witness of the isomorphism between
PeanoN and Nat by defining conversion functions fromPeanoN and toPeanoN.

Next, we apply this view to the previously defined operators to obtain the following definitions
for addition,

infixl 6 &

(®) :: Nat — Nat — Nat
ZeroN Dp =p

p @ ZeroN =p

(SuccN py) @ (SuceN pp) = mkNat2®py Spa ,
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multiplication,
infix] 7 ®
(®) :: Nat — Nat — Nat
ZeroN ®p = mkNat 0
[4 ® ZeroN = mkNat 0

(SuccN py) ® (SuccN pp) = (SuccN py) @ (SuccN py) ®pa ,

and exponentiation,

infixl 8 A

(N) :: Nat — Nat — Nat
ZeroN Ap = mkNat 0

p A ZeroN = mkNat 1

(SuccN p1) A (SuccN pp) = (SuccN p1) ® (SuccN p1) Apa -

These definitions have the elegance of pattern matching to values of the Peano type and the efficiency
of constructing values of the Nat type. It is because of the view that we are allowed to use the con-
structors from the Peano type in the left hand side to pattern match, while the arguments supplied to
the function are actually of type Nat. Similarly, we build Peano values on the right hand side which
are actually of type Nat.

Since these definitions use multiple representations, conversions are needed and have to be in-
serted in the right place. The details of this process are described elsewhere [25]. Observe that defin-
ing and applying such a conversion is something we have already seen in Section 2.5.

Generic views for generic functions

The usability of views is restricted. It allows us to change the representation of a single type, for
example, the Nat type. When we apply the view to a different type, we have to define the transforma-
tion again. Often, this transformation is similar for each type and defining separate transformations
becomes tiresome. Therefore, it is desirable that views are able to change the representation of a
complete class of types. The concept of generic views allows us to do so.

In Section 2.2 we have already seen the use of a such a generic view. This generic view uses the
Unit, Sum, and Prod type to represent the structure of types, and is called the standard view. Next,
we discuss two other examples of generic views for generic functions using respectively, the balanced
view and the fixed-point view. More examples and a formal approach to generic views can be found
elsewhere [14, 15].

3.2 Balanced view

Consider the generic function encode which depends on itself and returns a binary encoding of its
argument,

dataBit = 01

encode (a:: %) it (encode (a)) = a — [Bit]
encode (Int) = encodelnt

encode (Bool) = encodeBool

(
(
encode (Char) encodeChar
encode (Unit) Unit []
(
(
(

encode (Sum « B) (Inl x) 0:encode (a) x
encode (Sum « B) (Inry) = 1:encode (B)y
encode (Prod a B) (x xy) = encode («) x -Hencode (B) y .

We assume that there are encodings available for values of the types Int, Bool, and Char. A Unit
value is encoded by the empty list. We encode the choices made in a Sum by appendinga O ora 1
constructor to the recursive application of encode. The arm for Prod simply concatenates the results of
both recursive calls.
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Let us encode values of the type that represents the eight directions on a compass,

data Direction = North
| NorthEast
| East
| SouthEast
| South
| SouthWest
| West

| NorthWest .

To refer to the generic view used to change the representation of a type, we use a subscript notation
in the definition of the structure type. In the standard view S, the structure type of Direction is,

type Directiong = Sum Unit
(Sum Unit
(Sum Unit
(Sum Unit
(Sum Unit
(Sum Unit
(Sum Unit Unit)))))) .

Applying the function encode to each alternative of Direction, results in the following encoding,

North [0]
NorthEast [1,0]
East [
SouthEast |
South [
[
[
[

7 ts

0
1,0
,1,1,0]
,1,1,1,0]
1,1,1,1,0
1,1,1,1,1
1,1,1,1,1

7

SouthWest
West
NorthWest

]
,0]
,1] .

As we observe, it requires at least a single bit (North) and at most seven bits (NorthWest). Thus, it
requires O(n) bits to encode a type with n alternatives. Clearly, this is not an efficient encoding.

7 7

7

~

7 Ls

0
1
1
1
1
1
1
1

7 L7 s 4y

Balancing sums and products

This inefficient encoding is not due to the generic function encode, but due to the generation of the
structure type of Direction. The structure type is completely right-nested, which means that there are
in average, more Inr than Inl constructors. A way to solve this problem and to obtain a more efficient
encoding, is to adapt the generation of the structure type. This means that we have to use a different
generic view than the standard view.

The balanced view B is defined in terms of the same types as the standard view. However, the
balanced view represents the structure of type as a balanced binary tree instead of a right-nested
binary tree. By using the keyword viewed in combination with a generic view, we use a different
representation for the type argument of a generic function. Since we desire to represent the type
argument of encode as a balanced binary tree, we change the type of encode to,

encode (a:: x viewed B) :: (encode (a)) = a — [Bit] .
Instead of a right-nested structure type, this gives us a nice balanced structure type for Direction,

type Directiony = Sum (Sum (Sum Unit Unit)
(Sum Unit Unit))
(Sum (Sum Unit Unit)
(Sum Unit Unit)) .

Since each constructor of the Direction type is empty, only balanced sums are visible in the struc-
ture type. If a type contains constructors with fields, balanced products occur in the corresponding
structure type for the same reasons as balanced sums.
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3.3 Fixed-point view

Let us encode the Direction type using this new structure type,

North [0,0,0]
NorthEast [0,0,1]
East [0,1,0]
SouthEast [0,1,1]
[1,0,0]
(1,0,1]
(1,1,0]
(1,1,1]

4 4

7 Yy

~

South
SouthWest
West
NorthWest

7

~

4 4

7

~

7 Ls

When we compare the encodings of the Direction type using the standard view and the balanced
view, we see that the latter results in a more efficient encoding since it requires just three bits. In
general, using the balanced view we encode a type with 1 alternatives using O (*log(n)) bits.

3.3 Fixed-point view

We define a generic function collect which returns a list of elements,

collect (a::%| c:: ) (collect (a | ¢)) = a — [c]
collect (Int) x =]

collect (Bool) x =[]

collect (Char)  x =[]

collect (Unit) Unit = []

collect (Sum « B) (Inl x) = collect (a) x

collect (Sum « B) (Inry) = collect (B)y

{

collect (Prod a B) (x xy) = collect {(a) x +- collect (B) y .

This generic function can be applied to arguments with elements of any arbitrary type, which is
reflected in the type of collect. A non-generic type parameter c is used for similar reasons as in the
type of the generic function abstraction sizeF from Section 2.4. As can be seen in the definition, collect
always returns the empty list. Like the generic function size from Section 2.3, we have to use a local
function redefinition for collect to be useful. Consider the following expression,

let collect (a) x =
n (collect ([a]) [1 2,3,4,5] ,
collect {[[a]])  [[ 727, 6], [7¢’], ['a, 7e"]],
collect ([ (a, 2)]) [(1,2), (3,4), (5 6)] ,
collect (Tree o) (Node (Leaf 1) 2 (Leaf 3)) ),

which results in,

([1,2,3,4,5] ,
[’a’ ’b’ ’C’ ’d’ ’e}
[1,2,3,4,5,6] ,
[1,2,3] ) -

The first application of collect does not affect the argument, just like the identity function. In the
second application, the result is equal to applying the Haskell function concat, a flattened list. The
third application illustrates an essential difference between concat and collect, the former flattens the
top level structure of lists only while the latter flattens the complete structure. Finally, in the last
application, collect flattens a binary tree and returns the elements occurring in the leaves and nodes.

Explicit recursion

The generic function collect returns all elements of the argument. How do we define a generic func-
tion which returns all immediate children of the argument? To illustrate the use of such a function,
consider the following expression,
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(children ([Int]) [1,2,3,4,5] ,
children ([[Char]]) [[’a’,’b’],[’c’], [7d’,e’]],
children ([(Int, Int)]) [(1, 2), (3,4), (5,6)] p
children (Tree Int)  (Node (Leaf 1) 2 (Leaf 3)) ),

which evaluates to,

([[2,3,45]] :
[[[*e*] [7a?, e’ ]]],
[[(3,4),(56)]]
[Lea ,Leaf2} ) .

The first, second, and third application of children are rather similar since all three applications result
in a singleton list containing the tail of the argument list. In the fourth and last application, the
argument has two immediate children which are returned together in a list. The element in the node
itself is not returned since it is not a child.

Let us now define the generic function children. We start by defining a function which returns the
immediate children of a list,

childrenList i V(an«).[a] — [[a]]
childrenList [] =]
childrenList (x:xs) = [xs] ,

and a function which returns the immediate children of a binary tree,

childrenTree = V(a:x) . Tree a — [Tree a
childrenTree (Leaf x) =[]
childrenTree (Node t1 x 1) = [, t2] -

These functions are similar in the sense that recursion is recognized using pattern matching. The
bindings obtained from pattern matching are used to build the result. Unfortunately, we cannot define
a generic function to capture this behaviour using the standard view. This is due to the fact that the
standard view does not give access to the recursive occurrences.

The fixed-point view F makes the recursive occurrences explicit. In this generic view, types are
represented using the Fix type,

data Fix (f:: %« — x) = In (f (Fixf)) .

The type argument of this datatype declaration represents the pattern functor of the type which we
represent as a fixed point. Similar to the convention of the naming of the structure types, we ap-
pend a °® to the name of a type and its constructors to refer to its pattern functor and pattern functor
constructors respectively. Consider the definition of the list constructor from Section 2.2,

data [a::x] = []|a:[a] .
In the fixed-point view, its structure type is defined as,

type [a:x]3 = Fix[a]*®
data[a:x]® (ra%) = []*]a:*r.

The type synonym defines the structure type as the application of the Fix type to the pattern functor
of the list constructor. This functor is actually the original datatype declaration, but requires an extra
type argument r which is used for the recursive occurrences in the definition. An example of an
expression of type [Int]%,

In(1:* (In(2:* (In(3:* (In[]*)))))) .,

which is isomorphic to,
(1:(2:(3:(1)) -
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3.3 Fixed-point view

Next, we recall the definition of the binary tree from Section 2.2,
data Tree (a::*) = Leaf a | Node (Tree a) a (Tree a) .
Its structure type is defined similar to the structure type of the list constructor,

type Treer (a::x) = Fix (Tree® a)
data Tree® (a::x) (r::x) = Leaf®a|Node®rar .

The following expression is of type Tree’ Int,

n (Node® éln (Leaf® 1))
(In (Leaf® 3))) ,

and is isomorphic to,

Node (Leaf 1)

(Leaf 3) .

Using the fixed-point view, the recursive occurrences are made explicit. We combine this with a local
function redefinition and are now able to define the generic function children,

children (a:: x viewed F) :: (Y(c::*). collect (a | c)) = a — [a]
children (Fix ¢) (In r) = let collect (&) x = [x]
in collect (¢ a) r

As depicted in its type, this generic function is defined using the fixed-point view. Since children
contains an application of collect indexed on a dependency variable, a dependency on collect occurs in
the type of children. We would expect the non-generic type parameter to be a instead of c. However,
since a is allowed to be any kind, translation produces incorrect types for such a type for children. This
issue is explained more thoroughly elsewhere [15].

The argument of the generic function is represented using the Fix type. Its type argument ¢ is of
kind x — * and still expects a type argument «. This type argument is used to denote the recursive
occurrences in a datatype definition, it is the r in the [a :: x|* and Tree® type. Therefore, we redefine
the behaviour for the type argument « of the pattern functor ¢ to return its argument in a singleton
list. The original definition of collect takes care of concatenating the resulting singleton lists.

Other applications

A recurring pattern in generic functions using a fixed-point view is that these generic functions are
defined using a local function redefinition of a generic function that uses the standard view. For
example, children is defined using a fixed-point view in terms of a local function redefinition of collect
which uses the standard view. This pattern is visible in another example of an application of the
fixed-point view, the generic function for top level equality. To illustrate the behaviour of this generic
function, evaluating the expression,

(topleveleq ([Int])  [1,2,3] [1,2,3] ,
topleveleq ([Int])  [1,2,3] [1,1,1] ,
topleveleq ([Int])  [1,2,3] [3,2,1] ,
topleveleq (Tree Int) (Node (Leaf 1) O (Leaf 3))

(Node (Leaf 4) 0 (Leaf 6)),
topleveleq (Tree Int) (Leaf 1) (Leaf 2) ),

gives,
(True, True, False, True, False) .

It is important to realize what a recursive occurrence is in the context of each application of topleveleq.
In the first three applications, lists are compared. The tail of a list is the recursive occurrence, thus,
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3 Generic Views for Generic Functions

only the first elements of each list are compared. Therefore, the first two applications result in True
while the third application returns False. The fourth application seems to result in False since the
values in the leaves are completely different. However, recursive occurrences are defined to return
True. Since the Node constructors both contain the same value, these values are considered to be equal
at top level. The fifth application illustrates another situation, the values of the leaves are compared
since they occur at top level, and in this example this results in False.

To capture such behaviour in a definition for a generic function, we begin by defining a generic
function for generic equality,

eq (a:: ) t (eq (a)) = a— a — Bool
eq (Int) = eqlnt

eq (Bool) = eqChar

eq (Char) = eqBool

(
E
eq (Unit) Unit Unit = True

eq (Suma B) (Inlx) (Inly) = eq(a)xy
q (Suma ) (nrx) (nry) — eq(B) vy
eq gSum ap) - = False

eq (Prod a B) (x1 X x2) (y1 Xy2) = eq{w)x1y1 Neq(B)x2y2 -

The generic function eq depends on itself and uses the standard view. It relies on default functions
for testing equality of values of the abstract types Int, Bool, and Char. Two values of the Unit type
are always equal since there is just one alternative possible, Unit. We compare two Sum values by
choosing either the left or the right alternative, and two Prod values are pairwise compared. This
function is used in the definition of topleveleg,

topleveleq (a:: x viewed F)  :: (eq(a)) = a — a — Bool
topleveleq (Fix @) (In x) (Iny) = leteq (a)xy = True
ineg{pa)xy .

This generic function is defined using the fixed-point view and uses a local function redefinition on eg,
of which the dependency occurs in its type. As we have seen with children, we redefine the behaviour
for the recursive occurrences referred to by the dependency variable a. Since we do not want to
recursively compare values, we redefine the result of comparing recursive occurrences to be True.

Limitations

The fixed-point view is very powerful since it extends the capabilities of exploiting the structure of
types by allowing us to refer to recursive occurrences in types. Unfortunately, the fixed-point view
can only be used on a specific class of types, the regular types. These are recursive types which do not
change the type parameters in the recursive call. For example, the list constructor from Section 2.2 is
regular,

data [a::x] = []|a:[a] ,
since it contains a recursive call which does not change the type variable a. This in contrast to,
data Flip (a:: %) (b::x) = Flip (Flipba) .

which changes the type variables a and b in its recursive call and is therefore not regular.
However, there are more restrictions on the types on which the fixed-point view can be used. Mu-
tually recursive types and types with higher-kinded type arguments are not supported. For example,

data Zig (a:x) = Zig (Zag a)
data Zag (a:: %) = Zag (Zig a) ,

are not supported since these types are mutually recursive, and,
data GRose (f::x — %) (a:: %) = GNode a (f (GRose fa)) ,

is not supported since it has a type argument f of kind * — *. A solution to the last problem involves
a new generic view, called the recursive view, the details of which can be found elsewhere [14].
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3.4 Generalized translation by specialization

In Section 2.5 we discussed the process of translation by specialization using an example. This exam-
ple is based on a generic function which uses the standard view. How do we adjust the specialization
process to take generic views for generic functions into account?

Fortunately, the translation of type-indexed functions and generic function abstractions does not
change since neither of these concepts use generic views. That leaves us with generic functions. The
translation of a generic function definition is independent of the generic view being used. However,
the translation of a call to a generic function using a generic view does change. Let us recall the
steps of translation by specialization and abstract over the generic view of the generic function being
specialized to obtain the process of generalized translation by specialization. Thus, when we encounter
a call to a generic function f, which uses a generic view V, and is indexed on a named type T, we
proceed by the following steps:

1. we specialize f to the structure type Tj, instead of the named type T itself,
2. we define the conversion between the results of the calls to f (T) and f (T},), and,
3. we combine both previous steps into a single component of f for T.

In the first step, the translation consists of expanding the structure type until there are no more type
applications in the type arguments. We continue with the next step if the expansion results in compo-
nents for which there are definitions available, otherwise, specialization fails. Specializing a generic
function that uses a generic view other than the standard view involves using a different structure
type. Therefore, only the insertion of the right structure type is different in this generalized process.
Similarly, the second step is hardly affected by the generalization since the generation of conversions
now depends on the generic view used by a generic function. Finally, the third step does not change
at all since it is completely independent of the generic view being used.

In this translation, three elements appear which together define a generic view used by a generic
function: a collection of types used by the structural representation, a partial mapping from types
to their structure types, and the corresponding conversions contained in embedding-projection pairs.
Additionally, a generic view must fulfill three properties to be useful for generic functions: the partial
mapping must be kind preserving and the conversions must be well-typed and well-defined. The
first property is met if for each type in the domain of the partial mapping, the kind of that type is the
same as the kind of its structure type. A conversion is well-typed if it indeed converts values between
the original type and its structure type. Finally, a conversion is well-behaved if the composition of the
conversion functions in both directions acts as the identity.

Specializing the fixed-point view

In this chapter we discuss two generic views used by generic functions: the balanced view and the
fixed-point view. The former is defined in terms of the types used for the standard view while the
latter uses a completely different type, the Fix type. Therefore, we illustrate the effect of generic views
for generic functions on the specialization process by an example which uses the fixed-point view.
We do not discuss the complete example since a large part is similar to the example from Section 2.5.
Instead, we only discuss the interesting parts that change.

Recall the definition of the generic function children,

children (a :: x viewed F) 2 (V(c:%) . collect (a
children (Fix ¢) (In r) = let collect (&) x =
in collect (p a) v .

| ) = a— |a]
[x]
Like we have seen before, this definition is translated to,

cp (children, Fix) cp (collect, ) (Inr) = let cp (collect, a) x = [x]
in cp (collect, ) cp (collect, o) 1 .

Consider the following call to children,

children {[Int]) [1,2,3,4,5],
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3 Generic Views for Generic Functions

which is equivalent to,
children ([]) collect (Int) [1,2, 3,4, 5] .

Observe that since children depends on collect, expanding the type argument of children results in a call
to collect indexed on Int for which there is already a definition available. Therefore, we are left with
specializing the call children ([ ]).

Step 1

Since children is defined using the fixed-point view, we start by specializing,
children ([]%) ,

which is, using the structure type of [] in the fixed-point view from Section 3.3,
type [a::x]% = Fix[a]® ,

equivalent to,
children (Ao — Fix [a]®) .

First, we lift the type abstraction in the type argument to obtain,
Acollect (o) — children (Fix [a]®) .

By expanding the type applications in the type argument, this is equivalent to,
Acollect (o) — children (Fix) (collect {[]*) collect {«)) .

Then, we define the component of children for Fix using the meta function cp to generate unique
identifiers,

cp (children, [|%) = Acp (collect, «) — cp (children, Fix) (cp (collect, []*) cp (collect, a)) .

The first component is left untouched since there is a definition available for this component. How-
ever, the second component needs to be specialized because there is no arm of collect defined for []°.
Since collect is defined using the standard view, the process continues with specializing collect to the
structure type of the pattern functor of the list constructor. The details of this process are omitted
since this specialization is similar to previous examples.

Step 2

Next, we define a conversion between values of the calls to children ([ ]) and children ([]%), which have
the following types,

children ([a]) =V(a:ux).(V(c:ux).collect (a | c)::a — [a]) = [a] — [[a]]
children ([a]%) ::V(a::x) . (V(c::x) . collect (w | ¢) :a — [a]) = [a]F — [[a]F] -
Again, we use an embedding-projection pair to capture the corresponding conversions,

ep([a]) :: V(a:ux).EP[a] [a]%
ep(la]) = let fromList [] =1In]]*

fromList (x : xs) In (x :* (fromList xs))

toList  (In []*) =]

toList  (In (x :* xs)) = x:toList xs

in EP fromList toList ,

and combine this with local function redefinition,
ep([a] — [[a]]) = V(aux).EP([a] — [[a]])
[a]F — [[a]F]) -
ep([a] — [[a]]) = letbimap (x) = ep([a])
in bimap (x — [a]) .

Observe that the embedding-projection pair recursively applies the conversion, in contrast to previous
embedding-projection pairs we have seen. This is because of the recursive nature of the Fix type.
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3.4 Generalized translation by specialization

Step 3

Finally, we combine the previous steps in a component for children,

cp (children, []) i V(anx).(a—[a]) — [a] — [[a]]
cp (children, []) cp (collect, ) = toep([a] — [[a]]) (cp (children, [|%) cp (collect, a)) .

Again, we apply the to function from the embedding-projection pair to the component for the struc-
ture type of the list constructor of children. Observe that cp (children, []) and cp (children, []%) are not
mutually recursive since children has no dependency on itself, but on collect.
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Chapter 4

Type-indexed Types

This chapter discusses the type level counterpart of type-indexed functions, namely, type-indexed
types (Section 4.1). Furthermore, we discuss generic types (Section 4.2), a subset of type-indexed types
which are defined on the structure of types. We elaborate on two type level extensions of type-indexed
functions: local type redefinitions (Section 4.3) and generic type abstractions (Section 4.4). Lastly, we
present a simplified formal approach to the translation process of type-indexed types (Section 4.5).
This chapter is based upon earlier work concerning type-indexed types [11, 20].

4.1 Indexing types on types

In Section 2.1 we have seen functions indexed on a type. A type-indexed function defines specific
behaviour for its type argument. The same concept is useful on the type level when we define a
type specific to a type argument. Such a type is called a fype-indexed type and uses notation similar to
type-indexed functions using brackets (). For the sake of clarity, we assume type-indexed types are
declared using the Haskell type construct and we defer a detailed discussion of the issues raised by
using different constructs to Section 7.2.

An example of a type which defines behaviour specific to its type argument is a digital search
tree, or trie. Such a trie is a finite map which uses the structure of the type of its keys to efficiently
store and retrieve values. Since the keys and values of such a finite map can have arbitrary types, we
parameterize over these types. Consider the following type declarations for the type-indexed type
FMap indexed on the basic types Int, Bool, and Char,

type FMap (Int) (v:ix) = IntFMap v
type FMap (Bool) (v::x) = BoolFMap v
type FMap (Char) (v::x) = CharFMap v .

We prepare the type-indexed type to exploit the type of the keys in the finite map by defining the type
argument to be the type of the keys. The type of the values in the finite map is represented by the
type variable v. Observe that we are allowed to omit this type variable from both sides of the type
declaration since both sides of the type declaration have the same kind, namely x — x. However, we
explicitly mention the type variable v to make the kinds of the types on both sides clear. For the sake
of clarity, we assume that IntFMap, BoolFMap, and CharFMap are defined naively as lists of pairs of
keys and values. For example, the type IntFMap v is defined as [(Int, v)]. Ideally, an efficient data
structure, like a Patricia tree [7], is used to represent such a finite map.

Dependencies

As for type-indexed functions, type arguments of type-indexed types are not restricted to types of
kind . Higher-kinded types are allowed to occur in type arguments of type-indexed types as well.
The same restrictions on type arguments of type-indexed functions apply to type arguments in the
definition of type-indexed types: the top level constructor has to be fully satisfied (i.e., has to have
kind x) and only at top level a named type constructor may occur. For example, we are allowed to
define a finite map with Maybe values in the keys,
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4 Type-indexed Types

type FMap (Maybe «a) (v::x) = (Maybe v, FMap (a) v) .

Since the Maybe type consists of two alternatives, the finite map for Maybe is defined as a pair of
finite maps, one for each alternative. The Nothing alternative results in a Maybe value to represent
partial finite maps. The Just alternative results in a recursive application of FMap to v indexed on the
dependency variable a. Since the type argument abstracts over the type of the contents of the Maybe
value, the type-indexed type FMap must be provided with extra information. Thus, type-indexed
types can depend on other type-indexed types, just like type-indexed functions. Evidently, type-
indexed types can depend on zero or more other type-indexed types. The dependency information is
reflected in the kind signature, or kind, of the type-indexed type,

FMap (k:: %) :: (FMap (k)) = * — *.

The kind illustrates a notation similar to the type of a type-indexed function. The type parameter
k is of no use since it is not allowed to occur in the kind (i.e., k is not a kind variable). However,
this notation is used to stay close to the types of type-indexed functions. Recall that the types of
type-indexed functions are allowed to contain non-generic type parameters to solve problems with
polymorphism. Since polymorphic kinds do not exist in the context of type-indexed types, non-
generic type parameters are of no use in their kinds.

The absence of kind variables and polymorphic kinds implies that the kind of a type-indexed type
is constant for each arm. However, qualified kinds do exist since dependency information is made
explicit in the kind. For example, consider the following qualified kinds of FMap for type arguments
of different kinds,

FMap (T :: x) Tk ok
FMap (T (o :: ) 2 %) :: (FMap (&) % — x) =
FMap (T (a:: %) (B::x) %) i (FMap (a) :: x — *, FMap (B) :: % — %) =
FMap (T (@ :x — %) %) = (FMap (¢ «) =: (FMal:; (a) ik — %) =
* — %) =

These examples illustrate the fact that the kind is constant for each type argument and that only the
dependency information changes.

4.2 Generic types

The arms defined for FMap on the basic types might seem not really useful. In fact, each arm maps
directly to the appropriate finite map, which implies that we only have renamed the types IntFMap,
BoolFMap, and CharFMap to FMap (Int), FMap (Bool), and FMap (Char) respectively. However, as
with type-indexed functions, the true power becomes clear when we turn the type-indexed type into
a generic type. A generic type defines behaviour for all types which can be represented in terms of the
Unit, Sum, and Prod type.

Let us turn the type-indexed type FMap into a generic type by defining arms for Unit, Sum, and
Prod. The definitions for these arms are based on the laws of exponentials, defined on finite maps
from k to v,

1 —fin V=0
(k1 +k2) = fin 0 = (k1 = fin ©) X (k2 = fin 0)
(k1 x ko) — fin 0 =2 ki —fin (k2 = fin ©) -
Using these isomorphisms and assuming 1 to be Unit, + to be Sum, and x to be Prod, we define the
arms of the generic type FMap to be,

type FMap (Unit) (viik) = Maybev
type FMap (Sum « B) (v::x) = (FMap («) v, FMap (B) v)
type FMap (Prod a B) (v::x) = FMap («) (FMap (B) v) .
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We define the finite map for Unit to be a value in the Maybe monad, since we allow partial finite
maps. The value Nothing is used for a finite map in which the key Unit has no value. Otherwise, the
value Just x is used to return the associated value. A finite map for Sum is defined as the combination
of two separate finite maps, one for each alternative. The Prod alternative defines a nested finite map.
The outer finite map maps the left value of Prod to a finite map, which maps the right value of Prod
to a value of type v.

Using generic types

Generic types are type level versions of generic functions, and thus, are used in types of functions.
These occurrences are either indexed on a named type or a type parameter. In contrast to the former,
the latter case is determined by its context since it abstracts over the type argument of a generic
function. By propagating type information from a generic function definition, we obtain types specific
to each arm. We define three functions on finite maps: the empty finite map, the singleton finite map,
and looking up a value in a finite map. Together with the definitions, we give the corresponding types
to illustrate how type information is propagated.
We start with the definition of the generic function empty,

empty (k:: %) 0 (empty (k)) = V(v:ix).FMap (k) v

which is actually a generic value since no arguments are present,

empty (Int) i V(vik).FMap (Int) v
empty (Int) =[]

empty (Bool) 0 V(v:ix) . FMap (Bool) v
empty (Bool) =[]

empty (Char) it V(vix) . FMap (Char) v
empty (Char) =] .

Since finite maps on basic types are defined as lists, the empty list is considered the empty finite map.
We continue with the generic part of the definition of empty,

empty (Unit) 0 V(vix). FMap (Unit) v
empty (Unit) = Nothing
empty (Sum a B) = V(a:x) (biix) (vix).
(empty< > FMap< )V,
empty (B) :: FMap (b) v) = FMap (Sum ab) v
empty (Sum a B) = (empty («), empty (B))
empty (Prod a B) = V(aux) (bux) (viik).
(empty («) :: EMap (a) v,
empty (B) :: FMap (b) v) = FMap (Prod ab) v
empty (Prod « B) = empty (a) .

The arm for Unit returns Nothing since this represents the empty finite map. The arms for Sum and

Prod require additional dependency information which is reflected in their types. A pair of empty

finite maps is returned for the Sum arm while choosing the left value suffices in the arm for Prod.
Next, we define the generic function singleton,

singleton {k :: % i (empty (k), singleton (k)) = V(v:ix).k — v — FMap (k) v
gleton (k:: ) (empty (k), singleton (k)) = V(v :: %) p (k)

which constructs a finite map with a single mapping, given a key and value,

singleton (Int) 2 V(vik).Int —v—FMap(Int) v
singleton (Int) k v = [(kv)]

singleton (Bool) 2 V(v:ik).Bool — v — FMap (Bool) v
singleton (Bool) k v = [(kv)]

singleton (Char) 2 V(v:i*).Char — v — FMap (Char) v
singleton (Char)  k v =[(kv)] .
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The arms for the basic types construct a singleton finite map by creating a singleton list with the given
key and value as a pair. The generic part of singleton is defined as,

singleton (Unit) 2 V(vik).Unit — v — FMap (Unit) v

singleton (Unit) Unit v = Justv

singleton (Sum « B) i V(anx) (bux) (Viix) .
(empty (x)  ::FMap (a) v ,
singleton (x) ::a — v — FMap (a) v,
empty () ::FMap (b) v ,

singleton (B) ::b — v — FMap (b) v) =
Sumab — v — FMap (Sum ab) v
singleton (Sum « B) (Inl x) v = (singleton (a) x v, empty (B))
singleton (Sum « B) (Inry) v = (empty (w), singleton (B) y v)

singleton (Prod « w V(auk) (bux) (vix).

gleton ( B) (azx) (biik) (viix)
(empty (x)  ::FMap (a) v ,
singleton (x) ::a — v — FMap (a) v,
empty ()  ::FMap (b) v ,

singleton (B) ::b — v — FMap (b) v) =
Prodab — v — FMap (Prod ab) v
singleton (Prod a B) (x xy) v = singleton (a) x (singleton (B) y v) .

In the Unit arm, the value is returned in the Maybe monad using the Just constructor. Constructing
a singleton finite map for a Sum value results in a pair of finite maps, according to the definition of
FMap. Depending on the alternative chosen, the first element is a recursive call to singleton and the
second element is an empty finite map, or vice versa. Since the result for the Prod is a nested finite
map, we first construct a singleton finite map using the right value. Then, an outer finite map is
constructed which maps the left value to the inner finite map.

The last generic function on finite maps we introduce allows us to look up values,

lookup (k :: ) it (lookup (k)) = V(v %) .k — FMap (k) v — Maybe v .

Given a key and a finite map which maps keys of type k to values of type v, the associated value is
returned by lookup. Since we allow partial finite maps, the result of looking up is a value in the Maybe
monad. We assume that there are functions available for looking up values in finite maps of the basic

types.

lookup (Int) i V(vix).Int — FMap (Int) v — Maybe v
lookup (Int) = lookupInt

lookup (Bool) 2 V(v:ik).Bool — FMap (Bool) v — Maybe v
lookup (Bool) = lookupBool

lookup (Char) it V(v:*).Char — FMap (Char) v — Maybe v
lookup (Char) = lookupChar .

The remaining generic part of lookup is defined as,

lookup (Unit) it V(v:ik).Unit — FMap (Unit) v — Maybe v
lookup (Unit) Unit  fm = fm
lookup (Sum « B) i V(anx) (bx) (Viix).

(lookup (a) ::a — FMap (a) v — Maybe v,
lookup (B) :: b — FMap (b) v — Maybe v) =
Sum ab — FMap (Sum a b) v — Maybe v
lookup (Sum « B) (Inl x) (fmy, fmy) = lookup () x fim,
lookup (Sum a B) (Inry) (fmy, finy) = lookup () y fm,
lookup (Prod a B) i V(anx) (bux) (vix).
(lookup («) ::a — FMap (a) v — Maybe v,
lookup (B) :: b — FMap (b) v.— Maybe v) =
Prod ab — FMap (Prod a b) v — Maybe v
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lookup (Prod a B) (x x y) fin, = do fm, «— lookup () x fm,
lookup (B) y finy -

When we look up a Unit value in the finite map, we return the Maybe value. For the Sum arm, we
look up the value in either the one of the finite maps, depending on which alternative is chosen.
Remember that the arm for Prod of FMap is defined as a nested finite map. Since looking up the inner
finite map might fail, we use the do notation to keep the definition concise. Only if looking up using
the first component x in the inner finite map succeeds, we continue with looking up the result value
in this finite map using the second component y. Otherwise, the monadic definition of Maybe takes
care of returning Nothing.

Now that we have seen occurrences of generic types in the types of generic function definitions,
we take a look at the calls to such generic functions. Consider the following singleton finite map,

singleTree :: FMap (Tree Int) Int
singleTree = singleton (Tree Int) (Leaf 1) 2 .

The type of singleTree contains a specific occurrence of FMap since the type argument of singleton is
propagated to the type parameter k in the type of singleton. Thus, type information is propagated in
the calls to generic functions as well as in their definitions.

Occurrence restriction

We have discussed occurrences of generic types in the types of generic functions. Are generic types
also allowed to occur in the types of generic function abstraction? It turns out that this is only allowed
under certain conditions. Consider the following contrived example,

emptySumAbs (k:: ) : (empty (k)) = V(v:*).FMap (k) v
emptySumAbs () = (empty (x), empty (x)) ,

of a generic function abstraction definition. Propagating the type argument « to the type parameter
k results in an occurrence of FMap indexed on a dependency variable. As we will see later, this
type results in a component which represents a polymorphic type variable. As with any polymorphic
value, we are not allowed to assume anything about the structure of this generic type value. However,
we assume the result to be of a specific type. Is it possible to postpone matching and building until
we are no longer in the context of a generic function abstraction? We redefine emptySum to be,

emptySumAbs (k= x) : (emptySum (k)) = V(v :: %) . FMap (k) v
emptySumAbs (k) = emptySum (x) ,

in which the generic function emptySum is defined using the standard view and returns a pair of
empty finite maps in each arm. Its definition is omitted for the sake of brevity. The new definition of
emptySumAbs turns out to be correct, which we illustrate by a small analogy. Consider the following
definitions,

f = V(auzx).a—a
fx=gx

g i String — String
gx — x_H_ Il\nll ,

in which f, x, and g are analogous to a generic function abstraction, a generic type value, and a generic
function respectively. The example is type incorrect since type information from g propagates to f
and invalidates the polymorphic type of f. Using the analogy, this implies that we are not allowed to
inspect a generic type value at any time, even if we postpone it until we are no longer in the context
of a generic function abstraction. Fortunately, the illustrated analogy is incorrect. Calling a generic
function indexed on a dependency variable, which is the case in a generic function abstraction, results
in a dependency. Therefore, the correct analogous definition considers g as its argument,

f : V(aux).(a—a)—a—a
fgx =gx,
which is type correct. Thus, a generic type is only allowed to occur in the type of a generic function

abstraction, as long as we postpone assuming anything about the structure of the generic type value
until we are no longer in the context of the generic function abstraction.
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4.3 Local type redefinitions

On the value level, local function redefinitions provide a way to alter the behaviour of type-indexed
functions. By using dependency variables, a new definition is inserted in a specific position. The
same technique is applicable on the type level in combination with type-indexed types. This concept
is called local type redefinition. However, this requires a notation for the let binding on the type level.
We use a capitalized version of the let binding on the value level.

For example, a local type redefinition of FMap is defined as,

Let type FMap (a) (v x) = [v]
In FMap (Tree a) .

This expression is a type with kind * — x, which redefines the generic type FMap to use a list of
values in the elements of the Tree type.

Shorthand notation

As with local function redefinition, shorthand notation is available for generic types. When we ex-
pand the type application in the previous local type redefinition,

Let type FMap (a) (v x) = [V]
In FMap (Tree) FMap (a) ,

remove the type variable from the local type redefinition,

Let type FMap (a) = []
In FMap (Tree) FMap (a) ,

and inline the definition, we end up with shorthand notation,
FMap (Tree) [] .

This notation makes the dependency information of the generic type explicit by providing a type to
the generic type FMap.

4.4 Generic type abstractions

The second extension of generic programming, generic function abstractions, is available on the type
level as well. With generic function abstractions, it is desirable not to bind a type argument to a
specific type. This advantage is useful on the type level as well. In the context of finite maps, the
following example illustrates the use of generic type abstractions,

Frequency (k::x) = (FMap (k)) = *
type Frequency (x) = FMap (k) Int .

This definition abstracts over the type of the keys of the finite map. Since Frequency is defined in
terms of FMap, a dependency on FMap occurs in the kind of Frequency. Note that using a type
synonym seems to have the same effect,

type Frequency (k::x) = FMap (k) Int ,

but is actually invalid. This is because the type argument k of FMap is not bound properly as a type
argument of Frequency. Therefore, translation of this declaration results in a component for FMap in
the body of Frequency which is out of scope, as we will see later.

As with generic function abstractions, dependencies on generic type abstractions do not exist. In
fact, applying a generic type abstraction in the body of a generic type implies that the dependencies
of that generic type abstraction are inherited. For example, we define a generic type F which con-
tains a call to Frequency. This implies that, since Frequency is a generic type abstraction, only the
dependency on FMap is inherited by F.
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4.5 Type level translation by specialization

We have seen the process of translation by specialization on type-indexed functions in Section 2.5. We
continue by discussing the process of type level translation by specialization. This process translates def-
initions and occurrences of type-indexed types, generic types, and generic type abstractions. We start
by taking a formal approach to the process by defining syntax-directed translation schemes which
only specify how components are defined. These translation schemes are based on the schemes given
in Loh’s thesis [20]. We adopt the syntax from Section 2.5 to model repetition. After that, we illustrate
the use of these translation schemes by means of several examples.

A formal approach

We start by defining the translation scheme [-]9¢f for definitions of type-indexed types and generic
types, as depicted in Figure 4.1.

[typeF(T{aj}jel"'m> {ak}kel...n — t]]def =t

D = type F(T{q; YEL.my fa 1keln — Dependencies (F) = {G;} €1/
[[Dﬂdef = type [[F <T>ﬂocc{{[[Gi <aj>]]occ}i€1...l }jEl...m{ak }kel...n =t

Figure 4.1: Translation of type-indexed type and generic type definitions

(def-tit-gt)

The scheme consists of a single rule (def-tit-gt) which is only applicable to a type-indexed type
or generic type definition. This restriction is forced by the form of the translation scheme. We only
translate arms of F defined for a named type T applied to zero or more dependency variables «;.
Furthermore, zero or more type variables a; are allowed to occur in the definition. The translation
results in a type declaration in which the cross product of the dependency variables and dependencies
of F are added as arguments in front of the type variables. We defer the translation of a type-indexed
type or a generic type indexed on a named type or a dependency variable to a different translation
scheme, which is discussed later. Observe that type-indexed types can occur in the right hand side t
of F. However, we do not explicitly recurse in the right hand side since the translation of occurrences
is taken care of by a different scheme.

Next, we discuss an extension to the translation scheme from Figure 4.1. This extension defines
the translation of generic type abstraction definitions and is given in Figure 4.2.

[type F () {a < = oo = ¢

D = type F (a) {a; }F€1+" =t  Dependencies (F) = {G,}/ €1/
DI = type [F (Abs T [[G; (%) I = T{ar JF< T =

(def-gta)

Figure 4.2: Translation of generic type abstraction definitions, extends Figure 4.1

The extension consists of a single rule, (def-gta), which is only applicable to a generic type abstrac-
tion definition because of the form of the rule. The rule only matches an arm of F which is indexed
on a single dependency variable &, which is the defining property of a generic type abstraction. As
with the translation scheme from Figure 4.1, zero or more type variables a; are allowed to occur in
the definition. The dependency variable « together with the dependencies of F introduce extra argu-
ments in the translation of F. To be able to refer to the generic type abstraction, an extra named type
Abs is inserted in the translation. As with the original translation scheme, we defer the translation
of a generic type abstraction indexed on the special constructor Abs or a dependency variable to a
different translation scheme.
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4 Type-indexed Types

We continue with the translation scheme [-[°° of occurrences of type-indexed types, given in
Figure 4.3. The form of the rules,

[F{aec =t,

states that a type-indexed type indexed on any type argument translates to a type. The translation
scheme consists of several rules. Rule (occ-abs) takes care of the special constructor Abs, used in
the translation of generic type abstractions. Rule (occ-named-1) defines the translation of a type-
indexed type F indexed on a named type T to a component. This rule requires the type argument
to be in the signature of F. The named types for which F is defined are contained in the helper
function Signature (F). The rule is used in the translation scheme from Figure 4.1 as well. However,
the requirement is always fulfilled for these translations since a named type in the definition always
occurs at top level, and thus, is always contained in the signature. Another rule which is used by
the previous translation schemes is (occ-depvar). This rule takes care of translating a type-indexed
type indexed on a dependency variable. When the type argument of F contains a type application, we
expand it using the dependencies of F, as defined in rule (occ-app). Each dependency introduces an
additional argument, as we have seen in the translation of the definitions of type-indexed types. Since
expanding a type application results in a higher-kinded type argument, we define a rule to take care
of these type arguments. Rule (occ-lift) lifts a type abstraction out of the type argument and uses the
dependencies of F to introduce additional arguments. A different approach is taken in Loh’s thesis
where the kind of a type argument is used to introduce additional arguments.

The translation of a generic type occurrence is given in Figure 4.4, as an extension to Figure 4.3.
The extension consists of a single rule, (occ-named-2), of the form,

[F (AY]eC = ¢ .

If the type argument T does not occur in the signature of F, the occurrence is translated by translating
the structure type of T, denoted by the isomorphism between T and T°. Such an isomorphic type does
not exist for abstract types or types that belong to a generic view, like Unit, Sum, and Prod which
belong to the standard view. The restriction on the signature of F is necessary since the defining
property of a generic type is that it allows us to index a type-indexed type on a type for which there
is no arm defined.

Lastly, we define the translation for generic type abstraction occurrences. The translation scheme
is given in Figure 4.5 and extends Figure 4.4. Since the translation scheme for generic type abstrac-
tion definitions inserts the Abs constructor, we have to insert this constructor in the corresponding
occurrences of generic type abstractions as well. We only have to insert this special constructor once
and in the beginning of the translation since a generic type abstraction can only occur once and in
the first step of the translation. Generic type abstractions are not introduced later in the translation
process, by rule (occ-app), since these are not present in the dependencies of a type-indexed function,
as discussed in Section 4.4. Therefore, we define a different translation scheme,

[F(A)S/e = ¢,

which is the starting point of the translation of type-indexed types. This translation is defined in
terms of the translation scheme for type-indexed types and generic types. In contrast to generic type
abstraction definitions, we are not able to distinguish generic type abstraction occurrences on the
syntax level. Therefore, we require an environment > which contains the generic type abstractions
available. By inspecting this environment, we either insert an Abs constructor using the dependencies
of F, as defined by rule (occ-gta-1), or we defer the translation to the original translation scheme using
rule (occ-gta-2).

Translating type-indexed types

We continue with translating the definition of FMap for the basic types of kind *,

type FMap (Int) (viik) = IntFMap v
type FMap (Bool) (v:iix) = BoolFMap v
type FMap (Char) (viix) = CharFMap v ,
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’ [[]_:: <A>]]occ = t‘

[[F <Abs>]]0CC = Cp (F, AbS) (OCC-abS)

F (T) € Signature (F)
[F(T)]°< = Cp (F, T) (occ-named-1)

[F (a)Joc = Cp (F, o) (occ-depvar)

Dependencies (F) = {Gi}i€1-~~l
[F (A; A)[° = [F (Ao [G; (Ag)occ e T (0cc-app)

Dependencies (F) = {Gi}ielml
[F (Aa—A)]occ = A{[G; (a)]occ}i€ 1.4.1_,[[1: (A)]oce

(occ-lift)

Figure 4.3: Translation of type-indexed type occurrences

’ [F (A)]oce = t‘

F (T) ¢ Signature (F) T = T°
[F (T)[°< = [F (To)]oc (occ-named-2)

Figure 4.4: Translation of generic type occurrences, extends Figure 4.3

[F (A= =
FeX
[[F <A> %cc/gta — [[F <Abs A>]]occ (OCC-gta-l)
TEX (occ-gta-2)

[[F <A>ﬂ;cc/gta — HF <A>]]occ

Figure 4.5: Translation of generic type abstraction occurrences, extends Figure 4.4
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4 Type-indexed Types

by applying rules (def-tit-gt) and (occ-named-1), to obtain,

type Cp (FMap, Int) (v:%) = IntFMap v
type Cp (FMap, Bool) (v::%) = BoolFMap v
type Cp (FMap, Char) (v:: %) = CharFMap v .

The meta function Cp generates a uniquely named type given a type-indexed type and a named type,
or a type variable given a type-indexed type and a dependency variable. It is a type level version of
the meta function cp from Section 2.5 which we do not further expand for the sake of brevity.

The translation of the application of FMap indexed on a basic type is similar. Consider,

FMap (Int) v,
to which we apply rules (occ-gta-2) and (occ-named-1), to obtain,
Cp (FMap, Int) v .

As with type-indexed functions, the translation becomes more complicated when we consider higher-
kinded type arguments like Maybe. This is because additional dependency information has to be
provided. Recall the definition of FMap for Maybe,

type FMap (Maybe «) (viix) = (Maybe v, FMap («) v) ,
which, by applying rules (def-tit-gt) and (occ-named-1), translates to
type Cp (FMap, Maybe) Cp (FMap, a) (v::x) = (Maybe v, Cp (FMap, a) v) .

As we have seen with the translation of type-indexed functions, the added arguments form the cross-
product of the dependency variables of the arm and the dependencies of the type-indexed type itself.
Because Maybe is of kind * — % and the type-indexed type FMap depends on itself, only one ar-
gument is added in the translation. In the body of the definition, the call to FMap is replaced with
the appropriate component which is the argument added in the translation. If we encounter an oc-
currence of FMap, the translation has to provide the right dependency information. For example, an
occurrence,

FMap (Maybe Int) v,
is by rules (occ-gta-2) and (occ-app) equivalent to,
FMap (Maybe) FMap (Int) v,
which is translated to,
Cp (FMap, Maybe) Cp (FMap, Int) v ,
by applying rule (occ-named-1) twice. Since FMap depends on itself, a component for Int of FMap is

provided to the definition for Maybe of FMap.

Translating generic types

A generic type is a type-indexed type that is defined on the Unit, Sum, and Prod types. Such a generic
type can be applied to any type that is representable by these types using the process of translation
by specialization. The translation of generic types is the same as for type-indexed types. Consider the
generic part of the definition of FMap,

type FMap (Unit) (viix) = Maybe v
type FMap (Sum « B) (viix) = (FMap (a) v, FMap (B) v)
type FMap (Prod « ) (vik) = FMap (v) (FMap (B) v) ,

which is, using rules (def-tit-gt) and (occ-named-1), translated to,
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4.5 Type level translation by specialization

type Cp (FMap, Unit) (viix) = Maybe v
type Cp (FMap, Sum) Cp (FMap, «) Cp (FMap, B) (v:: %) = (Cp(FMap, «) v, Cp (FMap, B) v)
type Cp (FMap, Prod) Cp (FMap, «) Cp (FMap, B) (v :: %) Cp (FMap, «) (Cp (FMap, ) v) .

<
*

Again, higher-kinded type arguments introduce new arguments in the translation. In the body of the
definition, calls to the generic type FMap are replaced with the right components.

As with generic functions, the translation of a call to a generic type for which there is no arm
defined, is more complicated. We discuss a type level version of the process described in Section 2.5.
We translate a call to a generic type F, which is indexed on a named type T by translating F indexed
on the structure type T° instead of the named type T itself. This is reflected in the isomorphism in rule
(occ-named-2). We do not have to define a conversion between values of the types F (T) and F (T°)
since such a conversion is not known to be necessary. Therefore, we consider the components T and
T° for F to be equal.

Consider the following occurrence of FMap,

FMap (Tree Int) v,
which is, using rules (occ-gta-2) and (occ-app), equivalent to,
FMap (Tree) FMap (Int) v .

The generic type FMap has an arm defined for Int while there is no arm present for Tree on FMap. We
proceed by specializing FMap to the structure type of Tree. We apply rule (occ-named-2) to obtain,

FMap (Tree®) ,
which is, using the definition of Tree® from Section 2.2,

type Tree® (a::x) = Sum a (Prod (Tree a)
(Prod a (Tree a))) ,

equivalent to,

FMap (Aa — Sum a (Prod (Tree «)
(Prod a (Tree )))) .

Since the Tree type still expects a type, we use lambda abstraction on the type level in the type argu-
ment. We lift this lambda abstraction out of the type argument by applying rule (occ-lift),

AFMap (x) — FMap (Sum « (Prod (Tree «)
(Prod « (Tree )))) ,

which is by using rule (occ-app) to the application of Sum, equivalent to,

AFMap (a) — FMap (Sum) FMap («)
(FMap (Prod (Tree «)
(Prod a (Tree «)))) .

Just like we expanded the application of Sum, we expand the first application of Prod,

AFMap (a) — FMap (Sum) FMap («)
(FMap (Prod) FMap (Tree «)
FMap (Prod «a (Tree a))) ,

and the second application of Prod using rule (occ-app), to obtain,

AFMap (x) — FMap (Sum) FMap («)
(FMap (Prod) FMap (Tree «)
(FMap (Prod) FMap ()
FMap (Tree ))) ,
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Then, we expand both applications of Tree using rule (occ-app),

AFMap (a) — FMap (Sum) FMap («)
(FMap (Prod) (FMap (Tree) FMap («))
(FMap (Prod) FMap ()
(FMap (Tree) FMap (a)))) .

We define the component of FMap for Tree® using the function Cpto generate unique names, which
is reflected in rule (occ-named-1). Since the component still expects a type, according to the kind of
FMap, we insert a type variable v,

type Cp (FMap, Tree®) = ACp(FMap, ) — Av —
Cp (FMap, Sum) Cp (FMap, «)
(Cp (FMap, Prod) (Cp (FMap, Tree) Cp (EMap, «))
(Cp (FMap, Prod) Cp (FMap, «)
(Cp (FMap, Tree) Cp (FMap, «)))) v .

Finally, we define the component of FMap for Tree,
type Cp (FMap, Tree) = Cp (FMap, Tree®) ,

which is equivalent to the component of FMap for Tree®. Observe that the components for Tree®
and Tree of FMap are mutually recursive, which is actually not allowed for by the type construct.
This contradiction is a consequence of the assumption made earlier in this chapter that type-indexed
types are defined using the type construct. Furthermore, the type level lambda abstraction is not
supported in Haskell and therefore not allowed in Generic Haskell as well. We elaborate on these
issues in Section 7.2.

Translating generic type abstractions

As with generic function abstractions, generic type abstractions do not bind their type argument to
a specific type. Therefore, we have to use the same approach using the Abs type constructor which
allows us to propagate the type argument to the body. For example, the generic type abstraction
Frequency from Section 4.4,

type Frequency («) = FMap («) Int ,

is by applying rule (def-gta), equivalent to,
type Frequency (Abs «) = FMap (a) Int .

Finally, by applying rule (occ-named-1), this definition is translated to,
type Cp (Frequency, Abs) Cp (FMap, «) = Cp (FMap, «) Int .

The type argument on which Frequency is indexed, is provided as an argument, which is propa-
gated to the body of Frequency. An occurrence of such a generic type abstraction provides the right
argument in its translation. For example,

Frequency (Int) ,

is by rule (occ-gta-1) equivalent to,
Frequency (Abs Int) ,

which is by rules (occ-app) and (occ-named-1) translated to,
Cp (Frequency, Abs) Cp (FMap, Int) .

The information provided as an argument to the component of Frequency is determined by its de-
pendencies, which is just FMap. Another example of translating an occurrence of a generic type
abstraction involves a type argument that contains a type application,
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Frequency (Tree Int) ,

which is by rule (occ-app) equivalent to,
Frequency (Abs (Tree Int)) ,

and is using rules (occ-app) and (occ-named-1) translated to,
Cp (Frequency, Abs) (Cp (FMap, Tree) Cp (FMap, Int)) .

Since the generic type FMap depends on itself only, the argument to the component Tree of FMap is
just the component Int of FMap.
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Chapter 5

Generic Views for Generic Types

This chapter discusses the main contribution of this thesis. We argue to what extent generic views,
other than the standard view, are useful on the type level. We do so by discussing applications of the
balanced view (Section 5.1) and the fixed-point view (Section 5.2). Additionally, we discuss how the
process of type level translation by specialization process is generalized to incorporate generic views
on the type level (Section 5.3).

Generic views for generic types

Generic views allow us to change the representation of a complete class of types. Different generic
views provide us with different representations, suited to a specific situation. We have discussed
different applications of three generic views: the standard view, the balanced view, and the fixed-
point view. The standard view provides a structural representation of types using sums of products
while the balanced view enhances this representation by balancing the resulting structure type. The
fixed-point view allows us to refer to the recursive occurrences in a type by using pattern functors. All
of these generic views have been applied on the value level before, as discussed in Chapter 3, resulting
in the concept of generic views for generic functions. On the contrary, we have seen in Section 4.2 that
the standard view is the only generic view that is already used on the type level. Are there any other
examples of generic views for generic types?

5.1 Balanced view

We have seen an example of an application of the balanced view on the value level in Section 3.2. This
generic view results in a balanced structural representation of the Direction type,

data Direction = North
| NorthEast

| East

| SouthEast

| South

| SouthWest

| West

| NorthWest .

Since the structural representation is balanced, values of that type are balanced as well, which results
in an efficient encoding of the Direction type using the generic function encode from Section 3.2. This
advantage of using the balanced view is present on the type level as well. A balanced structural
representation as the type argument of a generic type results in a balanced type, which allows for
balanced values. We illustrate the advantage of the balanced view on the type level by comparing
occurrences of the generic type FMap indexed on Direction. We discuss the resulting types, where
FMap is defined using either the standard view or the balanced view. Recall the generic part of the
definition of FMap from Section 4.2,
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type FMap (Unit) (viix) = Maybe v
type FMap (Sum a B) (v::x) = (FMap («) v, FMap (B) v)
type FMap (Prod « ) (v::x) = FMap (a) (FMap (B) v) .

First, we change the kind of FMap such that the standard view is used for its type argument,

FMap (k:: %) :: (FMap (k)) = x — *,

by omitting a specific generic view from the kind of FMap. Consider the structure type of Direction
in the standard view from Section 3.2,

type Directiong = Sum Unit
(Sum Unit
(Sum Unit
(Sum Unit
(Sum Unit
(Sum Unit
(Sum Unit Unit)))))) .

The occurrence of FMap is translated by the process described in Section 4.5 to,

type Cp (FMap, Direction) = Av —
Cp (FMap, Sum)
Cp (FMap, Unit)
(Cp (FMap, Sum)
Cp (FMap, Unit)
(Cp (FMap, Sum)
Cp (FMap, Unit)
(Cp (FMap, Sum)
Cp (FMap, Unit)
(Cp (FMap, Sum)
Cp (FMap, Unit)
(Cp (FMap, Sum)
Cp (FMap, Unit)
(Cp (EMap, Sum) Cp (FMap, Unit) Cp (FMap, Unit))))))) v .

Observe that the component for Direction of FMap, is of kind x — x. We apply this component to the
type variable v, and use the definition of FMap to expand the components, to obtain,

(Maybe v
, (Maybe v
, (Maybe v
, (Maybe v
, (Maybe v
, (Maybe v
, (Maybe v, Maybe v))))))) .

The resulting type is right-nested, which results in finite maps that are right-nested as well. Such
finite maps do not allow for efficient searching. Consider the following corresponding finite map
which maps Direction values to their opposite direction,

(Just South
, (Just SouthWest
, (Just West
, (Just NorthWest
, (Just North
, (Just NorthEast
, (Just East, Just SouthEast)))))))) .
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Looking up a value in this finite map results in at least two calls (North) and at most eight calls
(NorthWest) to lookup. In general, looking up a value in a finite map of a type with n alternatives
requires O(n) calls to lookup. Thus, using a right-nested type we cannot look up values efficiently.

Representing the type argument of FMap in the balanced view is required to allow for more effi-
cient searching. We change its kind such that the balanced view is used for its type argument,

FMap (k::  viewed B) :: (FMap (k)) = x — *.
The structure type of Direction in the balanced view from Section 3.2 is,

type Directiony = Sum (Sum (Sum Unit Unit)
(Sum Unit Unit))
(Sum (Sum Unit Unit)
(Sum Unit Unit)) .

Using the translation process described in Section 4.5, the occurrence of FMap is translated to,

type Cp (FMap, Direction) = Av —
Cp (FMap, Sum) (Cp (FMap, Sum) (Cp (FMap, Sum) Cp (FMap, Unit) Cp (FMap, Unit))

Cp (FMap, Sum) Cp (FMap, Unit) Cp (FMap, Unit)))

Cp (FMap, Sum) Cp (FMap, Unit) Cp (FMap, Unit))

Cp (FMap, Sum) Cp (FMap, Unit) Cp (FMap, Unit))) v .

(Cp (FMap, Sum)

P

Again, since the component is of kind * — x, we apply the component to the type variable v. Then,
we expand the components using the definition of FMap, to obtain,

(((Maybe v, Maybe v)

, (Maybe v, Maybe v))
((Maybe v, Maybe v)

, (Maybe v, Maybe v))) .

7

The resulting type is not right-nested, but balanced instead. Using this balanced type, relatively
efficient searching is possible in the corresponding balanced finite map. Consider the corresponding
new finite map, which maps Direction values to their opposite direction,

(((Just South, Just SouthWest)
, (Just West , Just NorthWest))
, ((Just North, Just NorthEast)
, (Just East , Just SouthEast))) .

Since the provided finite map is balanced, lookup is called four times, independent of the alternative
used as the key value. In general, looking up a value in a balanced finite map of a type with n
alternatives requires O(%log(n)) calls to lookup. Comparing this to the number of calls required using
a right-nested finite map shows that the balanced view does allow for more efficient searching.

Interaction between generic views

Now that we have defined FMap using the balanced view, while generic functions on FMap values
are still defined using the standard view, we take a look at the interaction between generic views on
the value level and the type level. Consider the following call,

empty (Direction) :: FMap (Direction) .
The call to empty results in the following finite map,

(Nothing
, (Nothing
, (Nothing
, (Nothing
, (Nothing
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, (Nothing
, (Nothing, Nothing))))))) ,

while the occurrence of FMap indexed on Direction specializes to the balanced type mentioned before.
Clearly, the resulting value from the call to empty is type incorrect since the nesting of the pairs does
not match. This is due to the use of different structure types on the value level and the type level.
Therefore, we require generic functions that contain an occurrence of FMap in their type to be defined
using the balanced view as well. Thus, we change the types of empty, singleton, and lookup to,

empty  (k:xviewed B) :: (empty (k)) = V(v ). FMap (k) v
singleton (k :: x viewed B) :: (empty (k), singleton (k)) = V(v::x) .k — v — FMap (k) v
lookup  (k::x viewed B) :: (lookup (k)) = V(v :: %) .k — FMap (k) v — Maybe v .

The mismatch is even more clear if we consider generic views which use different types to represent
the structure of types. For example, the balanced view which uses Unit, Sum, and Prod while the
fixed-point view uses the Fix in combination with a pattern functor.

Therefore, the generic view used by a generic function must match the generic view used by the
generic types occurring in its type. This implies that generic types that occur simultaneously in the
type of a generic function must all be defined using the same generic view. In Section 5.2 we give an
example of how this restriction applies to an occurrence of a generic type abstraction in the type of a
generic function.

5.2 Fixed-point view

The defining property of the fixed-point view is that recursive occurrences are made explicit. In
Section 3.3 we have seen how this allows us to define a generic function to collect the immediate
children (i.e., recursive occurrences of a value). At the type level, the fixed-point view is used for the
same purpose, namely, providing access to the recursive occurrences of a type.

Extending types

There are several examples of applications that require types to be extended with constructors. In the
domain of structure editors [23, 24], there are incomplete values because not all required information
is available at once. Therefore, a type is extended with a hole [8] (i.e., an empty constructor) to make
incomplete values type correct. These holes are filled (i.e., replaced) later when more information is
available. It is undesirable to let the user take care of extending a type with an empty constructor
representing a hole. Open types [13] allow us to extend a type, and corresponding functions, with
constructors. Unfortunately, this approach does not allow us to define generic extensions of types.
Therefore, we consider a generic approach which takes care of the extension. Our first approach
defines a generic type abstraction,

ExtendHole (a:: %) :: (GID(a)) = *
type ExtendHole () = Sum Unit (GID («)) .

The definition of ExtendHole refers to the actual content of its type argument, that is, the dependency
variable a. In Generic Haskell, dependency variables can only be used in combination with a generic
type [6]. Therefore, we write GID («) instead of a. The generic identity on the type level [20] allows
us to use the contents of dependency variables, without changing the actual content. This is reflected
in the definition of GID,

GID (a:: *) : (GID (a)) =

type GID (Int) = Int

type GID (Bool) = Bool

type GID (Char) = Char

type GID (Unit) = Unit

type GID (Sum « ) = Sum GID («) GID (B)
type GID (Prod « B) = Prod GID («) GID (B) .
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5.2 Fixed-point view

The generic type GID depends on itself since the arms for Sum and Prod contain calls to GID indexed
on dependency variables. This is necessary since otherwise the contents of the dependency variables
« and B cannot be used in these arms.

The first approach taken with ExtendHole does not suit our needs since the generic type abstrac-
tion only extends the type argument at the top level alternative with a constructor. This implies that
a recursive occurrence in the type argument refers to itself instead of the generic type. The appli-
cation possibilities of the generic type abstraction ExtendHole are limited because of this restriction.
For example, holes can only occur at top level, while holes on arbitrary recursive levels are desirable.
To overcome this problem, we redefine ExtendHole such that it in each arm the type argument is
extended with an empty constructor,

ExtendHole (a :: %) it (ExtendHole (a)) = *

type ExtendHole (Int) = Sum Unit Int

type ExtendHole (Bool) = Sum Unit Bool

type ExtendHole (Char) = Sum Unit Char

type ExtendHole (Unit) = Sum Unit Unit

type ExtendHole (Sum a f) = Sum Unit (Sum ExtendHole («) ExtendHole (B))
type ExtendHole (Prod « f) = Sum Unit (Prod ExtendHole («) ExtendHole (8)) .

o~~~ o~~~

The generic type ExtendHole now depends on itself since calls to itself indexed on dependency vari-
ables occur in the arms for Sum and Prod. Since this approach adds an extra constructor in each
arm, multiple extra constructors are added to a structure type containing occurrences of Sum or Prod,
which is undesirable.

The previous approaches both fail at recursive types. Moreover, the second approach fails at non-
recursive types of which the structure types contain occurrences of Sum or Prod, which is mostly the
case. This is due to the fact that recursive occurrences of types are implicit in the standard view. If we
use the fixed-point view on the type level, the recursive occurrences of types are made explicit. This
allows us to add an extra constructor on arbitrary recursive levels, exactly once. Again, we redefine
ExtendHole, but now we use the fixed-point view instead of the standard view,

ExtendHole (a:: x viewed F) : (GID (a)) = *
type ExtendHole (Fix ¢) = Fix (Ar — Sum Unit (GID (¢) r)) .

The fixed-point view provides us with the pattern functor of the type argument. We add a Sum on top
level of which the left alternative represents the extra constructor of type Unit and the right alternative
represents the pattern functor. Since the type abstraction is the argument of the Fix type constructor,
the extra constructor is automatically allowed to occur at any recursive level. Furthermore, the empty
constructor is added exactly once since a single alternative is added exactly once as well.

Finally, we abstract over the constructor which is added and define a generic type Extend. This
generic type extends the type argument with an arbitrary constructor in the first alternative,

Extend (a::+ viewed F) = (GID(a)) = x — %
type Extend (Fix ¢) (a::*x) = Fix (Ar — Suma (GID (¢) 1)) .

Then, we use Extend to define ExtendHole as a generic type abstraction,

ExtendHole (a:: %)  :: (Extend (a)) = %
type ExtendHole (¢) = Extend («) Unit .

Observe that ExtendHole now depends on Extend only since GID is no longer used in its body.

Generic rewriting

Another domain that benefits from automated extension of types is generic rewriting [17]. In this
domain, we define rewrite rules that specify how a value is rewritten. These rules consist of a left
hand side and a right hand side, in which we define how a value is matched and built respectively.
Since defining rewrite rules for each possible value is tiresome, meta variables are used to match
arbitrary parts of a value. Moreover, meta variables keep the rewrite rules concise and clean. To
prepare an object language for generic rewriting, we have to extend the corresponding type with an
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extra constructor representing a meta variable. Our library provides an automated extension using a
generic type which extends its type argument with a constructor containing a field of type String,

MetaVar (a::x) : (Extend (a)) = *
type MetaVar (v) = Extend («) String .

The generic type abstraction MetaVar depends on the generic type Extend which performs the actual
extension. As with FMap from Section 5.1, we require generic functions that contain an occurrence of
MetaVar in their type to use a specific generic view. Since MetaVar is a generic type abstraction, the
dependencies determine which generic view must be used. This implies that the dependencies of a
generic type abstraction must all be defined on the same generic view. In our case, MetaVar depends
on a single generic type, which is defined using the fixed-point view. Therefore, a generic function
containing an occurrence of MetaVar must be defined using the fixed-point view as well.

Based on the assumption of the insertion of the extra constructor representing a meta variable, we
define a generic function to construct a meta variable,

metaVar (a:: « viewed F) :: String — MetaVar (a)
metaVar (Fix ¢) s = In(Inls) .

Meta variables match arbitrary parts of a value, therefore, we define a finite map to keep track of this
substitution. We define a type synonym which defines a mapping from a meta variable to a value,

type Subst (a:: %) = [(String, a)] .

We do not use the generic type FMap as a finite map since the benefit is minimal. Such a finite map
allows for sharing in the key values, which is minimal in the case of using String values. Especially
since our meta variables are often single characters. We assume basic functions for the empty finite
map (empty), the singleton finite map (singleton), and looking up a value (lookup) are present. For the
sake of clarity, we assume that meta variables do not occur more than once in the left hand side of a
rewrite rule. This does not allow us to force equality between meta variables but simplifies merging
of finite maps to concatenation of lists,

mergeSubst :t V(a:%).Maybe (Subst a) — Maybe (Subst a) — Maybe (Subst a)
mergeSubst substy subst; = do subst] « subst|

substy «— subst,

return (subst) + subst)) .

We continue by defining a generic function that returns a substitution given the left hand side of a
rewrite rule and a value. Since matching the left hand side of a rewrite rule to a value might fail, the
resulting substitution is returned in the Maybe monad. Observe that a failed match is represented by
Nothing while a successful match without any substitutions is represented by Just [ ]. We only consider
rewriting values in a top down fashion since this suffices to illustrate the use of generic views on the
type level. Consider the following definition of match,

match (a::« viewed F)  :: (V(c:ux) . reduce (a | c), zipWithM (a, a, a)) =
MetaVar (a) — a — Maybe (Subst a)
match (Fix ¢) (In x) (Iny) = case x of
Inl's — Just (singleton s (Iny))
Inr x' — let reduce (a) e (&) x = x
in reduce (¢ a) (Just empty) mergeSubst
(let zipWithM (x) = match (Fix ¢)
in zipWithM (¢ a) X' y) .

We inspect the first argument to determine if it represents a meta variable. If so, we return a single
substitution mapping the meta variable to the value. Otherwise, we continue the matching process
in the recursive occurrences of the arguments by using a local function redefinition on the generic
function zipWithM. This generic function is a monadic version of the generic function zipWith from
Section 2.3 and returns fail if the arguments are not of the same shape. The value fail is defined as
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Nothing for the Maybe monad, which represents failure of the matching process. The generic function
zipWithM is defined as,

zipWithM (a:: %, b i1, ¢ 11 %) it (zipWithM (a, b, c), Monad m) == a —b — mc
zipWithM (Int) x y | eqInt xy = returnx
| otherwise = fail
zipWithM (Bool) x y | eqBool xy = return x
| otherwise = fail
zipWithM (Char)  «x y | eqChar xy = return x
| otherwise = fail

zipWithM (Unit) Unit Unit return Unit
zipWithM (Sum « B) (Inlx) (Inly) = doz «— zipWithM (a) x y
return (Inl z)
do z «— zipWithM (B) x y
return (Inr z)
zipWithM (Sum «a ) _ _ = fail
zipWithM (Prod a B) (x1 X x2) (y1 X y2) = do z1 < zipWithM (a) x1 y1
2y «— zipWithM (B) x2 ¥
return (z1 X z3) .

zipWithM (Sum « B) (Inr x)  (Inry)

Observe that the arguments of the call to zipWithM in the definition of match share the same pattern
functor ¢ while their elements have different types. This is allowed for by the type of zipWithM since
its type contains multiple type parameters. The result of the local function redefinition in match is
a single value in which the recursive occurrences are substitutions. Then, we use a local function
redefinition on the generic function reduce from Section 2.4 to return the substitutions as is and com-
bine these substitutions using mergeSubst. We supply an empty finite map to as the unit element to
be used for the non-recursive values. Observe that the dependency on reduce does not specify as its
non-generic type parameter that a substitution is the result of its application. Instead, a polymorphic
type variable c is used as the non-generic type parameter. This is because of similar reasons as the
dependency on collect in the type of children from Section 3.3.
The substitution resulting from matching a value, is used in the generic function build,

build (a:: x viewed F) :: (map (a)) = Subst a — MetaVar (a) — a
build (Fix ¢) subst (In x) = case x of
Inl's — lookup s subst
Inr x' — let map () = build (Fix ¢) subst
in map (¢ a) x’ .

Again, we inspect the argument to determine if it represents a meta variable. When we encounter a
meta variable, we look up the corresponding value in the substitution and return this as the result.
Otherwise, we use the generic function map from Section 2.3 to apply the generic function build re-
cursively. Since we only want to apply build to recursive occurrences in the argument, we use a local
function redefinition on the argument of the pattern functor to insert the recursive calls to build cor-
rectly. Because map is defined using multiple type parameters, we are allowed to change the type of
the contents of the pattern functor. Therefore, the generic function build returns a value of the original
type instead of the extended type.

Finally, we compose the generic function abstractions match and build in a single generic function
abstraction,

apply (a:: %) i (match (a), build (a)) = (MetaVar (a), MetaVar (a)) — a — Maybe a
apply () (Ihs, rhs) x = do subst < match (a) lhs x
return (build (a) subst rhs) ,

The substitution obtained from match is given to build, which gives us a rewritten value of the original
type. Ideally, the type of apply does not expose the generic type MetaVar at all. However, the user
must be able to refer to the meta variable to define appropriate rewrite rules. Therefore, the argument
which represents the rewrite rule exposes the MetaVar type to the user.
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Defining rewrite rules

A rewrite rule is defined by inserting meta variables and referring to the constructors of the original
type argument of MetaVar. However, a meta variable is of the extended type while the constructors
expect arguments of the non-extended type. Therefore, we have to lift the constructors of the original
type to the extended type. We shortly illustrate two approaches to this problem by defining a rewrite
rule for distributivity on arithmetic expressions, rewriting an expression of the form x x (y + z) to
(x xy) + (x x z). We define a type representing arithmetic expressions as,

data Expr = Const Int
| Add Expr Expr
| Mul ExprExpr .

Furthermore, we use three meta variables in the example rewrite rule, defined as,

,Y,z = MetaVar (Expr)

= metaVar (Expr) "x"
= metaVar (Expr) "y"
metaVar (Expr) "z" .

NS R R
|

The problem illustrated is inherent to the use of a generic view that requires additional types for
its structural representation. For example, the fixed-point view which requires a pattern functor.
The generic type MetaVar uses the pattern functor of its type argument as the type argument of the
generic type GID. Since GID is defined using the standard view, structural representations of the
pattern functor constructors are required in the definition of a rewrite rule. Additionally, we have
to wrap these values in the constructors of MetaVar to obtain a value of the extended type. These
constructors include an In constructor followed by an Inr constructor representing the pattern functor.
For example, the distributivity rule is defined as,

dist :: (MetaVar (Expr), MetaVar (Expr))
dist = (lhs, rhs)
where Ihs = In (Inr (Inr (Inr (x

X

(In (Inr (Inr (Inr (x x z)))))))) -

It is evident that it is undesirable to require the user to define rewrite rules in such a fashion.

Approach 1

The first approach to the problem posed allows us to refer to the structural representation of pattern
functor constructors. Furthermore, there are three possibilities to take care of the additional wrapping:
we force the user to insert appropriate constructors, we define a special abstraction which inserts
specific constructors, or we perform analysis to determine the positions where the constructors need
to be inserted. The first possibility results in the following definition,

dist :: (MetaVar (Expr), MetaVar (Expr))
dist = (lhs, rhs)
where Ihs = In (Inr (functor (: Mul :) x
(In (Inr (functor (: Add :) y z)))))
ths = In (Inr (functor (: Add :) (In (Inr (functor (: Mul :) x y)))
(In (Inr (functor (: Mul :) x z))))) .

which contains an occurrence of a constructor-indexed function called functor. This built-in function
maps a constructor provided as its argument to its structural representation in the pattern functor.
Note that since constructors are uniquely identified by their names, it is not necessary to supply a
type to such a constructor-indexed function.
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The result of the constructor-indexed function is wrapped several times in the same constructors
of the generic type MetaVar. Therefore, we define a constructor-indexed function ourselves to capture
this pattern, which is the second possibility,

dist :: (MetaVar (Expr), MetaVar (Expr))
dist = (lhs, rhs)
where lhs = lift (: Mul :) x
(lift {: Add
rhs = lift (: Add :) (lift (: Mu
(ift (: Mu
lift (: C:yxy = In (Inr (functor (: C:)xy)) .

The constructor-indexed function abstracts over its argument and wraps the pattern functor construc-
tor in the appropriate constructors.

Our third and last possibility does not require users to define such a constructor-indexed function
themselves. Instead, analysis of the definition of MetaVar which determines the position of the pattern
functor in its definition, and therefore, which constructors are to be added to the structural representa-
tion of the pattern functor constructor. We perform the analysis on the generic type MetaVar by using
this same identifier as the constructor-indexed functor. Then, we obtain the following definition,

dist :: (MetaVar (Expr), MetaVar (Expr))
dist = (lhs, rhs)
where lhs = MetaVar (: Mul :) x
(MetaVar (: Add :) y z)
rhs = MetaVar (: Add :) (MetaVar (: Mul :) x y)
(MetaVar {: Mul :) x z) ,

in which the definition of /ift is removed since it is no longer necessary.

Approach 2

While the previous approach lifts the constructors from the original type to the extended type in the
definition of the rewrite rule, the second approach delays the lifting process. We define the left hand
side and the right hand side of a rewrite rule as a lambda abstraction where the arguments are the
meta variables,

dist it (MetaVar (Expr), MetaVar (Expr))
dist = fill (Expr) (lhs, rhs) [x, y, z]
where lhs = Axyz— Mulx
(Add y z)
ths = Axyz — Add (Mul x y)
(Mul x z) .

Unfortunately, we cannot apply the rewrite rule to the meta variables directly. This is taken care of by
the generic function fill which creates two instances of the rewrite rule which are applied to arbitrary
different values of the original type. Then, a difference algorithm determines which positions are
filled by the application. This gives us the exact positions of the meta variables in the rewrite rule. By
replacing these positions with the right meta variable, and consequently lifting the complete rewrite
rule to the extended type, we obtain a rewrite rule of the extended type. Unfortunately, the generic
function fill has not yet been defined.

Comparison

The three possibilities described in the first approach illustrate a general approach to the problem
introduced earlier. The first possibility results in a rather verbose definition of the distributivity rule
which is improved in the second possibility by defining a constructor-indexed function. The third and
last possibility gives a concise and clean definition, although it is far from trivial to define an analy-
sis which determines the appropriate constructor-indexed value. Concluding, the three possibilities
described in the first approach are more heavyweight.
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The second approach is more lightweight since it is more specific to the domain of generic rewrit-
ing. It is defined in terms of a generic function and does not require any language modifications.
Unfortunately, the rewrite rules become slightly more verbose since additional administration is nec-
essary to instruct the generic function fill.

5.3 Generalized type level translation by specialization

In Section 3.4 we have seen the process of generalized translation by specialization, translating generic
functions which are defined using generic views. In Section 4.5, the process of type level translation
by specialization is discussed, translating type-indexed types. We combine both processes into the
process of generalized type level translation by specialization.

On the value level, generic views modify the translation process of generic functions only. Type-
indexed functions and generic function abstractions do not use generic views and thus, their transla-
tion is not influenced by generic views. Similarly, the translation of type-indexed types and generic
type abstractions is unaffected by generic views. Only the translation of generic types has to take
generic views into account. Fortunately, the translation of the definition of a generic types does not
change. This is reflected in Figure 4.1 in which no assumptions are made about the named type oc-
curring in the definition. Therefore, only the translation of an occurrence of a generic type changes
due to generic views.

In Figure 4.4, the translation of a generic type occurrence is defined. If the type argument is not in
the signature of the generic type, an isomorphic structure type in the standard view is used as the type
argument in the translation. To take generic views for generic types into account, it suffices to change
the isomorphic structure type which is used in the translation. The modified translation scheme is
defined in Figure 5.1.

[[F(a)]°= = ¢

F (T) ¢ Signature (F) VY = View (F) T =) T5,
[[F <T>ﬂocc = [[]_:: <T%>Hocc (occ-named-3)

Figure 5.1: Generalized translation of generic type occurrences, replaces Figure 4.4

Rule (occ-named-3) defines the generalized translation of a generic type occurrence. It differs
from the rule defined in Figure 4.4 in the sense that the generic view V of F is taken into account,
obtained by the helper function View. An isomorphic structure type in the generic view V is used as
the translation of a named type which does not occur in the signature of F.

In this translation, two elements appear which together define a generic view used by a generic
type: a collection of types used by the structural representation and a partial mapping from types to
their structure types. In contrast to the conversions required by generic views for generic functions,
conversions are not known to be necessary for generic views for generic types, as mentioned earlier in
Section 4.5. Similar to the properties of generic views for generic functions, several properties must be
fulfilled by generic views for generic types: the partial mapping must be kind preserving, the generic
view used by a generic function must match the generic view used by the generic types in its type,
and the dependencies of a generic type abstraction must be defined using the same generic view. We
have seen examples of the last two properties in Section 5.1 and Section 5.2, respectively.

Specializing the fixed-point view

To illustrate the translation scheme, we give an example of the translation of a generic type occur-
rence. We have seen applications of two generic views on the type level in this chapter: the balanced
view and the fixed-point view. As with the process of generalized translation by specialization from
Section 3.4, we only discuss the fixed-point view since the balanced view closely resembles the stan-
dard view. We only use the translation schemes from Figure 4.3, Figure 4.5, and Figure 5.1 since these
completely describe the translation of a generic type occurrence and take generic views into account.

56



5.3 Generalized type level translation by specialization

Consider an occurrence,
MetaVar (Tree Int) ,

which is, using rule (occ-gta-1), equivalent to,
MetaVar (Abs (Tree Int)) .

We apply rule (occ-app) twice to obtain,
MetaVar (Abs) (Extend (Tree) GID (Int)) .

The occurrence of MetaVar indexed on Abs and the occurrence of GID indexed on Int directly translate
to a component, using rule (occ-named-1). We apply rule (occ-named-3) to the occurrence of Extend
indexed on Tree. Since Extend is defined using the fixed-point view, we proceed with translating the
occurrence using the structure type of Tree in the fixed-point view,

Extend (Tree%) ,
which is, using the definition from Section 3.3,
type Treer (a::x) = Fix (Tree® a) ,
equivalent to,
Extend (Aa — Fix (Tree® «)) .

Since a type abstraction is present on top level, we apply rule (occ-lift) to lift the type abstraction out
of the type argument,

AGID (x) — Extend (Fix (Tree® a)) .
We apply rule (occ-app) twice to the type argument of Extend, which results in,
AGID (a) — Extend (Fix) (GID (Tree®) GID (a)) .

The occurrence of GID indexed on Tree® is the only occurrence of a generic type for which there
is no arm defined. Therefore, translation continues by specializing this occurrence. However, this
translation closely resembles the example from Section 4.5 since GID is defined using the standard
view. Therefore, we assume the translation has taken place and resulted in an appropriate compo-
nent Cp (GID, Tree®). Next, we apply rule (occ-named-1) and (occ-depvar) to obtain the following
definition,

type Cp (Extend, Tree) = ACp (GID, a) — Cp (Extend, Fix) (Cp (GID, Tree®*) Cp (GID, «))) .

As we have seen in the original occurrence, GID (Int) is the argument of Extend (Tree). Thus, the com-
ponent for Int of GID provides the component for Tree of Extend with the appropriate dependency
information, as reflected in the type abstraction.
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Chapter 6

The Zipper

In this chapter, we discuss a generic approach to the zipper [16], a data structure which allows us
to focus on specific parts of tree-like structures and enables us efficiently to move that focus to other
parts of the structure. The zipper is used in domains where a tree-like structure is manipulated by
the user, for example, in structure editors [23, 24]. We begin by discussing how the zipper keeps track
of the current point of focus and the corresponding context (Section 6.1). Next, we define several
navigation functions (Section 6.2) with which we can move the focus to another part of the tree.

Other approaches

An important restriction of the zipper is that we can only move the focus to a subtree. Therefore, we
have to use the fixed-point view to make recursive occurrences in a type explicit. Other approaches
in Generic Haskell [11, 20] use this representation as well, but require the user to provide the pattern
functor explicitly to the generic functions and generic types used by the zipper. Consequently, the
user is forced to define the corresponding conversions himself. In our approach, the user is relieved
from these burdens by using the fixed-point view on both the value level and the type level.

6.1 Focus and context management

We discuss a layered approach in which we define the types used by the zipper. Finally, we give an
example specialization of these types to illustrate their interaction.

One-hole contexts

To be able to move the point of focus to another point in the tree, the zipper has to keep track of
the current point of focus and its surrounding context. The surrounding context of a subtree consists
of the original tree where the position of the subtree is filled with a hole, referred to as a one-hole
context [21]. It is important that we can reconstruct the original tree from a subtree and its surrounding
context, as depicted in Figure 6.1. Otherwise, we are not able to move throughout the tree without
discarding any information.
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Figure 6.1: Reconstruction of a tree using a subtree and its one-hole context

Consider the following generic type abstraction,

Loc(a:*) = (GID (a), Context(a)) = *
type Loc (¢) = (GID («), Context (a)) ,
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in which the elements represent the current point of focus and its surrounding context, respectively.
The generic type abstraction Loc depends on the generic types GID and Context, which are defined
using the standard view and the fixed-point view respectively. Unfortunately, we are not allowed to
mix different generic views in the dependencies of a generic type abstraction, as discussed earlier in
Section 5.2. So, we cannot define Loc as a generic type abstraction. Therefore, we define Loc as a
generic type that is defined using the fixed-point view,

Loc (a:: « viewed F) :: (GID (a), Context (a)) = *
type Loc (Fix ¢) = (Fix GID (¢), Context (¢)) .

Again, the first element is the current point of focus of the zipper and the second element is its sur-
rounding context. Since we want the original type argument as the first element, we either have to
add an additional argument to the generic type or use the Fix constructor to reconstruct the origi-
nal type using the pattern functor from the type argument. The former approach results in a cleaner
definition but forces the user to provide the same type twice, once as the type argument and once as
an argument of the generic type. The latter approach results in a definition which is slightly more
verbose since use of the Fix type requires additional wrapping and unwrapping. However, this ap-
proach provides a cleaner interface to the user since the generic type does not require an additional
argument. We prefer the latter approach for obvious reasons.

Representing paths

The surrounding context is represented by a path from the current point of focus to the root of the
tree. We prefer this approach over a path in the opposite direction since now we have direct access
to the position of the current point of focus, which simplifies the definitions of navigation functions.
Furthermore, it relieves us from traversing the context to find the position of the current point of
focus, and is therefore more efficient. Let us define the generic type abstraction Context,

Context (f:: x — x) :: (Path (f)) = %
type Context (¢) = Fix (LMaybe PathF (¢))
data LMaybe (f::x — ) (a:: %) = LNothing | LJust (fa) .

The LMaybe type (i.e., lifted Maybe type) provides an inductive definition of a possible path. The
constructor LNothing represents an empty path while the constructor Ljust tells us that the path con-
tinues to a next recursive level (i.e., one level up) in the tree. The argument of the LMaybe type is the
generic type PathF which allows us to construct such a path.

Type derivatives

We continue by defining a generic type abstraction which represents a path,

PathF (f:: x — %) : (Path (f)) = x — *
type PathF (¢) (r:: ) = LetPath (a) = r
GID («) = Fix ¢
In Path (¢ a) .

We use a local type redefinition to redefine the resulting type for the recursive occurrences in the
pattern functor, which is provided as type argument. We consider the path of a recursive occurrence
again to be a surrounding context. This is reflected in the definition of PathF by the type variable r
which represents the argument of the pattern functor provided to the Fix in the definition of Context.
The generic identity of a recursive occurrence results in the original type, reconstructed from the
pattern functor using the Fix type. The generic type Path defines a path at one recursive level as the
derivative of types [21], analogous to derivatives in calculus,

Path (a:: %) 2 (Path (a), GID (a)) = *
type Path (Int) = Zero
type Path (Bool) = Zero
type Path (Char) = Zero
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type Path (Unit) = Zero

type Path (Sum « ) = Sum Path («) Path (B)

type Path (Prod « B) = Sum (Prod Path («) GID (B))
(Prod GID («) Path (B)) .

The constant types cannot result in a path since we can only move the focus to a recursive occurrence.
Therefore, this results in the empty type,

data Zero ,

of which we cannot construct a value since it does not contain any constructors. In the arm for Sum,
we recursively apply Path to both dependency variables since we can either recurse down the left or
the right alternative. In the arm for Prod, we have the possibility to recurse in the first component
or the second component. Since we use the path to reconstruct the tree, we store the component we
choose not to recurse into as well. Thus, we either choose the left component and additionally store
the right component, or choose the right component and additionally store the left component. Since
a path includes more information than just the route from the current point of focus to the root of the
tree, we use the terms path and context interchangeably.

Example specialization

To clarify the types introduced thus far, we give an example that illustrates specialization of these
types. We do not provide all the intermediate steps in the specialization process since such examples
are already given in Section 4.5 and Section 5.3. Moreover, we are interested in the result of specializ-
ing the types used by the zipper. Our example includes a traversal of a simplified version of the Tree
type from Section 2.2, which suffices for our purposes,

data STree = SLeaf Int | SNode STree STree .
We start with an occurrence of the top level generic type abstraction Loc indexed on STree,
Loc (STree) .
Since the generic type Loc is defined using the fixed-point view, we use the following structure type,

type STreez = Fix STree®
data STree® (r::x) = SLeaf*® Int | SNode® rr ,

as the type argument of Loc,
Loc (Fix STree®) .

The generic type Loc defines an arm for the Fix type. When we supply STree® as ¢ in the definition of
Loc, we obtain,

(Fix GID (STree®), Context (STree®)) ,
which is, using the definition of Context, equivalent to,
(Fix GID (STree®), Fix (LMaybe PathF (STree®))) .
Next, we inline the definition of PathF to obtain the following definition,
(Fix GID (STree®), Fix (LMaybe (Ar — Let Path (a) = r
GID (a) = Fix STree®
In Path (STree® «)))) ,

which is, using the shorthand notation described in Section 4.3, equivalent to,

(Fix GID (STree®), Fix (LMaybe (Ar — Path (STree®) r (Fix STree®)))) .
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This definition still contains two generic types which are indexed on STree®, namely, GID and Path.
The former does not modify its type argument and is therefore equivalent to its type argument. The
latter occurrence requires additional specialization because there is no arm defined for STree® of Path.
Since Path is defined using the standard view, we continue with an occurrence of Path indexed on the
structure type of this pattern functor,

Path (STree®”) .
Using the definition of the structure type of STree®,
type STree*® (r::+) = Sum Int (Prodrr) ,
we obtain,
Path (Ar — Sum Int (Prod rr)) .
We lift the lambda abstraction out of the type argument using rule (occ-lift) to obtain,
APath (r) — AGID (r) — Path (Sum Int (Prod rr)) .
Next, we expand the type application of Sum using rule (occ-app),

APath (r) — AGID (r) — Path (Sum) Path (Int)
GID (Int)
Path (Prod r r)
GID (Prodrr) ,

and similarly expand the type applications of Prod, to obtain,

APath (r) — AGID (r) — Path (Sum) Path (Int)
GID (Int)
(Path (Prod) Path (r) GID (r)
Path (r) GID (r))
(GID (Prod) GID (r) GID (r)) .

Observe that the second and fourth argument of the arm for Sum of Path are irrelevant because this
arm does not contain occurrences of GID. Since the obtained specialized type is not very clear, we
continue by inlining the definition for Sum of Path,

APath (r) — AGID (r) — Sum Zero
(Path (Prod) Path (r) GID (r)
Path (r) GID (r)) ,

after which we inline the definition for Prod of Path,

APath (r) — AGID (r) — Sum Zero
(Sum (Prod Path {r) GID (r))
(Prod GID (r) Path (r)) .

We substitute the occurrence of Path indexed on STree® with this expression in the expanded defini-
tion of Loc specialized to STree,

(Fix STree®, Fix (LMaybe (Ar — (APath (r) — AGID (r) —
Sum Zero

(Sum (Prod Path (r) GID (r))
(Prod GID (r) Path (r)))) r (Fix STree®)))) ,

and apply B-substitution, to obtain,

(Fix STree®, Fix (LMaybe (Ar — Sum Zero
(Sum (Prod r (Fix STree®))
(Prod (Fix STree®) r))))) ,

which is the type of the values used by the zipper to keep track of the current point of focus and its
surrounding context.
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6.2 Navigation functions

Now that we have seen the layered approach to the types defined for the current point of focus and its
surrounding context, we continue by discussing the navigation functions which modify such values.
Since the navigation functions are quite complicated, we begin by discussing an example traversal
based on the example specialization from Section 6.1. Then, we introduce the administrative functions
start and end after which we define the navigation functions down, up, left, and right which move the
current point of focus to the leftmost recursive child, the parent, the left sibling, and the right sibling
respectively.

Example traversal

Earlier, we obtained the type of the values used by the zipper when traversing a STree value. We start
by applying several navigation functions to such a value,

SNode (SLeaf 1)
(SNode (SLeaf 2)
(SLeaf 3)) .

The navigation functions are all indexed on the original STree type, which relieves us from providing
its pattern functor explicitly. With each navigation function, we give the intermediate values of the
current point of focus and its surrounding context. Keep in mind that the context is represented by a
path from the current point of focus to the root of the tree, which stores additional information on its
way up. Several illustrations clarify how the zipper traverses the tree.

start (STree)

(In (SNode® (In (SLeaf® 1)) A
(In (SNode® (In (SLeaf*® 2)) L A

(In (SLeaf* 3))))) ( 1 23 o)
7

We begin by applying the generic function start to initialize the zipper. This results in a value
where the recursive occurrences are made explicit using the In constructor since start is defined using
the fixed-point view. The initial context is considered to be empty since the initial point of focus is the
complete tree. This is represented by In LNothing, as discussed earlier.

, In LNothing)

down (STree)

(In (SLeaf* 1) PY
, In (Ljust (Inr (Inl ((In LNothing) /

\
"
X
(In (SNode® (In (SLeaf*® 2)) L
(In (SLeaf* 3)))))))) ( Ly 23 )

Next, we apply the generic function down which moves the focus to the leftmost recursive child of
the current point of focus, which is the subtree SLeaf 1. The context is evidently no longer empty but
consists of the original tree where the leftmost recursive child is replaced by a hole. Since the current
point of focus is one recursion level down in the tree, the context value is constructed using the Ljust
constructor. The occurrence of the Inr constructor tells us that the right alternative in the original
type (i.e., the SNode constructor) is chosen. Recall that a path either recurses in the first or the second
component of a Prod value in the structure type of a type. Therefore, the Inl constructor reflects the
fact that we originate from the first component (i.e., the subtree on the left hand side). We end up
in an empty context since we already reached the root of the selected tree, and the subtree from the
second component.
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right (STree)

(In (SNode® (In (SLeaf® 2)) o
(In (SLeaf*® 3)))
,In (Ljust (Inr (Inr ((In (SLeaf® 1)) ( A ./ \O )
(In LNothing)))))

We continue by moving the point of focus to the right sibling of the current point of focus. The
generic function right changes the value of the current point of focus to the tree containing the values
SLeaf 2 and SLeaf 3. The context is changed accordingly since the hole is to be placed at the position
of the subtree which is now the current point of focus. The context value still contains a single Ljust
value since the current point of focus is still one recursion level deep in the tree. Again, we choose the
right alternative in the original type (i.e., the SNode constructor), represented by the first occurrence
of the Inr constructor. However, we now originate from the right component of the Prod value of the
structure type of STree®, which is reflected by the second Inr constructor. Additionally, the left subtree
containing the value SLeaf 1 is stored, together with an empty context.

down (STree)

(In (SLeaf*® 2)

, In (LJust (Inr (Inl ((In (LJust (Inr (Inr ((In (SLeaf® 1)) /.\
X [
(In LNothing)))))) ( o JL

(In (SLeaf® 3))))))))

Finally, we move the focus one level deeper in the tree by using the generic function down again.
This gives us the subtree SLeaf 2, which is the leftmost recursive child of the original point of focus.
Again, the LJust constructor reflects the fact that we have moved one recursion level up in the tree.
The first Inr constructor tells us that we choose the right alternative in the original type (i.e., the
SNode constructor). We originate from the first component (i.e., the left subtree) of the Prod value,
which is reflected by the Inl constructor. We have now reached the original context, which is the
first component of the Prod value in the context. Additionally, the right subtree containing the value
SLeaf 3 is stored. This example clarifies the fact that a path is stored from the current point of focus to
the root of three, instead of in the opposite direction.

Administrative functions

Next, we define the administrative functions start and end. These generic functions allow us to con-
struct and destruct a Loc value respectively,

start (a:: x viewed F) :: a — Loc (a)
start (Fix @) x = (x, In LNothing)
end (a::x viewed F) :: Loc(a) — a

end (Fix ¢) (x, ¢) =x .

Because of the restriction discussed in Section 5.2, a generic function with an occurrences of Loc in its
type must be defined using the fixed-point view. Therefore, we define start, end, and the navigation
functions we will see later, using the fixed-point view. We construct a Loc value by inserting the
argument in the first position and the empty context in the second position. The context is not relevant
when we destruct a Loc value, therefore, it suffices to return the first element.

Moving down in a tree

We continue by defining the generic function down,
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down (a:: x viewed F) :: (first (a)) = Loc (a) — Loc (a)
down (Fix ¢) (Inx,c) = case firstF (@) x ¢ of
Nothing  — (In x,¢c)
Just (x/, ") — (Inx', In (LJust ¢)) .

We use the helper function firstF to obtain the leftmost recursive child of the current point of focus. If
there is no such child present, we return the original argument of down as no change is made to the
current point of focus. Otherwise, we return the leftmost recursive child including its context. We
inherit the dependencies of firstF since it is a generic function abstraction,

firstF (f::x — %) = (first (f)) = V(a:: %) (c::%) . fa — ¢ — Maybe (a, PathF (f) ¢)
firstF (@) x ¢ = let first (a) x ¢ = Just (x,c)
in first (pa)xc .

We directly receive the pattern functor from down, which we use in a local function redefinition of
the generic function first. Since we want to obtain the first recursive child, we redefine a recursive
occurrence in the pattern functor to act as a base case. The generic function first traverses the current
point of focus to find such a recursive occurrence and extends the given context accordingly,

first (a:: %) i (first (a)) = Y(b::x) (c::%).a — ¢ — Maybe (b, Path (a))
first <Int> x ¢ = Nothing

first (Bool) x ¢ = Nothing

first (Char) x ¢ = Nothing

first (Unit) Unit ¢ = Nothing

first (Sum « B) (Inlx) ¢ = do (¥, cx) « first (a) x ¢

return (x', Inl cx)
first (Sum « B) (Inry) ¢ = do (y/, cy) < first (B)y c
return (y', Inr cy)
first (Prod « B) (xxy)c = do (¥, cx) « first (a) x c
return (x', Inl (cx X y))
‘mplus’
do (v, cy) « first (B)y c
return (y/, Inr (x x cy))
mplus t V(a:«).Maybe a — Maybe a — Maybe a
mplus Nothingm = m
mplus (Just x) m = Just x .

The constant types as well as the Unit type cannot contain a recursive occurrence. Therefore, the result
of these arms is Nothing. In the arm for Sum we either choose to recurse in the left alternative or the
right alternative, depending on the argument. The arm for Prod recursively calls first for the left and
the right component and constructs a new context using the result from these calls and the original
argument. We favour the result of the left component, since down has to return the leftmost recursive
child, which is reflected in the definition of mplus.

Moving up in a tree

Let us take a look at the counterpart of down, which does not inspect the current point of focus but its
surrounding context,

up (a::~viewed F) : (insert (a), extract (a)) = Loc (a) — Loc (a)
up (Fix ¢) (x,Inc) = case c of
LNothing — (x, In c)
Ljust ¢ — dox’ « insertF (¢) x ¢
"« extractF (¢) ¢’
return (In x', c") .

If the context is empty, we are already at top level and we cannot move the point of focus any further
up in the tree. Therefore, we return the original argument of up without any modifications. Otherwise,
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we are not at top level and we are allowed to move the point of focus up in the tree. We construct
a new tree from the current point of focus and its surrounding context using the generic function
abstraction insertF. Then, we extract the context of the parent of the current point of focus using the
generic function abstraction extractF. Finally, we return the new point of of focus together with the
extracted context. We inherit the dependencies of insertF and extractF since both are generic function
abstractions. We start by defining insertF, which inserts a tree into a context,

insertF (f:: x — x viewed F) :: (insert (f)) = V(a:: %) (c::x).a — PathF (f) c — Maybe (f a)
insertF (@) x ¢ = letinsert (x) xc = Just x
in insert (p a)xc .

Again, we receive the pattern functor directly which we use in a local function redefinition of insert.
We define the result of a recursive occurrence to be the current point of focus, such that it is used in
the definition of insert to obtain an extended tree,

insert (a:: x) it (insert (a)) = V(b:: %) . b — Path (a) — Maybe a
insert (Int) xc = Nothing
insert (Bool) xc = Nothing
insert (Char)  xc = Nothing
insert (Unit) xc = Nothing
insert (Sum « B) x (Inl cx) = do x’ — insert () x cx
return (Inl x')
insert (Sum «a B) y (Inr cy) = do y' «— insert (B) y cy
return (Inr y')
insert (Prod a B) x (Inl (cx xy)) = do x’' « insert (a) x cx

return (x' X y)
insert (Prod a B) y (Inr (x x cy)) = doy' « insert (B)y cy
return (x xy') .

The arms for the constant types and the Unit type return Nothing since these values cannot contain a
recursive occurrence. The arms for Sum pattern match on the context and construct a tree accordingly.
Similarly, we pattern match on the context in the arms for Prod and construct a tree using the results
from the recursive calls.

Next, we define the generic function abstraction extractF which extracts the context of the parent
of the current point of focus,

extractF (f::% — %) = (extract (f)) = V(c:: %) . PathF (f) c — Maybe ¢
extractF (@) ¢ = let extract (x) ¢ = ] ust ¢
in extract (p a)c .

Similar to the definition of insertF, we use a local redefinition to define the base case for the generic
function extract. This generic function takes care of the actual extraction by pattern matching on the
context,

extract (a:: x) it (extract (a)) = V(c::«) . Path (a) — Maybe c
extract <Int> c = Nothing

extract (Bool) c = Nothing

extract (Char) ¢ = Nothing

extract (Unit) c = Nothing

extract (Sum « B) (Inl cx) = extract (a) cx

extract (Sum « B) (Inr cy) = extract («) cy

extract (Prod a B) (Inl (cx xXy)) = extract (a) cx

extract (Prod a B) (Inr (x x cy)) = extract (B) c

According to the definition of Path, the constant types and the Unit result in an empty context. Since
we cannot extract anything from an empty context, these arms result in Nothing. The arms for Sum
and Prod pattern match on the context and recurse in the inner context accordingly. This results in an
unwrapped context which is the context of the parent of the current point of focus.
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Moving to the left in a tree

Next, we discuss the generic function left,

left (a::« viewed F) :: (previous (a)) = Loc (a) — Loc (a)
left (Fix @) (In x,In c) = case c of
LNothing — (In x, In c)
Ljust ¢ — case previousF (¢) x ¢’ of
Nothing ~ — (Inx,In c)
Just (x', ") — (Inx', In (LJust c"")) .

As with the generic function up, we inspect the context instead of the current point of focus. If we
are at top level, we cannot move the focus to left. Otherwise, we use the helper function previousF
to obtain the sibling to the left of the current point of focus. If there is no such sibling, we return
the original point of focus and its surrounding context. Otherwise, we return the result of the helper
function previousF and wrap it in the appropriate constructors of the generic type abstraction Context.
We inherit the dependencies of the generic function abstraction previousF,

previousF (f::x — x) :: (previous (f)) =
V(a:«) (c::%).a— PathF (f) c — Maybe (a, PathF (f) c)
previousF (¢) x ¢ = let previous (x) x c = Nothing
in previous (¢ ) x c .

We use a local redefinition to define the result of previous for a recursive occurrence. Since we cannot
move to the left of a recursive occurrence, we redefine the result to be Nothing such that recursion of
the generic function previous stops at a recursive occurrence in its type argument. Thus, only one level
of recursion is traversed by the generic function previous,

previous (a :: x) :: (previous (a), extract (a), insert (a), last (a)) =
V(b::x).b — Path (a) — Maybe (b, Path (a))

previous (Int) xc = Nothing
previous (Bool) xc = Nothing
previous (Char)  xc = Nothing
previous (Unit) xc = Nothing
previous (Sum «a B) x (Inl cx) = do (¥, cx) «— prevlous (@) x cx

return (x', Inl cx")
previous (Sum « B) y (Inr cy) = do (y/,cy) «— prevzous (BYy cy

return (v, Inr cy’)
previous (Prod a B) x (Inl (cx xy)) = do (x', cx’) « previous (a) x cx

return (x', Inl (cx xY))
previous (Prod a B) y (Inr (x x cy)) = do (v, cy’) < previous <[3) ycy

return (v, Inr (x x cy))

‘mplus’
doc — extract (B) cy
v — insert (B) y cy
(v, cx) « last {a) x c

return (v, Inl (cx xy')) .

We cannot move the focus to the left in a constant type or the Unit type, therefore, we return Nothing.
The arms for Sum recurse in either the left or the right alternative, depending on the context. The
first arm for Prod pattern matches on the context occurring in the first component. Since we want to
move the point of focus to the left, we defer the actual work to the second arm for Prod. Here, the
context occurs in the second component and the first components provides us with the information
necessary to move the point of focus to the left. However, because of the right nested nature of a
structure type in the standard view, the second component can be a nested context value. Therefore,
we favour recursion in the right component over the construction of the current point of focus and
its surrounding context on the current level. We obtain the context of the parent of the current point
of focus using the generic function extract. Then, we insert the original point of focus in the extracted
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context to obtain the original right subtree. Finally, we combine the reconstructed right subtree with
the rightmost recursive child of the left subtree, obtained from the generic function /ast,

lastF (f::% — %) = (last (f)) = V(a:x) (c::%).fa — ¢ — Maybe (a, PathF (f) ¢)
lastF (@) x ¢ = let last (a) x ¢ = Just (x, )
in last (p a) xc .

This generic function abstraction closely resembles the definition of firstF. Instead of locally redefining
the generic function first, we redefine a recursive occurrence in the type argument to be the base case
of the generic function last. Again, the context is extended by traversing the current point of focus
until a recursive occurrence is encountered, which is reflected in the definition of last,

last (a :: %) it (last (a)) = V(b :: ) (c:: %) .a — ¢ — Maybe (b, Path (a))
last (Int> x ¢ = Nothing

last (Bool) x ¢ = Nothing

last (Char)  x ¢ = Nothing

last (Unit) Unit ¢ = Nothing

last (Sum « B) (Inl x) ¢ = do (¥, cx) « last (a) x ¢

return (x, Inl cx)

last (Sum a B) (Inry) ¢ = do (y/, cy) < last (B)y c
return (y', Inr cy)

last (Prod a B) (x xy) ¢ = do (Y, cy) < last (B)y c
return (y', Inr (x x cy))
‘mplus’
do (x/, cx) « last (&) x c
return (x', Inl (cx xy)) .

As defined in the generic function first, there are no recursive occurrences present in the arms defined
for the constant types and Unit. Therefore, these arms return Nothing. The arms for Sum recurse in
either the left or the right alternative, thereby reconstructing the context. Similarly, the arm for Prod
recurses in both the first and second component but favours the result of the latter call, since we want
to obtain the rightmost recursive child.

Moving to the right in a tree

The final navigation function we discuss is right, which closely resembles left but only uses a different
helper function,

right (a::x viewed F) :: (next(a)) = Loc (a) — Loc (a)
right (Fix @) (In x,In ¢) = case c of
LNothing — (In x, In c)
Ljust ¢ — case nextF (¢) x ¢’ of
Nothing  — (Inx,Inc)
Just (x',c") — (Inx', In (LJust c")) .

If we are at top level, we cannot move the focus and return the original argument. Otherwise, we use
the helper function nextF which gives us the sibling to the right of the current point of focus. If there
is no such sibling, we return the original argument without any modifications. Otherwise, we return
the result of the helper function nextF and wrap it in the appropriate constructor. Again, we inherit
the dependencies of nextF since it is defined as a generic function abstraction,

nextF (f::x — %) = (next (f)) = V(a:: %) (c::%).a — PathF (f) c — Maybe (a, PathF (f) ¢)
nextF (@) x ¢ = let next (x) x c = Nothing
in next (¢ a)xc .

This generic function abstraction is very similar to the definition of previousF. While previousF locally
redefines previous, this generic function abstraction redefines next such that the sibling to the right of
a recursive occurrence results in Nothing. The generic function next on its turn, is defined similar to
previous. Only the arms for Prod are different since we are interested in different parts of the context,
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next (a:: x) i (next (a), extract (a), insert (a), last (a)) =
V(b:: %) .b — Path (a) — Maybe (b, Path (a))
next (Int) xc = Nothing
next (Bool) xc = Nothing
next (Char)  xc = Nothing
next (Unit) xc = Nothing
next (Sum « B) x (Inl cx) = do («/, cx’) < next < ) x cx
return (x, Inl cx’)
next (Sum a B) y (Inr cy) = do (v, cy) < next< Yy cy
return (v, Inr cy’)
next (Prod a B) x (Inl (cx xy)) = doc — extract () cx
x/ — insert () x cx

(x", cy)  first (B) y ¢

return (x, Inr (x' X cy))
next (Prod a B) y (Inr (x x cy)) = do (v, cy’) « next (B) y cy

return (v, Inr (x xcy')) .

We return Nothing in the arms for the constant types and Unit, since we cannot move the focus to the
right in these types. The arms for Sum pattern match on the context and recurse in either the left or
the right alternative. As mentioned earlier, the right nested nature of structure types in the standard
view cause context values to be right nested as well. Therefore, the second arm for Prod recurses
in the context occurring in the second component. The first arm for Prod takes care of the actual
work, similar to the second arm for Prod of previous. We use the generic function extract to obtain
the context of the parent of the current point of focus. Then, we reconstruct the original left subtree
by inserting the original point of focus in the extracted context. We use the generic function first as
defined earlier to obtain the leftmost recursive child of the right subtree. The result is combined with
the reconstructed left subtree. Observe that in the first arm for Prod we do not recurse in the context
value occurring in the first component. This is because the right nested nature of structure types
implies that no nested context values can occur in the first component.
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Chapter 7

Implementation

In the previous chapters, we discussed several language features of Generic Haskell in theory. In this
chapter, we consider the implementation of these features in the Generic Haskell compiler. Moreover,
we identify and discuss how to overcome the differences between theory and practice. We start by il-
lustrating the modifications required to include generic views for generic types (Section 7.1). Then, we
identify several language caveats in the theory and illustrate how these can be overcome (Section 7.2).

7.1 Generic Haskell compiler

The latest release of the Generic Haskell compiler [18] supports generic views and generic types as
separate language features. We modify the compiler to combine these two concepts to obtain generic
views for generic types.

Static analysis

To support the kind signature of a type-indexed type, the compiler is extended with appropriate
syntax. Besides providing the kind of a type-indexed type, such a kind signature informs the compiler
about the generic view used by a generic type. Previously, the kind of a type-indexed type was
inferred by the arm for Unit which the user was required to provide. Since not all generic views
require an arm to be defined for Unit, this demand resulted in superfluous arms. Therefore, kind
information from the kind signatures is included in the kind inferencer as well. Similar to the type of
a type-indexed function, the user is required to provide a kind for a type-indexed type. Violating this
constraint results in a clear error message.

Code generation

Next, the translation process is modified such that it takes generic views for generic types into ac-
count. For each type declaration present in the source code and each generic view implemented in
the Generic Haskell compiler, a structure type is already generated. However, structure types for
generated components of generic types are not generated. Recall from Section 2.5 how the generic
function bimap is specialized to the type of a generic function. If such a type contains a translated
component of a generic type, a structure type for this component is required to specialize bimap cor-
rectly. To facilitate this requirement, several other parts of the Generic Haskell compiler are modified,
including the kind inferencer, specialization process, and code generation.

Imperfections

In addition to incorporating generic views for generic types in the Generic Haskell compiler, the
implementation regarding type-indexed types is improved as well by solving several imperfections
related to hidden assumptions. These assumptions include specific nesting in the abstract syntax of
types, kind * for unknown identifiers in kind inferencing, the partial definition of generated type
synonyms, and naming conventions resulting in clashes between generated identifiers.
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7.2 Language caveats

We continue by discussing the language caveats which differ in practice from their theoretical coun-
terpart as introduced in this thesis. Furthermore, we elaborate on possible solutions to overcome
these caveats.

Generic views

We introduced several examples of generic views in this thesis. In Section 2.2 we introduced the
standard view, after which we discussed the balanced view in Section 3.2 and the fixed-point view in
Section 3.3. To resolve a limitation of the latter concerning higher-kinded type arguments, we briefly
introduced the recursive view as well. Unfortunately, the current Generic Haskell compiler only
implements the standard view, the fixed-point view, and the list view, which is discussed elsewhere
in more detail [14].

Type constructs

In Haskell, there exist several constructs to define a type: data to define new datatype declarations,
newtype which is a restricted form to define datatype declarations, and type to define type abbre-
viations. There are two distinct differences between the first two type constructs and the third type
construct. Types defined using the data and newtype construct are allowed to be (mutually) recursive
and can be partially applied, while the type construct does not allow this. Since the type construct is
considered an abbreviation mechanism, we are not required to specify constructors, as with the other
type constructs. In Loh’s thesis [20], the three type constructs from Haskell are used to define and
specialize type-indexed types as well. Each alternative suits a specific situation best. Unfortunately,
no facilities are implemented in the current Generic Haskell compiler to choose a type construct in a
specific situation. Instead, all type-indexed types are specialized using the newtype construct, which
allows for a larger class of type-indexed types than using the type construct. Strangely, we are still
required to define a type-indexed type using the type construct.

For the sake of clarity, we assumed in Section 4.1 that all type-indexed types are defined and spe-
cialized using the type construct. Since the current Generic Haskell compiler only allows the use
of the newtype construct, additional constructors are introduced by the definitions and specializa-
tions of type-indexed types. We begin by discussing how this affects the definitions of type-indexed
types and type-indexed functions. Then, we illustrate how the introduction of additional constructor
changes the result of specializing generic types and generic functions. Finally, we discuss the effect
on the generic identity on the type level, namely, the generic type GID.

Consider the following definition of FMap from Section 4.1 and Section 4.2,

FMap (k :: *) = (FMap (k)) = x — %
type FMap (Int) (viix) = IntFMap v

type FMap (Bool) (v:iix) = BoolFMap v

type FMap (Char) (viix) = CharFMap v

type FMap (Unit) (vik) = Maybev

type FMap (Sum a ) (v::x) = (FMap (a) v, FMap (B) v)
type FMap (Prod a B) (v::x) = FMap («) (FMap (B) v) ,

in which we add a constructor to each arm,

FMap (k::
type FMap (Int)
type FMap (Bool)

) . (FMap (k)) = * —
( (
( (
type FMap 2Char> EV i
( (
(

)
FMapInt (IntFMap v)
= FMapBool (BoolFMap v)
FMapChar (CharFMap v)
(
(
(

<<
Il

*

type FMap (Unit)
type FMap (Sum a ) (v
type FMap (Prod a B) (v ::

= FMapUnit (Maybe v)
= FMapSum (FMap («a) v, FMap (B) v)
FMapProd (FMap («) (FMap (B) v)) .

*

<
*
S N N N N
| .

*

To illustrate the effects of this modification, we consider two generic functions from Section 4.2 which
contain an occurrence of FMap in their type. We start by altering the definition of empty,
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empty (k:: %) (empty (k)) = V(v x) . FMap (k) v
empty (Int) =[]

empty (Bool) =[]

empty (Char) =[]

empty (Unit) = Nothing

empty (Sum'a B) = (empty (a), empty (B))

empty (Prod « ) = empty () .

which constructs a FMap value and is therefore decorated with constructors on the right hand side,

empty (k:: %) 0 (empty (k)) = V(v:ix).FMap (k) v
empty (Int) = FMaplnt ]

empty (Bool) = FMapBool |]

empty (Char) = FMapChar [ ]

empty (Unit) = FMapUnit Nothing

empty (Sum a B) = FMapSum (empty («), empty (B))
empty (Prod « B) = FMapProd empty («) .

Then, we consider the generic function lookup,

lookup (k :: ) i (lookup (k)) = V(v ::%).k — FMap (k) v — Maybe v
lookup (Int) = lookupInt
lookup (Bool) = lookupBool
lookup (Char) = lookupChar
lookup (Unit) Unit  fm = fm
lookup (Sum « B) (Inl x) (finy, fm,y) = lookup () x fim,
lookiup (Sum « B) (Inr y) (fm, fin,) — lookup (B) y fiy
lookup (Prod a B) (x x y) fin, = do fm, « lookup () x fm,
lookuup (B) y fi .

which is decorated on the left hand side since it destructs a FMap value,

lookup (k :: ) it (lookup (k)) =
V(v:%) .k — FMap (k) v — Maybe v

lookup (Int) x (FMapInt  fm) = lookupInt x fm

lookup (Bool) x (FMapBool fm) = lookupBool x fm

lookup (Char)  x (FMapChar fm) = lookupChar x fm

lookup (Unit) Unit  (FMapUnit fm) = fm

lookup (Sum « B) (Inl x) (FMapSum (fm,, fm,)) = lookup («) x fin,

lookup (Sum « B) (Inry) (FMapSum (fm,, fin,)) = lookup (B) y fm,

lookup (Prod a B) (x xy) (FMapProd fm,) = do fm, < lookup () x fm,

lookup (B) y fm, .

The effect of introducing constructors in the definitions of type-indexed types is clearly visible in the
definitions of type-indexed functions. It requires the user to write more code and results in slightly
more verbose definitions.

Next, we take a look at the specialization of generic types and the effects on the specialization of
generic functions. Consider the component for Tree of FMap from Section 4.5,

type Cp (FMap, Tree®) = ACp (FMap, ) — Av —
Cp (FMap, Sum) Cp (FMap, «)
(Cp (FMap, Prod) (Cp (FMap, Tree) Cp (FMap, «))
(Cp (FMap, Prod) Cp (FMap, )
(Cp (FMap, Tree) Cp (FMap, «)))) v

type Cp (FMap, Tree) = Cp (EMap, Tree®) .

Instead of defining a specialized component using the type construct, we use the newtype construct
and introduce an additional constructor named after the corresponding component,
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type Cp (FMap, Tree®) = ACp (FMap, o) — Av —
Cp (FMap, Sum) Cp (FMap, «)
(Cp (FMap, Prod) (Cp (FMap, Tree) Cp (FMap, «))
(Cp (FMap, Prod) Cp (FMap, «)
(Cp (FMap, Tree) Cp (FMap, a)))) v
newtype Cp (FMap, Tree) = ACp (FMap, a) — Av —
FMapTree (Cp (FMap, Tree®) Cp (FMap, a) v) .

Earlier, we remarked that the components for Tree® and Tree of FMap are mutually recursive, which
is not supported by the type construct. Now that we have defined the component for Tree of FMap
using the newtype construct, both components are allowed to be mutually recursive since the addi-
tional constructor FMapTree intervenes. Unfortunately, specializations of generic functions now have
to take this constructor into account as well. Instead of using the identity embedding-projection pair
as defined in Section 2.5 for a generic type value, we use a conversion which defines the unwrapping
and wrapping of the constructor introduced by the component of Tree for FMap,

ep (Cp (FMap, Tree)) :: V(Cp(FMap, a) :: %) (v:: %) . EP (Cp (FMap, Tree®) Cp (FMap, «) v)
(Cp (FMap, Tree) Cp (FMap, «) v)
ep (Cp (FMap, Tree)) = let fromTree (FMapTree x)
toTree  x
in EP fromTree toTree .

x
FMapTree x

This also implies that a value of a generic type can only be constructed by a generic function, since
otherwise the conversion is not taken into account. Therefore, the finite maps defined in Section 5.1
can only be constructed using a generic function. For example, one that inserts a key and value into
an existing finite map [10].

So far, we only have seen the consequences of introducing additional constructors in the defini-
tions and specializations of type-indexed functions and type-indexed types. However, this modifica-
tion has a special impact on the type level generic identity as defined in Section 5.2,

GID (a:: «) : (GID (a)) = «

type GID (Int) = Int

type GID (Bool) = Bool

type GID (Char) = Char

type GID (Unit) = Unit

type GID (Sum « f) = Sum GID («) GID (B)
type GID (Prod « B) = Prod GID («) GID (B) .

This generic type definition is supposed to maintain the invariant that its type argument is equal to
the resulting type. Unfortunately, the introduction of additional constructors in each arm invalidates
this invariant. Consider the modified definition of GID,

GID (a:: *) : (GID (a)) =

type GID (Int) = GIDInt Int

type GID (Bool) = GIDBool Bool

type GID (Char) = GIDChar Char

type GID (Unit) = GIDUnit Unit

type GID (Sum « ) = GIDSum (Sum GID (a) GID (B))
type GID (Prod « B) = GIDProd (Prod GID («) GID (B)) .

Consequently, we have to apply conversion functions to every occurrence of a GID value, to ensure
the invariant still holds. Luckily, these generic functions are not hard to define. Consider the definition
of fromGID which destructs a GID value,

fromGID (a:: ) 2 (fromGID (a)) = GID (a) — a
fromGID (Int) (GIDInt  x) = x
fromGID (Bool) (GIDBool x) = x
fromGID (Char) (GIDChar x) =x
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fromGID (Unit) (GIDUnit Unit) = Unit

fromGID (Sum « B) (GIDSum (Inl x)) = Inl (fromGID () x)

fromGID (Sum « B) (GIDSum (Inry)) = Inr (fromGID (B) y)

fromGID (Prod « B) (GIDProd (x xy)) = fromGID («) x x fromGID (B) y .

Next, we define the generic function ftoGID which constructs a GID value by inserting the constructors
in the appropriate positions,

toGID (a:: x) it (toGID (a)) = a — GID (a)

toGID (Int) x = GIDInt «x

toGID (Bool) X = GIDBool x

toGID (Char)  x = GIDChar x

toGID (Unit) Unit = GIDUnit Unit

toGID (Sum « B) (Inl x) = GIDSum (Inl (toGID {(«) x))

toGID (Sum « B) (Inry) = GIDSum (Inr (toGID (B) y))

toGID (Prod a B) (x xy) = GIDProd (toGID («) x x toGID (B) y) .

Especially the generic rewriting library from Section 5.2 and the zipper from Section 6.2 require addi-
tional application of toGID and fromGID to not invalidate the invariant.

Type level lambda abstractions

Higher-kinded arguments are inherent to the use of the fixed-point view. These arguments are often
partially applied, and thus, defined using a type level lambda abstraction. Since Haskell does not
support type level lambda abstractions, this language feature is not supported by Generic Haskell
as well. Therefore, we are forced to use newtype declarations which are partially applicable, as
discussed before.

Let us take a look at the type level lambda abstraction in the definition of Extend from Section 5.2,

Extend (a::+ viewed F) = (GID(a)) = x — %
type Extend (Fix ¢) (a::*x) = Fix (Ar — Suma (GID (¢) 1)) .

To resolve the caveat occurring from the type level lambda abstraction, we redefine Extend and use a
newtype declaration for the argument of the Fix type constructor,

Extend (a::+ viewed 7) = (GID(a)) = x — %
type Extend (Fix ¢) (a:: %) = Fix (AddSum a GID (¢))
newtype AddSum (a::x) (f::% — %) (r::x) = AddSum (Suma (fr)) .

Due to the use of a newtype declaration, an additional constructor AddSum is introduced as well.
Note that a type level lambda abstraction occurring on top level is easily removed by introducing
an argument in the corresponding type definition.

Local type redefinitions

In Section 4.3 we introduced local type redefinitions which allow us to insert specific behaviour in a
definition. Unfortunately, local type redefinitions are not supported by the current Generic Haskell
compiler. Therefore, we have to use shorthand notation to still be able to modify the definition of a
type-indexed type.

Recall the local type redefinition of PathF in Section 6.1,

PathF (f::x — %) : (Path (f)) = x — *
type PathF (¢) (r:: %) = LetPath (a) = r
GID (a) = Fix ¢

In Path (¢ a) ,

where we redefined the recursive occurrences in a type. Since we cannot use a local type redefinition,
we have to define PathF using shorthand notation,

PathF (f::x — %) 0 (Path (f)) = % — %
type PathF (¢) (r:: x) = Path (¢) r (Fix ¢) .

As discussed in Section 4.3, this notation explicitly provides dependency information.
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Generic type abstractions

We discussed generic type abstractions in Section 4.4. Such type-indexed types abstract over the type
argument by defining a single arm for a dependency variable which is not bound to a specific type.
We have seen examples of generic type abstractions in Section 5.2 and Section 6.1. These examples
illustrate that generic type abstractions allow us to define type-indexed types in a clean and modular
fashion. As with local type redefinitions, generic type abstractions are not supported by the current
Generic Haskell compiler. We propose two solutions to this problem: either we define a generic type
abstraction as a generic type or we inline the definition of a generic type abstraction wherever it occurs
in a type. We use the generic type abstraction MetaVar from Section 5.2 to illustrate both solutions,

MetaVar (a::x) : (Extend (a)) = «
type MetaVar (¢) = Extend («) String .

Our first solution defines MetaVar as a generic type by inlining the definition of Extend,

MetaVar (a :: x viewed F) :: (GID (a)) = *
type MetaVar (Fix ¢) = Fix (Ar — Sum String (GID (@) 1)) .

As a consequence, MetaVar is defined using the fixed-point view. Furthermore, the dependencies
change since the generic type GID occurs in the body, instead of Extend. The advantage of this ap-
proach is that every occurrence of MetaVar is left unchanged.

The second solution inlines the definition of the generic type abstraction wherever it occurs. When
we consider the generic type abstraction MetaVar, it occurs in the types of the functions of the generic
rewriting library. For example, MetaVar occurs in the type of apply,

apply (a:: %) :: (match (a), build (a)) = (MetaVar (a), MetaVar (a)) — a — Maybe a .
By inlining the definition of MetaVar, the type of apply changes to,
apply (a:: %) :: (match (a), build (a)) = (Extend («) String, Extend (a) String) — a — Maybe a ,

which is slightly more verbose than its original type. Inlining a layered approach, containing several
generic type abstractions as defined in Section 6.1, makes the type even more verbose since each level
needs to be inlined. Evidently, we prefer the first solution since this has the least impact on the rest of
the definitions containing occurrences of generic type abstractions in their types.

Constructor-indexed functions

In Section 5.2 we discussed a generic rewriting library based on the generic type abstraction MetaVar
which extends its type argument with a constructor. To be able to define rewrite rules, we need to
apply constructors that expect arguments of the non-extended type to meta variables of the extended
type. We discussed two approaches to this problem, either we use a constructor-indexed function to
lift a constructor to the extended type, or we define a rewrite rule as a lambda abstraction and delay
the lifting the process using a generic function. Unfortunately, the concept of constructor-indexed
functions is not implemented in the current Generic Haskell compiler. Thus, we are currently bound
to using the second approach to define rewrite rules.

76



Part 111

Conclusion

77






Chapter 8

Conclusion

We end this thesis with some concluding remarks (Section 8.1) regarding the research question and
corresponding contributions mentioned in the introductory chapter of this thesis. Additionally, we
present several ideas for future work (Section 8.2).

8.1 Concluding remarks
In the introductory chapter of this thesis, we introduced the following research question,
To what extent are generic views, other than the standard view, useful on the type level?

We answered this question by first discussing generic functions defined using the standard view in
Chapter 2, after which we illustrated the use of other generic views on the value level in Chapter 3. We
continued by discussing the type level counterpart of generic functions in Chapter 4, that is, generic
types defined using the standard view. In Chapter 5, we introduced the concept of generic views
for generic types. This allows us to define a generic type using any generic view available, instead
of the standard view only. We argued the usefulness of generic views for generic types by means of
applications of two other generic views: the balanced view and the fixed-point view.

The balanced view enhances the standard view by providing a balanced representation instead of
a right-nested representation. We defined a finite map library in Chapter 4 after which we improved
its efficiency in Section 5.1 by defining it using the balanced view on the type level. We believe that
the balanced view is perfectly suited as a replacement of the standard view since it improves the
efficiency of generic types, without any loss of expressiveness. Therefore, we expect other examples
of generic types to benefit from the use of the balanced view as well.

The fixed-point view improves the usability of generic types by providing direct access to recur-
sive occurrences in a type. We used the fixed-point view in Section 5.2 to define a generic rewriting
library with automated extension of the object language with meta variables. This relieves the user
from extending the object language manually, and thus, improves the usability of such a library. On
the other hand, the fixed-point view complicates the definition of rewrite rules since this requires
knowledge of the extension mechanism, which conflicts with its concealed nature. We proposed sev-
eral approaches to deal with this issue.

Another application of the fixed-point view is discussed in Chapter 6. We presented a generic
approach to the zipper, which allows for efficient traversal of data structures. Since the zipper is only
allowed to traverse to recursive occurrences in a type, the fixed-point view is required in its definition
to explicate such occurrences. Previous approaches required the user to provide a pattern functor of
a type explicitly. Consequently, the user is forced to define the corresponding conversions manually,
which is undesirable for evident reasons. We improved the usability of the zipper by using the fixed-
point view as well on the type level as the value level, which automatically provides us with a pattern
functor of a type and the corresponding conversions.

These examples of generic views for generic types illustrated two important restrictions on generic
views used on the type level. In Section 5.1 we argued that generic functions must be defined using the
same generic view as the generic types occurring in its type. Otherwise, translation of such definitions
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results in type incorrect components. This restriction also implies that the dependencies of a generic
function abstraction must be defined using the same generic view, as we have seen in Section 5.2.

In addition to discussing the definitions and use of generic types, we presented a simplified ap-
proach to their translation in Section 4.5. Moreover, we showed how to generalize this process to
include generic views for generic types in Section 5.3. In Chapter 7 we discussed how the Generic
Haskell compiler is modified to include generic views for generic types and how to overcome any
language caveats between theory and practice.

This thesis shows that generic views, other than the standard view, are useful on the type level
as well. Unfortunately, the usability of generic views that require additional types, such as the fixed-
point view, is slightly decreased by the demand to refer to the structure of these types. We believe
that the use of different representations on the type level is applicable in other approaches to generic
types as well, such as associated types [3].

8.2 Future work

The contributions of this thesis introduce several opportunities for further research.

Other generic views

In this thesis, we discussed three generic views that prove to be useful as well on the type level as on
the value level: the standard view, the balanced view, and the fixed-point view. Several ideas exist for
other generic views on the value level [14, 15]. However, it is yet unknown if these generic views are
useful on the type level as well. Therefore, it requires additional study to find example applications
which prove their usefulness.

Programmable generic views

Most of the generic views discussed in this thesis are implemented in the current Generic Haskell
compiler. However, if a user desires to add a generic view to the compiler, the user is required to study
the internal structure of the compiler, perform the required changes, and recompile the complete
compiler. Furthermore, if a new version of the compiler is released, the user has to perform the
modifications again to include their own generic views.

Clearly, this is not an elegant and modular approach to defining your own generic views. There-
fore, we would like to be able to define generic views using a generic view definition language, lead-
ing to the concept of programmable generic views. Such a language allows us to define a generic view by
defining a function [15] which given a type, returns a structural representation of the argument type,
an embedding-projection pair, and possible additional types to support the structural representation.
Such a definition could be taken into account in the Generic Haskell compiler using dynamic loading,
for example, using the Haskell plugin architecture [4].

Having the opportunity to define your own generic views is expected to stimulate users to experi-
ment with generic views, which aids in the search for new generic views. Further research is required
since it is not trivial to design a generic view definition language which allows for elegant and con-
cise definitions of generic views. This is due to the syntax-directed nature of generating a structural
representation of a type, which is normally hidden from the user.

Constructor-indexed functions

In Section 5.2 we briefly introduced the concept of constructor-indexed functions. Indexing a function
on a constructor is already possible by means of constructor cases [5] in the definitions of type-indexed
functions. Using a constructor case, we define an arm of a type-indexed function specific to a con-
structor instead of a type. Unfortunately, it is not possible to abstract over the constructor on which
the function is indexed. Moreover, we are not able to refer to the structural representation of a pattern
functor which is introduced by the use of the fixed-point view. Furthermore, it is expected that new
generic views also introduce additional types and require such references as well. Therefore, further
exploration of the concept of constructor-indexed functions is necessary.
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