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Abstract

We introduce a simple form of action refinements for Mealy machines and use it to de-
fine abstractions and concretisations of these machines. We then develop an algorithm
for learning a machine by first learning its abstraction. We define the concept of ec-
centricity for directed graphs and use it to define a worst-case eccentricity for action
refinements. We determine circumstances, in terms of this worst-case eccentricity, under
which numerous common test suites which can be used in the aforementioned algorithm
are complete. Along the way, we also prove a few complexity results about finding sets
or action refinements with certain eccentricities. We show a number of algorithms to
extract action refinements from execution logs and use these to benchmark our algo-
rithm on a small set of industrial-scale models with positive results. Lastly, we shortly
discuss theory around repeated abstraction that might be beneficial in certain future
scenarios.
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1 Introduction

Software and hardware are playing an ever-increasing role in our lives, and with it comes
an increasing importance of their correctness. Models of protocols and software and
hardware systems have been successfully used for the purposes of e.g. testing them for
errors [3], [I8], verifying implementations to conform to their model [7], and automatically
generating implementations [5].

Unfortunately, models are not always available for existing components, but we can try
to learn a model given an implementation. Learning (the models of ) existing components
has many applications: models of legacy systems may be learned so that a more modern
version can be automatically generated or tested to behave the same as the original
system [20]; models learned from implementations can be tested to conform to their
specifications; and models can be checked formally to verify certain properties [9].

Learning algorithms are usually divided into passive and active learning algorithms. Pas-
sive algorithms try to learn a machine on the basis of past behaviour of a component,
but can therefore never learn the model for a component with full certainty. Active
learning algorithms usually assume access to the component and an oracle that informs
the learner whether an hypothesis is correct. In practice, the oracle is usually approxi-
mated, in which case full certainty is not achieved using active learning either. We will
primarily focus on active learning in this thesis, in particular the difficulty of applying
active learning to complex models.

Models have often been abstracted in some sense to make learning them easier or for
other related purposes. For example, in [I] predicate abstraction is used in the context
of model learning. Replacing alphabets with sub-alphabets has also been used to ease
learning [25]. We will generalise this last notion via the concept of action refinements.

We will treat atomic linear input-inputs refinements for Mealy machines as defined in
[27] for transitions systems. These abstract away sequences of inputs or outputs into
a single abstract input or output respectively. This notion of action refinements and
related ones have been treated extensively in other areas such as temporal logic [19] and
process algebra [11].

Action refinements lead to natural abstractions for Mealy machines and might also have
applications in the design of systems. Furthermore, we will define a related concretisation
operator that shows similarities with the techniques in [27] for transition systems.

We will use the concept of abstracting via an action refinement to enhance the learning
of a concrete model; first we will learn the abstraction of the model and then we will use



it while learning the concrete model. However, it is not immediately clear whether this
helps us learn difficult models. There exists the concept of the eccentricity of a set of
vertices of a graph (existing research revolves mainly around the minimum-eccentricity
shortest-path problem [§] and social networks [12]), but we will translate it to the world
of Mealy machines and use it to prove statements about the effectiveness of our learning
algorithm.

While it will turn out to be theoretically hard to find good refinements for a model, we
will introduce algorithms based on heuristics for generating refinements from execution
logs. Executions logs can be used to learn efficiently directly [29], but we will use them
to investigate the effectiveness of our algorithm.

To benchmark our methods, we will apply both a standard learning method and our
methods to a set of industrial-scale models from [I7] with action refinements obtained
via the aforementioned algorithms.

Finally, we will look at some additional theory about repeated abstractions that may be
useful in the future but is interesting in any case.



2 Refinements

To model protocols, (legacy) software components and other systems, automata have
turned out to be a useful abstraction. In this thesis, we will focus on Mealy machines
[21] and as such, we will start off with the definition we will use.

Definition 2.1 (Mealy machine). A Mealy machine is a tuple M = (I,0,Q, qo, —)
consisting of:

e finite non-empty sets of inputs I and outputs O;
e a finite set of states Q;
e a starting state ¢y € Q;

e a transition relation - C @ x I x O x Q.

Furthermore, a Mealy machine should be input enabled, i.e. for every state ¢ € ) and
i € I, there should exist o € O and ¢’ € Q such that (q,4,0,q") € —.

b/0

()

Figure 2.1: An example Mealy machine over the input alphabet {a,b} and output al-
phabet {0,1}. Labels on both sides of an arrow denote multiple parallel
transitions.

a/0



For the visualisation of a simple example Mealy machine, consider Figure [2.1, The
visualised machine models a map on infinite strings over {a,b} that replaces instances
of b with 1 if an a has been encountered since the last instance of b and the number of
symbols read is even, and outputting 0 for all other inputs. Note that the starting state
is indicated by an incoming arrow.

We introduce the following formal notation and terminology for a Mealy machine M as
in the definition above:

o . / ’i/O !
e we write (¢,4,0,q') € = as ¢ — ¢;

. i/o , . i/o ,
e we write ¢ — to denote that ¢’ exists such that ¢ — ¢’;

e ing Z/—O> we write — instead of ¢ and/or o to denote that respectively i and/or o

exists such that ¢ Z/—O>;

e the machine is deterministic if, for every state ¢ € @ and input ¢ € I, there is
precisely one pair of 0o € O and ¢’ € @ such that ¢ Z/—()) q;

i1+win /010

e forn € N,i; € I and oj € I for 1 < j < n, we write ¢ =——=—= ¢’ to denote

that there exist states such that g /o in/on ¢' (and the same notation as

above applies to =).

We can also define a preorder on Mealy machines that will be essential in this section.

Definition 2.2 (observations of a Mealy machine). Suppose M is a Mealy machine as
earlier. Then we define the set of associated observations, obsys C I* x O*, containing

all elements (u, s) such that g u:/s> q for some state ¢'.

Definition 2.3 (preorder on Mealy machines). Suppose again that M is a Mealy ma-
chine as earlier. If A/ is another Mealy machine, we define:

M<SN & obsy Cobsy.

The properties of a preorder are easily checked for the above relation. Note that it is in
fact not a partial order since it is not antisymmetric.

In this thesis we are especially interested in active learning, i.e. asking an implementation
questions to determine the Mealy machine that models it. However, as we may not
be able to (directly) learn the model, we are interested in abstracting it first to ease
learning.

Consider the automaton in Figure (note that not all transitions are drawn for the
sake of clarity). Although the machine consists of 7 states, it seems that we create a
simpler version that preserves most of the interesting behaviour. Suppose that we reduce
the input alphabet to @ and ¢ and that an input of & simply means that the input x is
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Figure 2.2: An example automaton with input alphabet {a,b,c} and with all required
undrawn transitions going to go with output b (to make the machine input
enabled).

given twice. Then we can do the same for the outputs, and obtain the automaton in
Figure [2.3] Note that the automaton looks simpler, even though we have now drawn
all transitions. It illustrates both the concept of dropping inputs as well as grouping
them.

Intuitively, we have just reduced the number of states and inputs without losing much
of the “interesting” behaviour. However, we have still lost all information concerning
sequences of concrete transitions not expressible using symbols of the simplified alphabet.
For instance, we only know that an input a from ¢y leads to a state that transitions to
g2 on another a input, but nothing more.

These simplifications, or abstractions, can be used to learn a simplified version of a
component if the component itself is too difficult to learn. In that case, the model
can still be used for many of the usual purposes: one can still apply model checking
and compare the abstraction to a higher-level description of the specification. Besides
learning only the abstraction, we will specifically look into learning the target model by
first learning an abstracted version.

Before continuing, we will formalise the process we just performed. The first step was
choosing a simplified input alphabet whose abstract symbols expanded into multiple
consecutive concrete symbols. Next, we did the same for the output symbols. We
introduce the following definition to combine these notions.

Definition 2.4 (action refinement). Let X and Y be non-empty sets of abstract in-
puts and outputs respectively, and let I and O be sets of concrete inputs and outputs



Figure 2.3: The simplified version of the automaton from Figure now with input
alphabet {a, ¢}.

respectively. An action refinement p is a pair of injective functions
pi: X > It po:Y — OF

such that pi(z) < pi(2') = « = 2’ with < the prefix relation (we call this the prefiz
property of action refinements). Both p; and p, are extended to strings over X and Y,
respectively.

First note that we added the requirement that pi(z) < pi(2’) = = = 2/. In other words,
no two elements of range(p;) share a prefix and therefore range(p;) is a prefix code [6].
An obvious implication is that the p; must therefore be injective, assuring us that an
abstraction does not contain two transitions of which the input symbols correspond
to the same concrete sequence (and therefore adding no additional information about
the concrete machine). Another important derived property is that every sequence of
concrete symbols has at most one decomposition into a sequence of abstract symbols.
We will later make full use of these properties.

We will now define the states reachable via an action refinement, after which we will
define an obvious requirement for a machine to be abstractable via a certain action
refinement.

Definition 2.5 (states reachable by p). Suppose M = (I,0,Q, qo,—) is a Mealy ma-
chine and let p be an action refinement as earlier. We define R(M, pi(X)), or p(M) for
short, to be the set of states that can be reached via zero or more p;-steps from ¢g. So



it is the smallest set satisfying:

q € p(M)
qep(MMq%q’ = ¢ €pM).

Definition 2.6 (abstractable via). Suppose M = (I,0,Q, qo,—) is a Mealy machine
and let p be an action refinement as above. Then M is abstractable via p if

g€ p(M)Ngq A ¢ ANu € range(pi) = s € range(p,).

We are now ready to formalise the simplified or abstract version of the earlier example
machine. We have already defined its state space above.

Definition 2.7 (abstraction). Assume M is abstractable via an action refinement p,
both as above. Then we define the abstraction a,(M) of M using p to be a Mealy
machine (X,Y, p(M), qo, —,) with

q%p o gL .
for all ¢,q' € p(M), z € X and y € Y. We only consider the right side of the equivalence
to hold if pi(z) and po(y) have the same length.

Note that the abstraction a,(M) is input enabled as required because M is input enabled
and abstractable via p. Furthermore, if M is deterministic, for every action refinement
p, its abstraction a,(M) is deterministic too. We have already seen an example of
this concept, as the automaton in Figure [2.3| is an abstraction of the automaton in

Figure

Now that we have formalised the abstraction of a Mealy machine depending on an action
refinement p, we are interested in some more theory around it. We will first define the
right adjoint of «,, i.e. the concretisation. However, just like v, can only be applied to
certain Mealy machines, we can also only concretise certain Mealy machines.

Definition 2.8 (concretisable via). A Mealy machine N' = (X,Y,Q, qo,—) is con-

cretisable via action refinement p as above if, for every transition ¢ % q of N,
|pi(x)| = |po(y)| (with |- | the length operator for strings).

Definition 2.9 (concretisation). Let N and p be as above, and with A/ concretisable via
p. Then the concretisation ,(N) is defined as the Mealy machine (I, O, Q’, (qo, €,€), —))
with:
3a,y) € (X,V) g L
Q' = (a,u,5) € Qx I x 07| U < Aila) u{x}
5 < po(y)
u| = ||

10



and transition relation:

i/o

(q,u,s) — (q,ui,so) if (q,ui,so) € Q'

(q,u,s) o, (¢ e,e) ifdzeX,yeY:q LAY q N pi(x) = ui A po(y) = so
(q,u,s) o, X if there is no i-transition due to the rules above
i/o
X — X-
While it was obvious that the abstraction map preserves determinism, it is clear that

this is not the case for the concretisation map.

Example 2.10. Define the following concrete and abstract alphabets:

[=0=1{a,bl,
X =Y ={x,y}.

Then we define the action refinement p as follows:

(z
(y
o
(y

s

i

A

i

s
I
S8 a8

—_— — — ~—

s

o

If we now define N as visualised in Figure its concretisation is the automaton
partially visualised Figure

In essence, the new state space is used to add intermediate states for all abstract tran-

sitions in the concretisation. For example, the transition gqg — ¢ actually consists of
two a-steps if we consider it in the context of p, of which both steps output a. After the
second step, we return to an abstract state, but we need an intermediate state (qo, a, a)
for the first step if we want to split the abstract transition into transitions based on con-
crete symbols. The second and third component of the new states denote respectively
the inputs and outputs already processed starting from the state in the first component.

We will show the existence of a Galois connection between o, and 7, so that -, is
the right adjoint. We will start with proving some prerequisites, such as making sure
the domains match with the codomains, followed by the proof of the Galois connection
itself.

Lemma 2.11. Let M and p be as above. If M is abstractable via p, then a,(M) is
concretisable via p.

11
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(a) Part of a deterministic abstract Mealy (b) Part of the concretisation of the machine on
machine with all required undrawn the left.
transitions looping with arbitrary out-
put.

Figure 2.4: An example of the concretisation operator applied to a machine.

Proof. That ay,(M) is concretisable via p follows directly from the definition of its tran-

sition relation: every transition % corresponds to a transition sequence 7i(@)/ oy in
M, from which it follows that |pi(x)| = |po(y)]. O

Lemma 2.12. Let N and p be as earlier. If N is concretisable via p, then ~v,(N) is
abstractable via p.

Proof. Note that 7,(N) is of the form (I,0,Q’, (qo,¢,€),—,). From the definition of
Q' and the transition relation, it follows that @, € @ x {e} x {e}. Suppose ¢ € Q/,

q g ¢ and u € range(p;), then we need to prove that s € range(p,). From above, it
follows that ¢’ € Q;. As transition sequences between states in Q; occur only via input
sequences of the form p;(z), and because of the definition of a refinement, we have that
g and ¢ are the only states in the sequences that are in Q;. Then it follows from the
transition relation that u € range(p;). O

Lemma 2.13. If p is an action refinement as above, then o, and 7, are monotone
operations.

Proof. This is obvious from the definitions of a, and ~,,. O

12



Theorem 2.14 (Galois connection). Let p be an action refinement, M be a Mealy
machine over I and O, and let N be a Mealy machine over X andY . If M is abstractable
via p and N is concretisable via p, then

(M) <N &M<y,

Proof. (=) Take (u,s) € obsys. We have that u = 4u' = pi(z1) - pi(z,)u’ and s =
38" = po(y1) -+ po(yn)s’ for some n € N, z; € X and y; € Y for 1 <i < n, and v’ and s’
without any prefix of the form p;(z) respectively p,(y) for some z € X or y € Y. Note
that this representation is unique due to the definition of an action refinement and that
|zi| = |yi| for 1 <1i < n as M is abstractable via p.

Clearly, (@1 Zn, Y1 Yn) € 0bsy, (r) and thus it follows from the hypothesis that
(1 Tp, Y1+ Yn) € obsy. From the definition of the concretisiation, it then follows
that (1, 8) € obs, (v, and that 7,(N) is in a state of the form (g, ¢,¢) after consuming

pi(@1) - pi(n).

If W = ¢ = ¢, we are done, so we assume this is not the case. If ' < pj(x) for some
x € X, then we can extend the original observation to (upi(z), $po(y)) for a y € Y. This
observation is then in obs, (yy, and the original as well. Suppose u’ is not the prefix
of some p;(z), then v’ = wjul, with u} the largest prefix of v/ that is a prefix of p;(z)
for some x € X. We make the decomposition s’ = ¢/, into parts of the same lengths.
It is clear that if v,(N) consumes 4w, it outputs §s} and ends up in a state (g, v}, s)).
After subsequently consuming the head of uj, 7,(N) ends up in x and it is clear that
the whole original observation is in obs, ).

(«) Assume (u,s) € obsy,(rq), then clearly (pi(u), po(s)) € obspy, and subsequently
(pi(u), po(s)) € obs, (xr). While consuming pi(u), 7,(N') never reaches the x state, as N'
is input enabled and the input consists of parts of the form p;(z) for different x € X. It
follows that (u,s) € obsy too. O

It turns out that the described connection satisfies additional properties: v, is even the
right inverse of .

Theorem 2.15. The above Galois connection is a Galois insertion of concretisable
Mealy machines into abstractable Mealy machines, i.e. we have ay(v,(N)) = N for
every Mealy machine N which is concretisable via p.

Proof. From the Galois connection, we have that o,(v,(N)) < N. Now suppose we
have (u, s) € obsy. Our goal is to prove (u, s) € obs,(,,(n)), Which is true if and only
if (pi(u),po(s)) € obs, (ny. Fortunately, if v,(N) = (I,0,Q",(qo,¢,¢),—,) as in the
definition of the concretisation, it is clear that this is the case. We have

u1/81 u2/52 un/Sn
q0 i1 s diy,

13



for some indices and n = |ul, so it follows that

) pi(u1)/po(s1 ( ) pi(u2)/po(s2) pi(un)/po(sn

(q07558 qdi1, €, € (Qina575)-

O]

From the unconditional addition of the chaos state y in a concretisation, it is clear that
Vp is not a left inverse of a,. We saw earlier from an example that concretisation does
not preserve determinism, but we can now see this much faster using our additional
theory: if it would have, the Galois connection would have restricted to deterministic
machines for which the preorder coincides with the equality relation, meaning that vy,
would have been a left inverse.

14



3 Learning

To check implementations against their models or generate new models from (legacy)
implementations, active learning may be applied. Most commonly, an active learning
algorithm has access to a minimally adequate teacher [2]: it can query the outputs
corresponding to a sequence of inputs and it can check whether a given hypothesis is
correct. We will call these queries input queries and equivalence queries respectively.

We have now developed some theory around action refinements, but it remains to be
seen how they can be used in such a learning setting. We will attempt to learn a model
via two steps, considering only deterministic models:

1. learning an abstract model;

2. learning the concrete model with help from the abstract model.

Learning an abstract model for a machine M is simple: given an action refinement p
via which M is abstractable, we can simply simulate the abstract version of the system
under learning (SUL) as visualised in Figure The wrapper translates abstract inputs
into the corresponding concrete sequence and translates sequences of concrete outputs
into abstract outputs.

We can combine the simulated abstract machine with an conformance testing algorithm
to form a minimally adequate teacher for a,(M). Then we can apply any of the usual
active learning algorithms. Given enough time and a complete equivalence testing algo-
rithm, these algorithms will then learn a,(M).

pi()

Wrapper SUL
Po(y)

Y —

Figure 3.1: How to use a refinement to simulate the abstract version of a SUL.
However, active learning algorithms are designed to learn the minimal version of the

model of the system under learning. We will define the minimisation of a Mealy machine
and prove its properties. We first introduce the Nerode relation [26] on states.

15



Definition 3.1 (Nerode relation). Let M = (I,0,Q, qo, —) be a Mealy machine. We
define the Nerode equivalence relation ~ on @ by ¢ ~ ¢’ if and only if

qu:/s> iﬁ'q'u:/s> for all u € I*,s € O.

For g € @, we let [q] denote the equivalence class of g.

Definition 3.2 (minimisation). Let M = (I,0,Q, qo,—) be a Mealy machine. Let
R C @ be the set of reachable states in M, let ~ be the Nerode relation on R (restricted
from @ to R) and let R/~ be the quotient set of R by ~. We define the minimisation
M° =(I1,0,Q, ¢}, —') as follows:

Q =R/~
40 = [q0]
=" ={(lg],%,0,1¢) | (¢,%,0,¢') € =, q € R}.

That the minimisation satisfies the desired properties follows from a form of the Myhill-
Nerode theorem for Mealy machines [26].

Proposition 3.3. For a Mealy machine M = (I,0,Q, qo,—), its minimisation M° =
(I,0,Q, qf,—") is again a Mealy machine, and obsypg = obspy.

Proof. First, we prove that M’ is input enabled: given [¢] € Q" and i € I, there should

exist o € O and ¢’ € @ such that ¢ l/—o> q’, but then [q] Z/—O>’ [q'].

Secondly, we prove that the behaviours are the same. Suppose (u,s) € obsyy, then for
some state ¢’ € @, we have

u1/s1 Ul /S|,
qo cee q,

which shows that (u,s) € obsay

u1/s Ulul/8)s
lq0] 1/1/“. Jul H\/[q/].

Suppose now that (u, s) € obspy, then, for some states ¢; € Q with 1 <i < |u|, we have

Upu| /55|

u1/s uz /s us/s Upy|—1/8|s|—
e o R B =L Py

[q0

which means that for some ¢} and ¢ with 1 < ¢ < |u|, we have that ¢; ~ ¢} ~ ¢ for
1 << |ul, and:

ui/s1y
g — q1

n u2/s2y 4
ap qs

n us/s3y 4
4o — a3

I Ul /Sls] ;4
|ul—1 In|*

16



As gl ~ ¢/ for 1 <i < |ul, it follows that qo u:/s> and therefore (u,s) € obsy. O

Proposition 3.4 (minimality of minimisation). Let M be a deterministic Mealy ma-
chine and M° its minimisation, consisting of n states. If M’ is a deterministic Mealy
machine equivalent to M, i.e. obspg = obspqr, then M’ has at least n states.

Proof. 1t is obvious from the definition of M° that all states exhibit unique behaviour,
i.e. for every pair of states there exists an input sequence such that the states give
different output sequences. Furthermore, note that minimisation preserves determinism
and let go be the starting state of M°. For every ¢ € M°, we define p, as an input

sequence such that g % q. Now, for every state ¢ € M°, p, must lead to a state with
the same behaviour in M’, meaning there must be at least n states. O

Definition 3.5 (minimal Mealy machine). If there is no Mealy machine with fewer
states than M which is equivalent to it, then M is called minimal.

Two equivalent minimal machines are equal up to renaming of states, as the unique
behaviours of every state should be present in each of the two machines. Therefore, as
learning algorithms learn the minimal Mealy machine modelling the system under learn-
ing, such an algorithm applied to a black box modelled by a,(M) will learn (a,(M))°,

which we will write as aj(M).

Furthermore, we note that the output alphabet is not handled explicitly in the implemen-
tation (it is neither required as input nor constructed): we have no need to enumerate
elements of output alphabets; the sets are not really relevant, only the (in)equality of
output symbols matters. This observation leads to a natural representation of action
refinements as sets of words over the concrete input alphabet. The implementation will
only handle these sets, but the corresponding action refinements are relevant for its
correctness.

Definition 3.6 (prefix property). Let I be an alphabet. A set of words X C I* is said
to satisfy the prefix property if x <y implies x = y for all z,y € X.

Definition 3.7 (refinement corresponding to a set of input words). Let M be a Mealy
machine over an input alphabet I. If X C I* and X satisfies the prefix property, then
we define an abstract alphabet

Y:{qugﬁz/% for g € R(M, X) and x € X},
and an action refinement as follows:
Pi: X =TI
pPii T — T
Po:Y — OF
Po Y r—y.

17



Then p is an action refinement via which M is abstractable. We say that X corresponds
to this action refinement p.

As our implementation will only consider sets of words over the concrete input alphabet
(satisfying the prefix property) representing the corresponding action refinements, we
can simplify Figure to Figure

xel*

X>o«x

Wrapper SUL
y € O*

Yoy

Figure 3.2: How we use a set of input words to simulate the corresponding abstract
version of a SUL.

In active learning, experiments use a learning algorithm which queries the minimally
adequate teacher (MAT) to construct hypotheses as visualised in Figure Note that
the MAT, in turn, uses a conformance testing (CT) algorithm to approximate equivalence
queries, as we do not have access to the model itself to check hypotheses. It turns out
that these equivalence query approximations can dominate the learning time [29], which
we will investigate further in the next section.

While we will not assume a specific learning algorithm, we will generally assume the
learner will never construct a hypothesis with more states than the minimal automaton
describing the system under learning.

Unfortunately, the process of learning the abstract version of the SUL is subject to the
usual caveats of active learning applied to a black box. In our second step, we want to use
“the” abstract model, but we cannot be sure we have correctly learned the model as the
learner’s equivalence queries are only approximated by a conformance test. Normally, if
we can assume a maximum on the number of states, we can do a complete conformance
test to make sure we have learned the correct model. However, the number of states
of the abstract model may not be known, making common conformance tests slow if
we assume we might have missed many states (as these methods are usually worst-case
exponential in the difference between the real number of states and the hypothesis’
number of states).

As such, we will not assume we have correctly learned the abstract model, but rather have
access to a learner for the abstraction and its hypothesis. As we learn the concrete model,
we check whether it agrees with the abstract hypothesis: we compare the abstraction of
each hypothesis to the abstract learner’s hypothesis. If there exists a separating word (a
word which distinguishes both), we input it in the system under learning to see whether
it is a counterexample for the concrete learner or the abstract learner. Finally, we let the

18



input queries

Learner MAT
equivalence queries

input queries

input queries

CT SUL

Figure 3.3: A classical active learning set-up. Replies to queries have been omitted.

corresponding learner refine its hypothesis using the counterexample. If no separating
word is found, we can continue using the usual conformance test.

In the following algorithm, the learners are already initialised with a conformance testing
algorithm and can be readily applied to a system under learning. Furthermore, the
learners do not make equivalence queries themselves, but they can be supplied with
a counterexample after constructing a hypothesis by interacting with the system under
learning. The reason for that is that this matches the interfaces for the learning algorithm
implementations we have used: learners have a method to obtain the current hypothesis
and a method to refine the hypothesis using a counterexample.

Algorithm 3.8 (learning with action refinements). The algorithm assumes access to:

e a system under learning S (which has a Mealy machine M as model, with input
alphabet I);

e a set X C I* which corresponds to an action refinement p for M (as in Defini-
tion ;

e an abstract learner L pstract Which learns o
per as in Figure (3.2

()

>(M) by interacting with S via a wrap-

e a concrete learner Leonerete Which learns M by interacting with S.
The algorithm works as follows:

1. run Lapsiract until no counterexamples are found;
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2. let Leconcrete construct a hypothesis by interacting with .S

3. check whether a separating word for the hypothesis of Lapstract and the hypothesis
of Leoncrete abstracted via p exists:

a) if it does, we check for which hypothesis it is a counterexample using S, let
the corresponding learner construct a new hypothesis and return to step 3;

b) if it does not, we let Leoncrete Tun the conformance test;

4. if the conformance test finds no counterexamples, we have finished with the hy-
pothesis of Leonerete as final result (hypothesis); otherwise we return to step 2.

For checking equivalence of the abstracted version of the concrete learner’s hypothesis
and the abstract learner’s hypothesis, one can use any basic equivalence algorithm. In our
case, we use the DeterministicEquivalenceTest from Automatalib [16], which uses
a straightforward breadth-first search through pairs of states from both machines.

It is clear that the algorithm returns with a minimal Mealy machine if the concrete
learner does. However, we still need to briefly discuss the algorithm’s termination prop-
erty.

Proposition 3.9 (termination). If both the concrete and abstract learner’s algorithms
terminate after a finite number of membership and equivalence queries (and the queries
themselves terminate), then Algorithm s terminating.

Proof. In essence, our algorithm runs both learners, but modifies the responses to equiv-
alence queries: a counterexample for the hypothesis of L,pstract is returned later if one is
found eventually and we do a preliminary check before handling the equivalence query of
Leconcrete as usual. It is clear that a separating word found in step 3 is always a counterex-
ample for either the abstract or concrete learner, as the machines being compared should
both model «,(M) if correct. The separating word can only be a counterexample for the
abstract learner’s hypothesis a finite number of times, as the learner’s algorithm would
not be terminating otherwise. Our modifications to the responses to equivalence queries
have kept them terminating, so it follows that the whole algorithm terminates. O

In the next chapters, we will discuss under what circumstances Algorithm gives the
correct result, i.e. the correct model for the system under learning.
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4 Eccentricity

As discussed earlier, we want to quantify how good some abstraction of a machine is.
In this chapter, we will define a map on subsets of vertices that will be used for that
goal.

In an undirected graph, the eccentricity e(v) of a vertex v is defined as the greatest
distance between v and any other vertex. The definition generalises naturally to vertices
and subsets of vertices in a directed setting. The following definitions are equivalent to
those in [8], but total and also defined for directed graphs.

Definition 4.1 (eccentricity). If u and v are vertices of a directed or undirected graph,
then d(u,v) is defined as the length of (i.e. number of edges in) a shortest path from «
to v, or oo if such a path does not exist.

If u is a vertex of a directed or undirected graph (V| E), then its eccentricity e(u) is
defined as max,ey d(u,v).

If V' is a non-empty subset of vertices from a directed or undirected graph (V, E), then
its eccentricity €(V') is defined as max,cy (mingey d(u,v)).

For an example, see Figure 4.1

Figure 4.1: In this graph, we have for example €(v1) = 2, €(va) = 4 and €(vg) = oc.
We can also consider the eccentricity of groups of vertices, for example
e({v1,v6}) = 2 and €({ve, v3,v5}) = 1.

Although we will use eccentricity to make some statements about the effectiveness of
learning using action refinements, it is a fascinating concept on of itself and can be used
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to more concisely describe certain problems. For example, in operations research there
is the problem of finding an optimal location (vertex) for a switching center so that
the maximum distance between it and any client (other vertices) is minimised in an
undirected graph [I3]. This problem can be reformulated as that of finding the vertex
with minimal eccentricity. The problem was later generalised to, equivalently, finding a
subset of vertices of some fixed size with minimal eccentricity [I14]. The problem in its
current form can be expressed using the concept of eccentricity as follows.

Definition 4.2 (vertex k-center problem). For any k € N< g, the problem of deciding for
any undirected graph (V, E) and n € N whether U C V exists such that ¢(U) < n and
|U| < k, is known as the vertez k-center problem. The directed vertex k-center problem
is defined analogously for directed graphs.

The vertex part of the name stems from the original description in [I3]: the problem
accompanied the similar problem of choosing any point (i.e. also points on edges) that
minimises the maximum distance to another vertex.

If we view Mealy machines as graphs, then an abstraction seen as a subset of states of the
original automaton with low eccentricity and a small number of states seems intuitively
nice. We will make this more precise later, but for now we are interested in finding such
abstractions.

It is obvious that we can calculate the eccentricity of a subset of vertices in both directed
and undirected graphs in linear time (e.g. by starting a breadth-first search from a new
vertex connected to all the subset’s vertices), which we will also useﬂ in our experiments
later on. However, it is not immediately clear for the other direction: given a requirement
for a maximum eccentricity or number of vertices, how can we minimise the the number
of vertices or eccentricity respectively? Finding the lowest possible eccentricity for a
fixed maximum size would solve the vertex k-center problem. However, we will see
later that in our case it seems more interesting to find the smallest abstraction given a
maximum eccentricity. Unfortunately, like the vertex k-center problem [10], the problem
is NP-complete as we will show below.

Definition 4.3 (n-eccentricity problem). For any n € N+, we define the n-eccentricity
problem as the problem of deciding for any undirected graph (V, E) and m € N whether
U C V exists such that e(U) < n and |U| < m. The directed n-eccentricity problem is
defined analogously for directed graphs.

Theorem 4.4. For any n € Nsg, the n-eccentricity problem is NP-complete.
Proof. We first prove the problem is NP-hard by reducing the dominating set problem

to the above problem. Suppose (V, E) is a graph, then we create a new graph (V', E')
as follows:

"However, we can obviously not apply such an eccentricity algorithm to the system under learning’s
model in the learning algorithm itself, as we do not assume access to the model.
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o V' ={v;|veVand 1<i<n},

o F'={(uy,v) | (u,v) € E}U{(vj,vi41) |1 <i<nandv eV}

Then there exists a dominating set of size at most m for (V, E) if and only if there exists
U’ C V' such that €¢(U’) <n and |U'] < m.

e (=) Assume U is a dominating set for (V, E) of size at most m, then {v; | v € V'}
clearly satisfies the properties desired for U’.

e (<) Let U’ C V' be such a subset. Without loss of generality, we can assume U’
contains only vertices of the form v; with v € V: if U’ contains v; for some v € V
and ¢ > 1, then U” = U’ \ {v;} U {v1} also satisfies [U”| < m and €(U’) < n. The
last inequality holds because for every vertex u; with u # v and any ¢, it holds
that d(uj,v1) < d(uj,v;) and furthermore d(vj,vi) < n for every j. But then
U={v|v € U} forms a dominating set of (V, E): every vertex v is in U or the
neighbour of a vertex in U, as otherwise v, would not be within distance n of the
subset U’.

Transforming the graph into the new graph (V’/, E’) can clearly be done in polynomial
time, so it follows that the problem is NP-hard. Furthermore, the subset U can be
taken as certificate for a solution to the problem (of which the validity can be verified
in polynomial time), making the problem NP-complete. O

An example of the graph transformation is given in Figure [£.2]

U1

U1
w1

Figure 4.2: An example of the graph transformation in the proof of Theorem applied
to a simple graph with n = 3.
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However, it is not immediately clear how the n-eccentricity problem relates to the prob-
lem of finding action refinements leading to desirable abstractions, but we will get there
in a few more steps.

Corollary 4.5. For any n € Nsg, the directed n-eccentricity problem is NP-complete.

Proof. The problem for undirected graphs is a special case of this one, so this problem is
NP-hard as well. The NP-completeness follows analogously to the proof for Theorem [4.4]
O

We will now extend the definition of eccentricity to sets of input sequences in the con-
text of Mealy machines, such as p;j(X) for X the corresponding set of abstract inputs.
Intuitively, the eccentricity will denote the maximum number of transitions required to
reach every state from at least one state of some reached subset.

Definition 4.6 (Mealy machines viewed as graphs). For M = (I, 0, Q, g0, —) a Mealy
machine, we can define a graph G = (V, E) by V = Q and E = {(u,v) | (u,a,b,v) €—}.
We then say that G is M viewed as graph.

Definition 4.7 (eccentricity of a subset of states). Suppose M is a Mealy machine with
@ a subset of its states, then e (@) is defined as the eccentricity of the states @ in M
viewed as graph. If the context is clear, the machine may be omitted.

Definition 4.8 (eccentricity of a set of input sequences). Suppose M is a Mealy machine
and X a set of input sequences for M, then we define

em(X) = em(R(M, X)).

We can now finally prove that the problem of finding the smallest set of input sequences
(representing an action refinement) with a given maximum eccentricity is hard. This
means that there is likely no scaleable way of obtaining the best action refinements with
respect to e.

Theorem 4.9. For any n € Nsg, the problem of deciding for any deterministic Mealy
machine M over input alphabet I and m € N whether X C I* exists such that X has
the prefix property, e(X) <n and |X| < m, is NP-complete.

Proof. We first prove NP-hardness by reducing the directed n-eccentricity problem to
the given problem. Suppose we have a directed graph (V, E) and m € N. Create a Mealy
machine M = (1,0, Q, qo, —) as follows:

e Q={q,x}U{¢ |veVand 0<i<n};
o I = {Iq1q2 | ¢1,92 € Q} is a set of unique input symbols;

e O={044 | q1,92 € Q} is a set of unique output symbols;
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o — = —1 U—9U—3U—y, with:
x = {(qm[%qg?ofmqﬁ’qg) lveV}
* =2 = {(d0: 1949 Ogog0: a0) | (u,v) € B}
* —3 = {(gi, T i1y Oqéﬂqg,q@) |0<i<nandwveV}

*x =4 ={(¢,%, 04y, X) | ¢ € Q,1 € I with —¢ Ty for - = —1 U =2 U =3} to
make the machine input enabled.

Now, V! C V exists such that €(V’) < n and |V’/| < m if and only if a subset X C I*
with €(X) <n and | X| < m + 1 exists.

1o

e (=) Suppose such a subset V' C V exists, then clearly {e}U{I4qn T anan o

v € V'} satisfies the desired properties.

e (<) Suppose such a subset X C I'* exists and R = R(M, X), i.e the set of states
reachable in M using inputs in X, then V' = {v | ¢ € R for some 0 < i < n}
satisfies the desired properties: the eccentricity property is obvious and |[V'| < m
holds because every element of I* with prefix I, may only reach a state unequal
X when ran from ¢, thereby adding at most one element to V’. Furthermore, X
should contain € as there is no other sequence that leads to a state which can reach

qo-

It follows that the problem is NP-hard, as the reduction can be done in polynomial time.
The NP-completeness follows analogously to the proof for Theorem O

An example of the above graph transformation is given in Figure

However, unfortunately, e ((X) does not always give a good sense of the “quality” of a set
of input sequences corresponding to an action refinement. Consider the automaton M in
Figure with abstract input alphabet X = {a} and corresponding action refinement p
(as defined earlier). It is clear that R(M, X) equals the whole set of states of M, but the
minimised abstraction ap(M) (as visualised in Figure will only contain two states,
which is what a learning algorithm applied to «,(M) will learn. Clearly, the value of ¢(X)
will be 0, while the learned abstraction is intuitively not a good approximation of M.
We will look into improving the quantification of the “quality” of a set X corresponding
to a refinement p in cases where a,(M) is not minimalﬂ

Furthermore, as informally mentioned earlier, we will view the concrete machine as a
graph and consider an abstraction as a subset of its vertices. However, if the abstraction’s
states do not neatly correspond to the concrete machine’s states because the abstraction
has been minimised, it is not obvious how to embed the abstract machine into the
concrete machine. Fortunately, this is essentially not a new problem. Many conformance

2In cases where the abstraction is minimal, the described problem does not occur and, for example, an
abstraction with an eccentricity of 0 must contain all states the concrete automaton does.
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Figure 4.3: An example of the graph transformation in the proof of Theorem applied
to a simple graph with n = 2, without fully drawing the transitions to state

X-
b/1 b/2 b/3

A
qo0 q2 q3 a/0

a1 a0 \EJ

Figure 4.4: An example where the minimised abstraction consists of two states, even
though all states are reached via the abstract inputs’ concrete sequences.

tests essentially try to embed the hypothesis into the system under learning by inputting
sequences in the system under learning that reach a specific state in the hypothesis. To
make this more precise, we give the following definitions.

Definition 4.10. Assume M is a deterministic Mealy machine. We will let (g, w)
denote the state reached from ¢ in M via input sequence w. We will omit the machine
if it is clear from context. Finally, we define daq(w) = dr(qo, w) with g the starting
state of M.

Definition 4.11 (access sequence and state cover). An access sequence for a state ¢
of a deterministic Mealy machine over an input alphabet I, is a word u € I* such that

o(u) =q.

A state cover for a subset of states @) of a Mealy machine contains |@Q)| access sequences:
one for each ¢ € Q. If P is a state cover for the set of all states, we call it a state cover
of the Mealy machine itself. We write B(Q) and P(M) for the set of state covers for a
set of states Q and a machine M respectively.
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In short, we can embed a machine M into a deterministic machine M’ by taking a
state cover P € P(M) and considering the set of states E = drp¢(P) in M’ as the
embedding. In the next chapter, we will see that we can then use the eccentricity of F
in M’ to make specific statements about the effectiveness of the algorithm described in
the previous chapter.

It is tempting to simply calculate e (E), but there might be many different state covers
leading to different embeddings! We will look into the state cover that gives the worst
possible eccentricity. This also solves the problem stated earlier about a low eccentricity
resulting from states in the concrete automaton being indistinguishable by (concretised)
abstract inputs.

Definition 4.12 (worst-case eccentricity). Let M be a deterministic Mealy machine
and p a compatible action refinement. The worst-case eccentricity of the refinement p is

defined as

wmlp) = max em(Gp(pi(P))).
PeP(ag(M))

As usual, we leave out the machine if it is clear from context.

H‘T a/0

Figure 4.5: The abstraction of the machine in with abstract alphabet X = {a} and
corresponding action refinement.

Although the above definition may look horrific, it is actually straightforward. Consider
the automaton M in Figure again with abstract alphabet X = {a} and correspond-
ing action refinement p. Then aj(M) will contain two states as observed earlier and
visualised in To calculate waq(p), we walk through the following steps:

o

o(M), which in this case are all sets

1. we determine all possible state covers for «
P, ={e,a"} withn > 1,

2. we map the abstract inputs from each possible state cover to concrete input se-
quences, in this case simply p;(P,) = P, for each n > 1;

3. we look at which states are reached in M via these sequences and calculate the
eccentricity for each set, in this case:
em(Om(Pr)) =2

em(Om(P)) =1
em(Om(Py)) =2 for n > 3;

4. we consider the eccentricity of the set leading to the worst (highest) eccentricity
as the worst-case eccentricity, in this case 2.
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It seems useful to be able to algorithmically calculate the worst-case eccentricity for
a machine M and corresponding refinement p, but the definition is not immediately
enlightening in this regard. Luckily, the following holds:

wm(p) = max em(dm(pi(P)))
PeP(ag(M))

= max (max < min d(q/7 Q)>>
PeP(ag(M)) \IEM \q'€orm(pi(P))

= max max ( min d(q’,q)) .
€M\ PeP(ag(M)) \d'€rm(pi(P))

In other words, we can consider each state g of the automaton, then all state covers for
the abstraction, and then look at which of them has the highest distance to q. However,
considering all state covers is computationally hard as there are infinitely many with a
non-empty abstract alphabet. Luckily, we only need to look at the sets of states reached
by the state covers, and these contain some structure.

Theorem 4.13. Let M be a deterministic Mealy machine, let X C I* be an abstract
alphabet satisfying the prefiz property with corresponding action refinement p, and let ~
be the Nerode relation on a,(M). For P € P(ay(M)), the map

om(pi(P)) = ap(M)/~
q+ [q]

is a bijection, i.e. Sp(pi(P)) is a minimal set of representatives for a,(M)/~. Moreover,
all minimal sets of representatives are of this form.

Proof. For injectivitiy, consider q,¢" € dap(pi(P)) such that

Sr(pi(u)) = q
omlpi(u) =d'.

with u,u’ € P. If [q] = [¢], then ¢ ~ ¢/ by definition. Therefore d(pi(u)) ~ da(pi(u'))
as states of a,(M), but then v and «' must be access sequences for the same state in

a5 (M), and then u = ' which implies ¢ = ¢

Surjectivity is obvious: if [¢] € a,(M)/~, P has to contain an access sequence u for it,
and then [0r(pi(u))] = [q]-

For the last statement, if we have a minimal set of representatives A for a,(M)/~, we
can consider the state cover P for A as states of a,(M). From the definition, it is clear

that this is a state cover for a7 (M) too and dr(pi(P)) = A. O
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Now, we can extend our above identities as follows with ~ the Nerode relation on

a,(M):

w = max max min d(q, >
a(p) qEM (Pe‘B(a,‘;(M)) <Q'E5M(Pi(P)) (@-9) )
_ . d /, .

2 (cectt - (2 299 )

As efficient algorithms to calculate a,(M)/~ exist (i.e. algorithms for minimising au-
tomata), we can find the worst-case eccentricity in polynomial time using the above
identitiy.

We can also look into whether calculating a refinement with the best worst-case eccen-
tricity for a specific machine is hard as well.

Theorem 4.14. For any n € Nsg, the problem of deciding for any minimal determin-
istic Mealy machine M over input alphabet I and m € N whether a compatible action
refinement p exists such that w(p) < n and the number of abstract inputs is at most m,
1s NP-complete.

Proof. We first prove NP-hardness by reducing the problem from Theorem to the
above problem. We fix n € N, a Mealy machine M over an input alphabet I, and
an m € N. We create a new Mealy machine M’ by taking M and replacing every
transition’s output with a fresh output.

Now, we prove that X C I* exists such that X has the prefix property, ex(X) < n and
|X| < m if and only if a compatible action refinement p such as above exists for M.

e (=) Consider action refinement p corresponding to abstract alphabet X. It is
clear that the number of abstract inputs is at most m. As every state in M’ is
distinguishable by any input, we have that a state cover P for ag(M') = a,(M’)
translates to a state cover p;(P) for R(M', X). Tt follows that:

wmr(p) = max epr(Oa (pi(P)))
PeP(ag(M))

= max  epp(RM', X
P ) M (R( )

= em (R(M', X))
= em(R(M, X))
= em(X)

<n.
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e (<) Let X’ be the abstract alphabet corresponding to p. Take X = p;(X’), then
it is obvious that | X| < m. It remains to be shown that e (X) < n. Similarly to
above, due to unique outputs of M’, we have:

n > wue(p)

= max GM/(5M’(Pi(P>))
PeP(ag(M))

= max  epp(R(M', X
P M (R( )

- EM’(R(MI7X))
= em(R(M, X))
= em(X).

It follows that the problem is NP-hard, as the reduction can be done in polynomial time.
The NP-completeness follows analogously to the proof for Theorem [£.4] O
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5 Completeness

In this chapter, we will determine sufficient conditions for certain conformance tests for
Algorithm to always find counterexamples if they exist. Before continuing, we will
first repeat a number of definitions from [22].

Definition 5.1 (test suite). For I a set of input symbols, a test suite is a finite subset
TCI*.

Definition 5.2 (test suite equivalence). If T is a test suite, two states z and y are called
T-equivalent if the behaviour on inputs from T is the same. If this is the case, we write
T ~T1 Y.

Test suites are simply conformance tests where two states or machines are tested to
agree on the words in it. If the states or machines do not agree on a test suite, then the
test suite is said to distinguish them. For an example, see Figure[5.1] The following are
useful constructions for defining test suites.

Definition 5.3 (family of test suites). For M a Mealy machine, a family {7} },c m with
T, test suites for every ¢ € M, is called a family of test suites for M.

Definition 5.4 (concatenation). Fix a deterministic Mealy machine M. Given test
suites S and T, and a family T of test suites for M, we define the following concatena-
tions:

S T={st|seSteT}
SOMT ={st|s€SteTs s}

As usual, we may omit the machine if it is clear from context. We also define iterated
and bounded concatenation: for n € N,

T°={e} and T"l=T".T
=" = T
m<n
We will now introduce two classical test suites as in [22].

Definition 5.5 (transition cover). For M a Mealy machine over an input alphabet I
and P a transition cover for M, the set {pa | p € P,a € I} is called a transition cover
for M.
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a/0 a/l

© OO

Figure 5.1: an example of two Mealy machines where {a, aa, aaa} is not a distinguishing
test suite, but {aaaa} is.

Definition 5.6 (characterisation set). For M a Mealy machine, a test suite is called
a characterisation set if it contains a separating sequence for every pair of inequivalent
states (w.r.t the Nerode relation).

Definition 5.7 (W test suite). For M a Mealy machine over an input alphabet I with
state cover P, transition cover ) = P - I and W a characterisation set, we define the W
test suite with parameter k > 0 as

Tw = (PUQ)-I=F.W.

Roughly, for k the number of possibly missing states a hypothesis, we can view the first
part (PUQ)-I=F of the test suite as being used to reach all states and transitions in the
implementation. Then, the second part is used to make statements about the behaviour
of the states reached in both machines.

Definition 5.8 (state identifier). For ¢ € M, a test suite W is called a state identifier
for q if ¢ ~w ¢ implies q ~ ¢ for every ¢’ € M, with ~ the Nerode relation. A family
of test suites W is a family of state identifiers for M if W is a state identifier for ¢, for
every q € M.

In the definition of the following test suite, note that the union of a family of state
identifiers gives a characterisation set, making the relationship with the W test suite
clear.

Definition 5.9 (Wp test suite). For M a Mealy machine over an input alphabet I with
state cover P, transition cover Q = P - I and W a family of state identifiers, we define
the Wp test suite with parameter k > 0 as

Twy=P- I JwuQ - 1=Fow.

Note that in both the W and Wp test suites, we can vary the state cover to get obtain
different test suites. Conformance tests implemented using these test suites are called the
W-method and partial W-method (or Wp-method) respectively. Both test suites consist
roughly of two parts: checking whether all states exist and whether all transitions are
correct. The partial W-method is usually more efficient due to the smaller size of the test
suite as the result of only using relevant state identifiers when testing the transitions.
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We now fix a deterministic Mealy machine M, the specification, which has a minimal
representative with n states, a deterministic implementation M’ with n’ states and we
assume that both machines are connectedH Furthermore, both machines have input al-
phabet I and output alphabet O. Now, we want to say something about the effectiveness
of conformance tests in our algorithm.

For the commonly used partial W-method, the worst-case complexity is exponential
in the maximum number of additional states if we want the certainty that we find
a counterexample if one exists. However, if we have learned a,(M) for some action
refinement p, we can lower the parameter of the partial W-method usually set to the
maximum number of additional states. It turns out that if we fix a state cover P for M,
we can set the parameter to the value of ey (P). The intuition is that we can try to
view M as part of M’. Given the property that the above eccentricity is at most k for a
state cover P, we will prove various test suites based on the state cover to be complete,
i.e. able to distinguish M and M’ if they are not equivalent.

Definition 5.10 ((P, k)-completeness). Let P be a state cover for M and let 7" be a
test suite. We say that T"is (P, k)-complete if epq(P) < k implies that 7' distinguishes
M and M.

What follows is simply a modification of the completeness proof in [22] with weaker
assumptions. Again, we will repeat some theory from there, originally from [24] and
[23].

Definition 5.11 (bisimulation). A relation R C @ x @ on states of a deterministic
Mealy machine, is called a bisimulation if for every (q,q') € R we have:

1. equal outputs: ¢ io—) if and only if ¢/ io—) for all © € I and o € O;
2. related successor states: (d(q,i),d(¢,4)) € R for every i € I.

Lemma 5.12. If two states q and ¢’ are related by a bisimulation, then q ~ ¢'.

To prove some states are contained in a bisimulation, we will use the following technique
from [23]. Note that the Nerode equivalence is actually even the greatest bisumlation
(also called the bisimilarity relation).

Definition 5.13 (bisimulation up to Nerode equivalence). For ~ the Nerode relation
on a set of states () of a deterministic Mealy machine, a relation R C @ x @ is called a
bisimulation up to Nerode equivalence if for every (q,q') € R we have:

1. equal outputs: ¢ Z/—O> if and only if ¢/ Z/—O> for all : € I and o € O;

2. related successor states: there exists r,r’ € @ such that r ~ 6(q,4), 6(¢',7) ~ 7’
and (r,r') € R for every i € I.

The machine M can be considered as a hypothesis that we will test against M.
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Lemma 5.14. Any bisimulation up to Nerode equivalence is contained in a bisimulation.

We are now ready to prove the following proposition, which will result in the complete-
ness of some common test suites.

Proposition 5.15. Let W and W' be two families of test suites for M over alphabet I,
and let P be a state cover for M. Fixk € N. Let T = P-ISF o\ WU P - ISF1 o W
be a test suite. Suppose all of the following hold:

1. for all q,q" € M : q ~w,ewy ¢ implies ¢ ~ ¢';

2. forallq,q € M andr € M": q~w, r and r ~yy q implies q ~ ¢';
q

3. the machines M and M’ agree on T';

4. the set of vertices reached by P in M’ has eccentricity at most k, or in other words,
eM/(éM/(P)) < k.
Then M and M’ are equivalent.

Proof. Note that P - I=F reaches all states in M’ due to the fourth assumption.

We show that the states reached in both automatons are bisimilar. Define the relation
R = {(6m(u), 0p(u) | u € P-I=F}. Note that for each (g,7) € R we have g ~y, r. For
each state r € M’ there is a state ¢ € M such that (¢,7) € R, since we reach all states
in both machines by P - ISF. We will prove that this relation is in fact a bisimulation
up-to Nerode equivalence.

For output, we note that (¢,r) € R implies that ¢ and r give the same output for a
single input symbol i € I, since the machines agree on P - ISF*1. For the successors, let
(g,r7) € R and i € I and consider the successors ¢’ = §(q,4) and v’ = ¢'(r,i). We know
that there is some s € M with (s,7") € R. We also know that we tested r’ with the set
W;. So we have:

/ /
q ~w, o~y S,

By the second assumption, we conclude that ¢’ ~ s. So ¢’ ~ s and (s,r') € R, which
means that R is a bisimulation up-to Nerode equivalence. As R contains the pair (qo, ¢}),
with go and ¢ the starting states of M and M’ respectively, we conclude that M and
M’ are equivalent by the above lemmas. ]

With a small additional definition and lemma from [22], we finally get our completeness
results.

Lemma 5.16. Let W' be a family of state identifiers for M. Define the family of test
suites W by W, = UW' for every state q. Then the first and second conditions in
Proposition |5.15| are satisfied.
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Corollary 5.17. The W and Wp test suites with parameter k using state cover P are
(P, k)-complete.

The above corollary also holds for the UIOv, HSI, ADS and hybrid ADS test suites, but
we will not treat those here. The latter three require a different lemma for which we
refer to [22].

Finally, we note that the eccentricity condition is weaker than the original condition
of requiring a maximum of k additional states in M. Recall that n and n’ denote the
number of states of M and M’ respectively.

Proposition 5.18. If n’ < n+ k for some k € N and P is a state cover for M, then
EM/(P) < k.

Proof. As shown in [22], P reaches n different states in M’, and as M’ contains at most
k extra states, it follows immediately that e ¢ (P) < k. O

Given an action refinement p via which M is abstractable, our goal now is to prove
that if a,(M) agrees with a,(M’) and war(p) < k, we can construct a state cover P
for M such that epp(dap(P)) < k. This would mean that (P, k)-complete test suites
applied under these assumptions always distinguish M and M’. In that case, if we use
e.g. the partial W-method for learning the concrete model in our algorithm, we can set
its parameter to wy(p), which will usually be much lower than the traditionally used
maximum number of additional states.

Proposition 5.19. Let p be an action refinement via which M is abstractable. If P’ €
pi(P(ap(M))), then there exists P € P(M) such that P' C P.

Proof. Fix P' € pi(P(aj(M))). Let pi(p) and pi(p’) be elements of P’ and suppose they
are access sequences for the same state in M. Then p and p’ are access sequences for
the same state in a,(M) and therefore for the same state in aj,(M) too. It follows that
p = p’ and the set P’ can be extended to a set in P(M). O

Theorem 5.20. Let p be an action refinement via which M is abstractable. If a,(M)
and a,(M') agree, and wry (p) < k, then exr (O (P)) < k for all P € P(M) such that
P is a superset of some P € pi(P(ay(M))).

Proof. We have:

k> wpmr(p)

= max em (Oae (pi(P)))
PeP(ag(M"))

= max EM/(5M'(Pi(P)))
Pep(ag(M))

= max em (O (P)).
Pen () M (Op (P))
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The result follows from the monotonicity of p; and the anti-monoticity of eqr. O

We will now discuss what this theorem means for Algorithm [3.8] If we have learned
ag (M) successfully (with M’ the model for the system under learning instead of M),
then we know in step (3b) that a,(M) and a,(M’) agree for M the hypothesis of the
concrete learner Leonerete- 1f we now have way(p) < k, then the above theorems prove
we can find a state cover P for M such that the (P, k)-completeness of the W and Wp
test suites with parameter k& and state cover P guarantees they distinguish M and M’.
Summarising, for the concrete learner’s conformance tests we can use classical test suites

with lower parameters than used classically resulting in a lower complexity.
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6 From traces to refinements

We should still discuss how to obtain suitable refinements. Apart from using domain-
specific knowledge to construct suitable refinements, we might have access to logs of
machines. These can be obtained from running automated or manual tests, but also by
logging on production systems. We will consider the special case of using traces obtained
from logs.

Definition 6.1 (traces). If M is a Mealy machine with input alphabet I, then we call
T C I* a set of traces.

Given a set of traces without additional properties, we have essentially no real informa-
tion; we can generate sets of traces at random by generating arbitrary input sequences.
However, it makes sense to expect traces obtained from logs to follow patterns. For
instance, the machine might always start with a certain input sequence or there might
be distinct paths between clusters followed using specific input sequences.

As an example, consider model 34 from [17], modelling (a part of) control software from
the company ASML. We have visualised the model in Figure with the “error state”
(a state with only transitions to itself and many incoming transitions, used to make the
machine input enabled) removed. The model is accompanied by logs which do not visit
the error state. We can see that the component’s model contains chains of states which
can be essentially compressed as single abstract transitions.

Given the assumption that a set of traces does not only contain ones quickly ending in
the error state, we can try to heuristically obtain a useful refinement. In this chapter,
we will simply consider obtaining a set of input sequences X C I* satisfying the prefix
property, corresponding to a refinement for the specific machine. Our goal will be to
maximise the number of symbols of prefixes of the form X* found in the traces.

Example 6.2 (extracting refinements from logs). Suppose we have the following set of
traces:

ab
aba
abba
abc
c
cab
cba
cca
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Figure 6.1: Model 34 from [I7] with the error state removed, visualised using Gephi
[4]. The red vertices are reached via abstract inputs from the refinement
generated by Algorithm via the blue transitions. The red vertex in the
middle is the starting vertex.

If we now choose ab for an action refinement we are constructing, we can express all
underlined symbols as follows:

ab
aba
abba
abc
c
cab
cba
cca

If we additionally choose ¢, we can express the underlined and overlined symbols like
this:

ab
aba
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abba
abc
c
cab
Cba
cca

We would heuristically score the first single-sequence refinement as 8 and the second as
16.

Note that we start at the front with expressing traces using chosen sequences; choosing
e.g. b at first would not make sense because none of the traces start with it and we will
assume that implies it does not reach anything useful in the model on its own. In the
algorithms we will treat, we will follow the approach of choosing a word and thereafter
removing all prefixes that can be expressed using the currently chosen words.

Definition 6.3 (optimality of a refinement). Given a set of traces T over an input
alphabet I and a set X C I*, we call X optimal if it maximises

7|
max _ |ul,

" USTZ ,UGX*
i=1

with < the prefix relation.

It should be noted that this definition is clearly imperfect. If we seek a refinement with
a size equal to the size of the input alphabet, the input alphabet itself always forms
an optimal refinement while it does not abstract the machine in any way. However, we
usually desire a relatively small abstract alphabet and will therefore not encounter such
a situation.

We present two different but similar algorithms, both greedily choosing new input se-
quences, of which one is a direct instantiation of the following simple algorithm, but
using a specific objective function. The objective function scores candidate words based
on their length and the number of time they occur as prefix in the traces currently being
analysed. The objective function is the only relevant factor in deciding which candidate
to add.

Algorithm 6.4 (simple refinement extraction). The algorithm has as inputs:
e a set of traces T
e a goal refinement size n € Ny ;

e an objective function f : NxN — R with as domain the size of a candidate sequence
and the number of occurrences in the set of traces currently being considered.

The algorithm works as follows:
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1. create an output set of input sequences X initialised to &;
2. sort the set of traces T lexicographically;
3. if possible, add the prefix « to X such that:

a) adding x does not violate the prefix property of X;

b) the objective function f applied to |z| and the number of traces in 7' with x
as prefix is maximal;

c) if there are multiple x satisfying the above conditions, choose the z first
occurring as prefix in T' (if two satisfying words are prefixes of the same
trace, we choose the shortest one);

4. if no such x was found or X > n, return X as extracted refinement;
5. repeatedly remove all prefixes from 7" in X until no such prefixes exist anymore;

6. continue at step (2).

Step (5) exists to remove all prefixes from T that we can already expressed using X, so
that in further steps only the next symbols are considered.

While there exist infinitely many objective functions, we have chosen to implement the
product (resulting in the “area” covered by the candidate prefix in the set of traces) as
in the following concrete algorithm. Other objective functions can be used to emphasize
more either the commonality of an input sequence or its length.

Algorithm 6.5 (area refinement extraction). Applying Algorithm ﬂ with f(m,n) =
mmn is called the area refinement extraction algorithm.

We have also implemented another refinement extraction algorithm that makes the lo-
cally optimal choice for achieving our goal: we check for each candidate prefix the number
of additional symbols of prefixes that may be expressed by adding it.

Algorithm 6.6 (locally optimal refinement extraction). The algorithm has as inputs:
e a set of traces T
e a goal refinement size n € Nyg.
The algorithm works as follows:
1. create an output set of input sequences X;
2. sort the set of traces T lexicographically;
3. if possible, add the prefix « to X such that:

a) adding x does not violate the prefix property of X;
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b) the number of symbols of prefixes of T' that can be expressed by ({z} U X)*
is maximal;

c) if there are multiple z satisfying the above conditions, choose the z first
occurring as prefix in T' (if two satisfying words are prefixes of the same
trace, we choose the shortest one);

4. if no such x was found or X > n, return X as extracted refinement;
5. repeatedly remove all prefixes from 7" in X until no such prefixes exist anymore;

6. continue at step (2).

For both the simple and locally optimal algorithms above, the implementation only
considers every prefix in step (3) once by utilising the fact that 7" is sorted. Furthermore,
in the locally optimal algorithm, after any prefix x is added to X, all traces are iterated
and symbols where a sequence x starts are marked so that steps (3b) and (5) can be
optimized.

It is interesting to note the similarities between our greedy algorithms and compres-
sion algorithms such as the Lempel-Ziv-Welch algorithm [28]. Both algorithms process
strings starting from the front and remove parts that are already expressible (in the
context of the Lempel-Ziv-Welch algorithm, X would be called a dictionary). The goal
of maximising the number of symbols from traces expressed by abstract sequences can
be viewed as a form of compression. However, there are essential differences: we require
the dictionary to satisfy the prefix property, we process multiple strings at once (thereby
not requiring a single string to be processed fully or at once), and we do not intentionally
add words with overlap.

We note that Algorithm [6.5]and Algorithm [6.6]do clearly not find the optimal refinement
in general according to our definition. Consider input alphabet I = {a,b} and the

following set of traces:
T = (a, abbb),

then the algorithms applied to T' with goal refinement size 2 will both choose abbb
first, while they will subsequently not be able to add any additional symbols that do
not violate the prefix property. However, clearly {a,b} would have been an optimal
refinement. Nevertheless, the algorithms may provide useful refinements in practice as
we already noted our optimality condition does not make much sense for refinements
with size greater or equal to the size of the input alphabet.

In the next chapter, we will discuss learning models from [I7] using refinements. The
models come with traces obtained during the execution of unit or integration tests. We
will use the above algorithm to extract refinements for the models. Determining which
goal refinement sizes for the above algorithms result in learning the most models later
on by using the resulting refinements, is outside the scope of this thesis, so we have
determined sizes by trial and error.
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Statistics about the results of Algorithm and Algorithm applied to the logs
available for the models from [I7] are given in Figure The goal refinement size
for the algorithm’s invocation is the same as the resulting refinement’s size for all the
processed models. The e column displays the eccentricity of the set of all states reached
via traces in the log files and p; and po denote the refinements obtained via Algorithm
and Algorithm [6.6] respectively.

Ideally, the worst-case eccentricity of the extracted refinements is close to the eccentricity
of the traces themselves. However, we note that in many cases the worst-case eccentricity
is significantly larger than the eccentricity of the union of all traces. This is a clear
opportunity for further research.

To get a better feeling for the obtained refinements, we can visualise the states and
transitions reachable in a machine by input sequences from the corresponding refinement.
Consider for example Figure As we can see, unfortunately, not all transition chains
are reachable via abstract inputs in the obtained refinement. In this case, that was to
be expected as the collection of all states reached via the given set of traces still has an
eccentricity of 9.
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Model States Symbols lp1] w(p1) |p2| w(p2)

[

m22 93 108 5 54 11 54 9
m24 284 100 11 70 16 70 16
m27 198 201 9 100 15 100 16
ma34 115 72 5 9 18 70 17
m41 25 7 3 23 4 23 4
m45 184 32 7 22 8 22 8
m49 142 ™ 4 45 7 45 6
mb4 27 10 3 3 4 5 4
mbd 181 156 29 36 33 100 36
m65 3966 33 12 20 15 20 16
m76 210 269 20 11 20 12
m85 2221 121 22 80 24 80 18
m95 33 9 1 49 6 49 6
m106 79 83 8 20 15 60 14
ml31 1017 181 11 120 17 120 17
m132 2441 190 19 130 29 130 35
m135 o7 177 8 6 18 44 18
m158 28 120 3 10 5 26 )
m159 30 120 3 10 6 28 6
m164 43 102 4 12 5 26 )
ml67 163 152 10 18 12 73 14
ml72 113 9% 8 13 12 50 8
ml73 483 27 7 16 12 16 14
m181 1347 93 6 60 11 60 9
ml82 657 ™D 9 55 15 55 20
m183 9 12 2 6 2 6 2
ml85 190 71 10 55 17 55 21
m189 289 138 19 100 33 100 33
m190 456 52 6 40 10 40 10
m196 81 24 3 14 5 14 )
m199 27 56 4 28 6 28 7
m201 128 87 5 60 6 60 15
m217 14 159 1 85 5 8 )

Figure 6.2: Properties of the models from [I7] and the obtained refinements.
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Figure 6.3: Model 27 from [I7] with the error state removed, visualised using Gephi
[4]. The red vertices are reached via abstract inputs from the refinement
generated by Algorithm [6.6] via the blue transitions.
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7 Experimental results

We have applied a learner with a standard partial W conformance test and our learning
with refinements algorithm to the 33 models from [I7]. This leads to two main setups as
follows, which we both ran using a standard L* learning algorithm [2] using the method of
Rivest & Schapire for processing counterexamples, and the modern TTT algorithm [15].
For our benchmarks, we used the refinements obtained in the previous section.

1. Given a model, we have learned the model using the learning algorithm, with the
partial W-method as conformance test using as parameter the number of states
that are still missing from the hypothesis.

2. Given a model M and a refinement p, we apply Algorithm with the following
arguments:

e a system under learning simulating M;
e the set range(p;), the sequences corresponding to abstract symbols from p;

e an instance of the learning algorithm as abstract learner, using a partial W-
method as conformance test with as parameter the number of states that are
still missing from the hypothesis (calculated by minimising the abstraction of

M);

e an instance of the learning algorithm as concrete learner, using a partial W-
method as conformance test with as parameter the minimum of the number
of states that are still missing from the hypothesis and wq(p).

The properties of wa(p) guarantee that the conformance test of the concrete learner is
complete in this setting.

We have run both setups on all models, and the second setup twice, once for the refine-
ment obtained via Algorithm [6.5/and once for the refinement obtained via Algorithm
We ran these experiments for both learning algorithms, giving a total of six experiments.
The time required for extracting the refinements was not counted for the one-hour time
limit. As soon as a correct hypothesis was generated, the experiment finished.

The experiments were all implemented in Kotlin on the JVM using the Automatal.ib and
LearnLib [16] libraries which provide many common learning and conformance testing
algorithms.
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Figure contains an overview of the experiments’ results. Surprisingly, although the
TTT algorithm is more recent and should usually perform better, the L* algorithm
synergises better with our learning with refinements setup. Learning with refinements
performs better than using a standard setup, but the best choice for refinements even
depends on the learning algorithm. We did not expect the learning algorithm to have
this big of an influence on the performance of our setup. We hypothesise that this is
caused by the handling of counterexamples of the L* algorithm, usually seen as inefficient
compared with the TTT algorithm, in our case better utilising the information from a
counterexample generated by comparison with the abstraction. This is a topic for further
research and relates closely to the inner workings of the learning algorithms.

As the TTT algorithm performs best in the standard setup and the L* algorithm per-
forms better in our setup, we will continue with analysing these three experiments.

Algorithm  Setup Success Average (s)
TTT (1) Wp 10 426
(2) Area refinements 12 155
(2) Locally optimal refinements 14 293
L (1) W 9 444
(2) Area refinements 16 100
(2) Locally optimal refinements 15 79

Figure 7.1: An overview of the results of all experiments with the number of models
learned within the time limit. The average denotes the average time in
seconds it took to learn a model successfully.

Figure contains an overview of the relevant results per model. As can easily be seen,
both refinement experiments usually learn a model if the standard experiment does,
except in the case of m190. Given this fact, it is unsurprising that there is also a case
where all three experiments learned the model, but the standard experiment was faster.
These degredations are not caused by the time it took to learn the abstraction, as it was
learned quickly. We think these degredations are caused by an inefficient algorithm to
compare hypotheses with the abstraction, combined with a lack of benefit from using
refinements, but have not had time to further investigate this.

Interestingly, neither set of models learned by the second setup’s experiments is a subset
of the other. In particular, the first has learned m173 and m199 while the second has
not, and the other way around for m34. As we can see in Figure in these models the
successful refinement had a strictly lower worst-case eccentricity. This suggests that a
lower worst-case eccentricity allows faster learning in practice, too.

Figures and display more specific results from the second setup using the L*
learning algorithm. As can easily be seen, the abstractions of the models are all relatively
small and are learned in a tiny amount of time in all cases. We have not included the
data from the other experiments as these provided no additional insight.
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It is natural to wonder whether increasing the size of the refinement would yield larger
abstractions and lower learning times overall. Unfortunately, we found diminishing re-
turns when increasing the refinement size with respect to worst-case eccentricities of the
obtained refinements.
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Model T1 T2 T3
m22 528 25 110
m24

m27

m34 40
m41 0 0 0
m45 281 305
m49 439 365 351
mb4 0 0 0
mbdH

m65 1884 29 346
m76

m&5

m95 6 0 2
m106

ml31

ml132

ml135

ml158 3 3
m159 3 4
ml64 0 0
ml67

ml72 0 0
ml73 877
ml81

ml182

ml183 0 0 0
ml85

m189

m190 1390

m196 9 5 5
m199 0
m201

m217 4 11 22

Figure 7.2: An overview of the results from the relevant experiments. The columns
Ty, T and T3 denote the results of respectively the first setup using the
TTT algorithm, the second setup using the L* algorithm and refinements
from Algorithm [6.5], and the second setup again using the L* algorithm but
refinements from Algorithm[6.6] The result is either the time in seconds took
to learn the model or empty in case of failure.
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Model  |Q| Q4| T Ta
m22 93 7 25 1
m24 284 15 3
m27 198 8 2
m34 115 4 0
m41 25 5 0 0
m45 184 4 281 0
m49 142 5 365 0
mb4 27 1 0 0
mo5 181 6 0
m65 3966 10 29 0
m76 210 4 0
m85 2221 7 0
m95 33 9 0 0
m106 79 4 0
ml31 1017 13 1
ml32 2441 19 1
m135 57 3 0
m158 28 6 3 0
ml59 30 6 3 0
ml164 43 8 0 0
ml67 163 3 0
ml72 113 8 0 0
ml73 483 4 877 0
m181 1347 7 0
ml182 657 16 3
m183 9 4 0 0
ml185 190 5 0
m189 289 8 4
m190 456 4 0
m196 81 5) 5) 0
m199 27 4 0 0
m201 128 12 95
m217 14 3 11 0

Figure 7.3: More detailed results from the second setup using the L* algorithm and
refinements from Algorithm The columns contain the number of states,
the number of abstract states, the time required to learn the abstraction (in
seconds) and the total time required (in seconds, or empty in case of failure).
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Model Q] Q4]

N
.

m22 93 7 110 0
m24 284 12 1
m27 198 9 0
ma34 115 7 40 0
m41 25 4 0 0
m45 184 4 305 0
m49 142 11 351 0
mb4 27 2 0 0
mb5 181 9 0
m65 3966 3 346 0
m76 210 3 0
ma&5 2221 9 0
m95 33 9 2 0
m106 79 6 1
ml3l 1017 4 0
ml32 2441 7 0
m135 57 7 0
m158 28 6 3 0
m159 30 6 4 0
m164 43 9 0 0
ml67 163 2 0
ml72 113 11 0 0
ml73 483 3 0
ml81 1347 20 4
m1l82 657 4 0
m183 9 4 0 0
ml85 190 3 0
m189 289 4 0
m190 456 8 0
m196 81 6 ) 0
m199 27 4 0
m201 128 12 1
m217 14 3 22 0

Figure 7.4: More detailed results from the second setup using the L* algorithm and
refinements from Algorithm The columns contain the number of states,
the number of abstract states, the time required to learn the abstraction (in
seconds) and the total time required (in seconds, or empty in case of failure).
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8 Abstracting abstractions

We have seen how to abstract a concrete machine, but then the question of abstracting an
abstraction arises naturally. Clearly, if we have a refinement for an abstract machine, we
can abstract it again. However, can this second abstraction be achieved by abstracting
via a single refinement instead? Unfortunately, this turns out not to be the case.

Note that while we have not applied the research in this section, we think it offers
additional insight and might be useful in further work: theoretical examples of automata
with multiple levels of abstraction are easily constructed.

Suppose we have a Mealy machine M and two action refinements p and p’ such that we
have M’ = ay (ap(M)), then it seems natural to consider a refinement p” defined by
pi = pio i,
/! /
Po = Po © Po-
However, p” is not a refinement as p, is extended to sequences and loses its injectivity
and therefore p/ is not injective either. For example (with - string concatenation), we

might have:
Po
z-yr—1-01,

225101,

Concretely, unintuitively, this means that abstract actions for M’ may lead to a single
concrete output sequences that leads to different abstract outputs.

101 o101 101 101
i1/03,13/0 i1/01,13/0
H@ 1/ %25 %2 2@ 1/ %15 %2 1@3 Z%/O%,Z%/O%

Figure 8.1: A simple automaton with input alphabet {ii,il} and output alphabet
{o1,03}.

Example 8.1. Consider Mealy machine M as visualised in Figure Now define
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abstract alphabets as follows:

L={ii|1<i<2}
01 ={o} |1<i<2}
L={|1<i<?2}
Oy ={0?|1<i<5}
Ii={o}|1<i<2}
O3 = {03 |1<i<4}

Now we can define p and p':

pi: 2
it
i3

Po :

—>Il
i1

> inis

—>01

— ol

— 05

> 0]03

25 ool

2.5 odo}

— ]2
— 123

i3 > 1215

/
Po — 02
2 2
— 0203

3 s 0203

> 0302

3 2 2
> 0505

Then the refinements are defined precisely such that M' = a,y (a,(M)) is well-defined.
However, abstract inputs i and i3 for M’ both correspond to the concrete input sequence
o3olod, while they correspond to abstract outputs o} and o3 respectively.

Thus, abstracting twice gives additionally possibilities compared to abstracting once.
However, we can refine the refinement p’ via p if we unify abstract outputs corresponding
to the same concrete output sequences.
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Definition 8.2 (refinements of refinements). Let M be a Mealy machine and p an action
refinement via which M is abstractable, with abstract input alphabet X and abstract
output alphabet Y. If p is an action refinement via which a,(M) is abstractable, then
we define an action refinement for M, the refinement of p' via p, denoted p(p’) (here
p"), as follows:

P!+ domain(p!) — codomain(p;)

pi = piop

o - domain(pl)/(po © pl) — codomain(p,)
[z] = (po © p,)(2)

The notation for the domain of p!/ denotes the residue classes of domain(p) modulo the
equivalence relation defined by equalising elements mapped to the same element under

Po © Pl-

Note that range(p(p’)) satisfies the prefix property because both p and p’ do and note
that M is again abstractable via it. Furthermore, p/ is injective by definition and thereby
this definition solves the problem with the naive one.

Suppose we are again in the setting with M, p and p’ as above, and M’ = «,(M
and M" = a,(M'). Then M” and M" = a,)(M) are related; the latter behaves
as the former but with outputs corresponding to the same concrete output sequence

identified:
z/y

q—>q in M"
. pi@)/p(y) . '
iff ¢g——m>¢ in M
iﬁ pi(pi(x))/po(p6(¥)) J in M
iff ¢ KZIUN q in M"”.

We can also construct a preorder on refinements. Note that the requirement on the
output part of the refinements is only required because in the abstraction via p’, not all
abstract symbols need to appear.

Definition 8.3 (preorder on refinements). Let M be a Mealy machine, then we define

/

p<p =  range(s)) C (vange(pr)" and range(p)  (range(po))",

for p and p’ action refinements via which M is abstractable.

This preorder relates naturally to the concept of refining refinements as shown in the
following proposition.
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Definition 8.4 (refinement output isomorphism). For p and p’ action refinements, we
call a bijective map
f : domain(p,) — domain(p,)

a refinement output isomorhism if
Po = p(,) o f.
If such f exists, we call p and p’ output isomorphic and write p =, p'.

Theorem 8.5. Let M be a Mealy machine and p, p' two action refinements via which
M is abstractable. Then we have that p < p’ if and only if there exists a refinement p”
via which a,(M) is abstractable such that p' =, p(p") and pi = (p(p"));.

Proof. (=) We need to find p” such that p’ = p(p”), which directly implies p} = p; o
p!!. Luckily, the definition of < immediately gives us such a p! when combined with
the minimality of the domain of p{. The identity further requires that there exists a
refinement output isomorphism f : domain(p)) — domain((p(p”)),) with

Po(y) = (po(P))(f(y))-

We define p!! as follows:

{rs-- ) | 3y p6(W) = po(y1) - - po(yn)} — domain(p,)*,
(Y153 Yn) M Y1 Yn-

Note that the domain is finite due to the domains of p and p’ being finite. The map is
also clearly injective. Next, we define:

f : domain(p),) — domain((p(p”))o),
y = [, yn)] with pl(y) = po(y1) -+ po(yn).

Note that p < p/ guarantees us that f is defined for all y. Furthermore, f is well-defined
because any other sequence (yi,...,y.,) with pl(y) = po(y}) - po(y,,), maps to the
same element under p, o p//. The map is injective because p, is and surjective because
of the definition of the domain of p..

One can easily check that range(p!’) satisfies the prefix property. Lastly, we show that

M = a,(M) is abstractable via p”. Let us suppose that ¢ € p”(M’) and ¢ %M

for some z and s, then we need to prove that s € range(p)). As x is in the domain of
pi too, there must exist y such that ¢ %%, (M) and pi(y) = po(s). This last identity
implies that p{(s1,...,s)5) = s.

(<) Let p” be the refinement as in the proposition. From the identity p! = (p(p”)); it
is clear that the first requirement of p < p’ holds. For the second part, we consider any
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element of the form p,(y). Then we have:

= (po(P5))(f(y))
= (Po(P))([(y1, - s yn)]) for yu1, ... yn With p(y) = po(y1) - - po(yn)
= Po(P4(Y1, - - yn)) € (range(p,))*.

oY)

O]

The proof of the right implication looks convoluted, but is actually pretty simple. Con-
structing a refinement p” satisfying the required identities is easy using the assumption
of p < p/, but to make sure that a,(M) is abstractable via it requires some effort. The
problem with the naive approach of defining p; analogously to p{ is that for every ab-
stract output of p’, we need to add all possible decompositions of it into abstract outputs
of p. For every abstract output symbol of p, these decompositions will be unified in the
domain of p(p”) to prevent the problem in Example

The above proposition allows us to learn an abstraction via p by first learning the
abstraction via p’ if p < p’. If we have two refinements p and p’, and p’ is in a sense
coarser than p but p < p’ does not hold, it would be great if we could find the join
(smallest upper bound) of p and p’ (then we could learn the abstraction via p by first
learning the abstraction via the join). Clearly, the range of the input refinement of such
a join should equal Y = (range(p;))*N(range(p!))*. However, the range of the join should
be finite and therefore one can choose an arbitrarily large subset. Due to the definition
of <, this is not necessarily a problem if Y is expressible as the Kleene star of a finite
formal language. Unfortunately, this does not have to be the case. Consider

A = {cab, ab, abd},
B = {ca,ba,bd},
C =A"nNnB".

Then C' contains c¢(ab)"d for all n > 1, while C' does not contain a word in {a, b}*.
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9 Conclusion

We have shown for the first time how to apply the notion of action refinements in the
context of Mealy machines. In the context of Mealy machines they allow for elegant
abstraction and concretisation which we prove to be closely related. Furthermore, the
former operation is a generalisation of the use of sub-alphabets as in [25] and the latter is
similar to the techniques for transition systems described in [27] but for Mealy machines.
We want to emphasize the simplicity of the abstraction and concretisation as we have
defined them, especially when compared to e.g. using a mapper for predicate abstraction
[1] (however, note that action refinements cannot replace predicate abstractions).

To improve the process of active learning Mealy machines, we introduced an algorithm
which first learns an abstract version and subsequently learns the concrete model with
help from the abstraction. As there are indications that conformance testing usually
takes the majority of the learning time [29], this seems like a promising approach.

Trying to make statements about the effectiveness of our algorithm led us to the concept
of eccentricity from graph theory. We extend this notion to Mealy machines by viewing
them as graphs. We showed how to embed abstractions inside their concrete models and
then we looked at the eccentricity of these embeddings as a useful coverage measure.

We modified a completeness proof for many common conformance tests to show that
the eccentricity of the embeddings can be taken as parameter for the conformance tests,
instead of the usual number of possibly missing states, which is usually much larger.
As we noted that there might be many possible embeddings of a single abstraction, we
introduced the concept of worst-case eccentricity for action refinements that should be
used as parameter for the conformance tests.

We proved that if we fixed a maximum eccentricity, the problem of deciding whether a
refinement for some Mealy machine with at most a certain size exists, is NP-complete.
However, we still showed various algorithms based on heuristics to extract refinements
from execution logs. While these logs could be used directly to aid learning [29], ex-
tracting action refinements from them may have have certain advantages.

To benchmark our learning method, we applied our learning method as well as a standard
one to a set of industrial-scale models from ASML [I7]. The models from this set are
accompanied by execution logs to which we applied our algorithms to extract action
refinements. The benchmark showed positive, but not stunning, results for our learning
method. Note that in our experiments, we use common assumptions such as knowing
the size of the target model.
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Finally, we speculated about the usefulness of repeatedly abstracting a model and showed
that repeated abstraction can be viewed as a single abstraction. Furthermore, we defined
a preorder on refinements which we used to make statements about when an action
refinement can be expressed as a kind of composition of two other action refinements.

Future work — While the concept of action refinements for Mealy machines is new,
its naturality suggests us that it might also appear implicitly in the design of systems.
While the concept may be useful in that context in itself, we are particularly interested
in the possibility of obtaining abstractions from domain-specific knowledge.

Furthermore, our algorithms for extracting refinements from executions logs are basic
and the resulting statistics show that improvements using the same logs are likely pos-
sible. We consider it probable that better heuristics exist for this purpose of passively
obtaining action refinements. Active heuristics that analyse outputs from a system,
possibly combined with domain-specific knowledge, might also prove beneficial.

Specifically, we only consider prefixes of traces in our algorithms to determine the next
word to add as abstract symbol and we do not use any structure in the traces. One
could for instance create a graph where vertices represent prefixes of traces and edges
represent single-symbol extensions. Next, one can mark vertices with the number of
traces passing through and also identify branching vertices (i.e. vertices with degree
larger than two). Now, one could prefer e.g. sequences represented by paths between
two branching vertices without branching vertices in between. It might also be useful to
take into account the number of times the sequence appears elsewhere. However, care
should be taken to make sure the final set of words covers prefixes of the set of traces
well and to keep the efficiency of the algorithm at a useful level.

As discussed earlier, if we have logs we might use them efficiently to learn the model
as in [29], but there are clearly theoretical scenarios where obtaining action refinements
for them are beneficial. If the logs do not cover significant parts of the machine, we
might be able to extract abstract actions that, when combined, do. It is interesting to
determine whether these scenarios occur in practice.

In general, more experiments would be useful. We have only ran our benchmarks on a
single set of similar components with action refinements obtained using closely related
techniques. Evaluating any other set or using refinements obtained in a different manner
may prove insightful, just as using different learning algorithms provided surprising
results for us.

As mentioned in the section on results, the relationship between our setup and the
learning algorithm, in particular its handling of counterexamples, is interesting. We have
not had time to investigate the cause of the significant differences in performance between
the learning algorithms we used, but are interested in understanding the cause.

Lastly, we showed how to combine action refinements, the concept of eccentricity and
common conformance tests to make useful statements. As this is the first time eccen-
tricity has been used in this way, we can imagine there might be more useful theory to
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explore. The same holds for action refinements in the context of Mealy machines more
generally, for example around the concept of repeated abstractions we briefly investigated
in the previous section.

In particular, we are interested in the consequences of dropping the injectivity require-
ment for the output part of action refinements. This would allow a more elegant compo-
sition of action refinements, while the injectivity may be “restored” by unifying output
symbols for the purposes of preserving determinism when abstracting, if necessary for
e.g. learning. Action refinements might be further generalised by allowing an abstract
input or output symbol to correspond to multiple input or output sequences respectively,
but it is unclear to us whether this provides any benefit.

o8



10 Acknowledgements

I would like to thank Frits Vaandrager for the suggestion of looking into this form of
action refinements for Mealy machines and the related Galois connection, his supervision
and all the ongoing ideas, discussions and educational feedback. I would also like to thank
Jurriaan Rot for being second reader, Harco Kuppens for giving a practical introduction
to LearnLib and the framework I used at the start of my experiments, and Dennis
Hendriks for listening to Frits and me about our research and sharing his thoughts.
Lastly, I want to thank Dirk van Bree for the counterexample to the existence of a join
for refinements.

99



11 Reproducibility

This thesis can be approximately qualitatively reproduced on a system with similar
specifications as those listed below by running a single Docker image. This includes
automatically running all experiments, making visualisations using Gephi, generating
the information below and compiling the results into this thesis.

Property Value

Generation time 2020-08-27 19:35:31 UTC

Git revision ed6adc00714223f49479bde51659f9fad9c0e9bf
Architecture X86_64

Processor AMD Ryzen 5 3600 6-Core Processor

Memory 16022 MB

Platform Linux-5.4.0-26-generic-x86_64-with-debian-10.5

Concurrency factor 5

The Git repository as well as a link to the Docker image can be found at https://
gitlab.science.ru.nl/tmaarse/learning-using-action-refinements.
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